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EXECUTIVE SUMMARY
This project was commissioned by the Methodology and Standards Development Unit
(MSDU) of the HSE and took the form of a 3 year PhD studentship funded jointly with
Staffordshire University.
MSDU undertake quantified risk assessment (QRA) work as part of the regulation and
mitigation of risks associated with major accident hazards. Major accident hazards are
installations where there is a potential for the accidental release of toxic, explosive or
flammable materials leading to potentially serious impacts on nearby communities and
environments.
The overall aim of the project was to evaluate and derive sources of population data to be
utilised in major accident hazard modelling and quantified risk assessment. More specific
objectives were:
•

to review the existing literature on GIS, risk assessment and the derivation of large-scale
population data

•

to identify and evaluate potential sources of data of relevance to major accident hazard
modelling, extending beyond residential populations

•

to develop methods for processing and manipulating selected datasets within a GIS
environment

•

to identify and explore ways in which enhanced data on population distribution and
vulnerability may be utilised.

Population data is fundamental to the estimation of levels of societal risk - an area of work in
which innovative assessment techniques have been under development within MSDU - as
well as providing potentially useful data for other aspects of the HSE's work.
A number of key criteria were laid down to guide the process of selecting, manipulating and
integrating population data sets - criteria driven principally by the assessment needs and work
of MSDU. The population data needed to provide national cover, at high levels of detail,
without incurring excessive cost and to take account of diurnal changes in population patterns
associated with a range of different land uses.
This last criterion has been crucial to the scope of the project. Accident events can clearly
potentially happen when significant numbers of people are at work, shopping, at leisure,
moving along transport routes etc .. In an increasingly mobile society (far more so than when
QRA calculations were first applied by the HSE) societal risk calculations therefore need to
be able to take account of this range of possible locations and vulnerabilities.
The review of the literature concluded that risk and hazard applications of GIS are diverse and
being more frequently reported as the benefits of using spatially structured information
systems for spatially structured problems become apparent. GIS approaches have been used
at different scales but predominantly in one-off case study projects focused on particular
installations, areas or decisions. Consequently much of the experience reported to-date is of
limited relevance to the project aim of producing a national scale population data-set suitable
for local accident modelling.
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An earlier research project undertaken by the authors for the HSE concluded that postcode
geography provides the most suitable basis on which to estimate residential population. This
project has retained the postcode as a core element but has developed and refined the use of
postcode geography and added further datasets to provide a “richer” set of population data
that encompasses activity away from the home. This was not a straightforward process as
there is a distinct lack of directly useable datasets portraying non-residential population
patterns. As directly measured population figures are unavailable, the approach taken has
been to “attach” populations to features of the human landscape.
The basic features which have been derived and mapped are buildings, transport routes and
land uses. Datasets drawn on include cartographic data, remotely sensed land use data,
postcode data, commercial directories and other list data and area based socio-economic data.
In combination these elements portray a richer and more varied human landscape than any
single dataset currently available.
The research undertaken has shown that whilst a 'perfect' solution is not achievable,
significant advances are possible in the quality, diversity and accuracy of population data used
in major accident hazard modelling and QRA. Our overall conclusions are that
•

It is possible to create a body of detailed and diverse population data to support the work
of MSDU.

•

Population data covering the mainland UK in its entirety can be produced using currently
available data products without incurring high purchase costs.

•

The data can be considered highly reliable for predicting residential population levels.
The coverage of non-residential populations is less reliable but is the best that can be
achieved within the limitations of present-day data availability and cost.

•

The most appropriate data structure is to utilise a set of layers defining areas of land use
and the location of buildings and roads.

•

The limitations of available data on non-residential populations means that user
intervention is necessary when greater precision in the population data is required.

•

There are a number of different ways in which enhanced population data may inform and
improve the work of MSDU and other parts of the HSE. These include the use of the data
for the assessment of pipeline and transport as well as fixed site risks; making changes to
accident modelling assumptions to reflect variations in population vulnerabilities; the
development of macro level indicators of changes in population exposure to risk; and the
use of data in regulatory impact assessments.

In the context of the existing literature the project has made significant advances in respect of
the quality of population data used in risk assessment GIS applications to-date; the derivation
of such data on a national rather than case study scale; and the integration of multiple data
sets to derive improved and more complete information on land use and population
distribution than previously achieved.
There are a number of recommendations emerging from the project related both to the uptake
and implementation of the outcomes of the project and further research and development
work in this area.
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1 INTRODUCTION
1.1
1.1.1

BACKGROUND AND CONTEXT
GIS and QRA

This project was commissioned by the Methodology and Standards Development Unit
(MSDU) of the HSE and took the form of a 3 year PhD studentship funded jointly with
Staffordshire University. MSDU undertake QRA work as part of the regulation and mitigation
of risks associated with major accident hazards. Major accident hazards are installations
where there is a potential for the accidental release of toxic, explosive or flammable materials
leading to potentially serious impacts on nearby communities and environments. Such a
hazard potential has been realised in highly publicised disasters at Flixborough (UK), Seveso
(Italy), Bhopal (India), Enschede (Netherlands) and most recently at Toulouse in France.
Geographical Information Systems are computer software packages that enable the storage,
retrieval, manipulation and display of electronic data with a spatial component. Prior to 1998
MSDU had piloted the use of a customised GIS package for the storage and retrieval of
information about hazardous sites and associated planning advice. The HSE advises local
authority planners on suitable land uses in the vicinity of Major Accident Hazards drawing on
the results of accident modelling and QRA undertaken by MSDU. This is an inherently
geographical activity and the use of GIS as a means of organising relevant information and
documents was a logical step, particularly for the production of risk contour maps. These
maps overlay individual risk contours produced through QRA onto standard Ordnance Survey
maps and are used to define the zones in which different types of land use are considered
acceptable. Whilst an important initial development, these data storage and presentation
functions make only a limited use of the extensive capabilities of GIS software.
This project therefore set out to identify further ways in which the use of a GIS system could
enhance the work of MSDU. In particular, it sought to develop the potential for a GIS system
to be used to provide data on the areas potentially at risk from hazardous events, focussing on
the distribution and characteristics of populations within these areas. As explained below this
data is fundamental to the estimation of levels of societal risk - an area of work in which
innovative assessment techniques have been under development within MSDU - as well as
providing potentially useful data for other aspects of the HSE's work.
1.1.2

Societal Risk and Population Data

The are two types of risk for which calculations are undertaken in QRA - individual risk and
societal risk. Individual risk represents the danger a hypothetical individual is exposed to in a
particular location. It is calculated from data largely relating to the hazard - its probability of
occurrence, its likely extent and its known or estimated effects on humans. Some account is
taken of those local circumstances (such as the prevailing wind direction) that are relevant to
estimating the area the hazard will affect. Where individual risk is mapped for the area
around a hazard it is represented by risk contours resembling those describing altitude on a
conventional map.
Tolerable levels of risk need to be established in order for individual risk contours to have
regulatory meaning (HSE 2000). By establishing what constitutes a 'tolerable risk contour',
zones can be then defined around hazardous sites to aid emergency planning or in giving
advice to planning authorities on the granting of planning permission for new development. If
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a fixed figure for "tolerable risk to the public" were to be adopted then risk contour maps for
areas around hazardous sites would contain a single zone within which HSE would advise
planning authorities to not allow new developments. The fact that the maps produced by
MSDU include multiple zones in which different land uses are permitted is indicative of a
more sophisticated approach. Land uses such as retirement homes, schools and hospitals are
not advised to be given planning permission in higher risk zones while other land uses, such
as small industrial units, are (HSE 1989). This approach moves beyond the risk to the
individual and reflects society's abhorrence of disasters that kill large numbers or affect a
vulnerable group to a disproportionate extent.
This system of "multiple exclusion zones" is simple to use but inflexible, and is unsuitable for
cases where low levels of risk apply to large areas - particularly where judgements are being
made about the siting of new hazardous installations, or new stores of hazardous materials at
existing sites. A second mathematical "tool", societal risk, has therefore been developed to
complement individual risk calculations (HSE 1989). Societal risk makes more explic it the
social attitudes reflected in the use of multiple risk zones - combining individual risk and
population data to produce an estimate of the overall threat posed by a particular hazard to the
entire population living within an 'at risk' area. In order to undertake estimates of societal
risk, data on such populations needs to be readily available.
This project follows on from a more limited piece of research (Walker and Mooney 1998)
into the provision of residential population data for use in societal risk calculations. Use of
digital data enables MSDU to move away from the traditional method of deriving population
data, which involved making manual estimates of population densities from paper maps. This
method was time consuming, imprecise, unsystematic and prone to significant error. The
applied element of this project has been an extension of the earlier research - the development
of a more comprehensive and accurate set of population data moving beyond taking account
only of residential populations. The major challenge for the project has been to find methods
for estimating and representing the vastly complex patterns of population distributions across
the full range of potential land uses where 'at risk' populations may be contained. As will be
explained, the outwardly simple task of working out 'what is where' and how many people
may therefore be present, is on closer investigation an involved and problematic task.
1.2

AIMS AND OBJECTIVES

The overall aim of the project has been to evaluate and derive sources of population data to be
utilised in major accident hazard modelling and quantified risk assessment. The research
aimed to provide a key assessment of the extent to which the spatial context of accident
modelling, and hence the derivation of land use planning advice, can be enhanced by the use
of a range of geographical data within a GIS environment. A number of more specific
objectives followed:
•

To review the existing literature on GIS, risk assessment and the derivation of large-scale
population data

•

To identify potential sources of data of relevance to major accident hazard modelling,
extending beyond residential populations

•

To evaluate selected datasets in accordance with a number of criteria, paying particular
attention to questions of scale and accuracy

•

To develop methods for processing and manipulating selected datasets within a GIS
environment to derive information in an appropriate format for use in major hazard
accident modelling and QRA
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•

To produce sample data sets for an area around a case study hazardous installation

•

To identify and explore ways in which enhanced data on population distribution and
vulnerability may be utilised by MSDU and the impact this could have on existing
methods and practice

At the very outset of the project it was conceived that the project would explore the use of a
range of spatial data inputs to QRA, including topographic information. As the project
progressed, however, it became apparent that the assembly of improved population data
would consume the available resources of time and money. In addition, a review of MSDU's
current methodology suggested that the lack of population data is a major influence on the
procedures in use. In light of these two considerations it was decided to narrow the practical
focus of the project and concentrate on population-related data.
1.3

POPULATION DATA CRITERIA AND PROJECT SCOPE

It was established early on in the project that the population data to be derived needed to
satisfy a number of key criteria. These criteria are driven principally by the assessment needs
and work of MSDU. The population data must:
•

provide national cover - MSDU undertakes assessment for existing sites across the
country and for new sites which could be theoretically proposed for any location in the
country

•

at high levels of detail - the distances over which QRA accident modelling takes place
(for example mapping the dispersion of a toxic cloud) range from under 150m to over 5
km. The project therefore needed to provide data which provided an acceptable
resolution at smaller scales, whilst set against the costs involved in achieving this

•

without incurring excessive costs - whilst these criteria cannot be precisely calibrated,
HSE are not envisaging a major investment in GIS or a transition to using GIS as their
modelling environment. Costs both for this project, and for the potential implementation
of its outcome, were therefore a significant constraint on what could be developed

•

taking account of diurnal changes in population patterns associated with a range of
different land uses

This last bullet point is crucial to the scope of the project and merits further discussion.
Accident events can clearly potentially happen when significant numbers of people are at
work, shopping, at leisure, moving along transport routes etc.. In an increasingly mobile
society (far more so than when QRA calculations were first applied by the HSE) societal risk
calculations therefore need to be able to take account of this range of possible locations and
vulnerabilities. Without such data quite misleading results may be obtained from societal risk
calculations. For example, a hazardous site located out of an urban area but next to a major
motorway and out-of-town shopping complex may have no residential addresses within its
risk zone. A societal risk calculation which relies only upon residential data could derive a
societal risk of zero, whilst on a typical shopping day many thousands of people may in fact
be within the risk zone
An earlier research project concluded that postcode geography provides the most suitable
basis on which to estimate population. More conventional census-based methods of
population mapping do not describe the distribution of population over small distances with
sufficient precision for QRA (see further discussion in section 4). The population data
3

created during that project fulfilled the first three criteria described above but portrayed only
residential populations and a few selected “vulnerable sites” such as schools and hospitals.
This project has built upon the foundation set by the earlier work, by retaining the postcode as
a core element. The approach then recommended has been developed and refined and
additional datasets have been created to provide a “richer” set of population data that
encompasses activity away from the home. This was not a straightforward process as there is
a distinct lack of directly useable datasets portraying non-residential population patterns. This
is perhaps not surprising as these patterns are fluid and difficult to definitively measure.
As directly measured population figures are unavailable, the approach taken has been to
“attach” populations to features of the human landscape. This method is an extension of that
used for producing the earlier postcode based residential population data. The basic features
which have been derived and mapped are listed in Table 1.1
Table 1.1
Basic features derived and mapped in the project

Features
Buildings

Transport Routes

Land Uses

Considerations in deriving population data
Buildings typically contain people (at least for part of the day) and if
they can be accurately mapped according to function then an estimate of
population can be derived. This task is however far more straightforward
for residential buildings where the number of persons per residence falls
within a limited range. For other building types, such as shops and
workplaces, estimating populations is far more difficult
Although individuals in the “population” associated with transport
features are at low individual risk due to the short time that they are
likely to be in danger the sheer volume of people using railways and
major roads makes them significant features.
Rather than identifying individual buildings and attaching populations to
each building (as above) areas of dominant land use can instead be
identified (e.g. recreation, workplace, water). A population density can
then be associated with particular land use types, and with buildings
falling within areas of that land use.

In combination these elements portray a richer and more varied human landscape than any
single dataset currently available. A recurring feature of the practical work undertaken for
this project has been that selected combinations of datasets can reduce error and reveal
landscape features not explicitly portrayed in any one individual dataset.
1.4

TERMINOLOGY AND REPORT STRUCTURE

Description of multiple datasets (or layers within the GIS) used in varying combinations has
the potential to become highly confusing for both authors and readers. During the writing of
an interim project report dedicated terminology was introduced to clarify the different stages
of data preparation. As the project progressed these terms were retained and have provided a
flexible conceptual structure for the generation of population data. The terms, which have
been used to organise sections 4 to 6 of this report, are:
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•

Source Datasets (SDS). These are the “raw materials” of the project – publicly or
commercially available data sets.

•

Thematic Data Layers (TDL). Each of these layers contains information about an
element of the human landscape. QID layers (see below) are created using one or more
TDL, which are in turn created from one or more SDS.

•

QRA Input Data (QID). These layers are the end product of the project and provide a
geographical context for Quantitative Risk Assessment. The QID produced consist of
'background', 'foreground' and 'manual' layers. Background layers utilise data on land
uses across areas of space, while 'foreground' layers describe specific buildings and
transport routes. Background layers take the form of a single dataset, while there may be
multiple sets of foreground data. Manual data is that entered directly by the operator/risk
assessor and is included to allow errors and omissions in the calculated data to be
corrected.

Figure 1.1 shows how conceptually multiple SDS can feed into multiple TDLs, which in turn
feed into the different data layers and variants of the QID.

SDS 1

TDL 1

QID
SDS 2

Background,
Foreground and
Manual Layers

TDL 2
SDS 3

SDS 4, 5, 6
Etc….

TDL 3, 4, 5
Etc…

Figure 1.1 The Relationship Between Different Elements of Data Processing

The use of this three-tier structure eases the explanation of data processing in this report. It
also disassociates the output data from the input data, which allows alternative individual SDS
to be used without invalidating the overall method.
The insertion of an intermediate stage between SDS and QID has an additional benefit. By
putting the emphasis on the thematic information desired, rather than the data available, it
should ensure that the research will have a longer useful life. Although the project has had to
review and draw on the current situation regarding data availability, such knowledge dates
quickly. The range of commercially produced geographic data is likely to expand, as is the
quantity of internal government data available to the HSE in electronic form.
The structure of the report is as follows. First a review of the existing literature on the use of
GIS in risk assessment and methods for deriving population data is provided. Section 3 then
provides an outline and summary of the approach utilised to derive population data,
discussing the complexities involved and the principles that have been applied. The process of
5

deriving and evaluating the SDS, TDL and QID data sets is then laid out in detail in sections
4, 5 and 6. Section 7 then discusses the ways in which the population data can be used, whilst
Section 8 which provides a summary of the findings of the project and recommendations
relating to further development of GIS and population data in the work of the HSE. Section 9
provides maps portraying various examples of data for a case study area. Many of the more
technical aspects of the work have been omitted from the main body of the report and instead
included in a series of appendices.
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2 LITERATURE REVIEW
2.1

INTRODUCTION

This section provides a review of the literature on (i) the use of GIS in risk assessment and (ii)
the derivation of large-scale population data. These are two topics of key significance to the
project. GIS has been used in a variety of ways to study, map and assist in the management
of a range of natural and technological hazards, providing a useful foundation to be drawn on
in this project. The derivation of large-scale population data has been of generic interest to
geographers and others for a diversity of different reasons and applications. Whilst it is
unlikely that a straightforward ‘borrowing’ of data derived for different purposes will be
appropriate, the solution to be developed in this project clearly needs to be informed by the
range of research already undertaken in this area.
2.2

GIS, RISKS AND HAZAR DS

Risks and hazards are inherently geographical phenomena, and a natural subject area for GIS.
A varied literature exists, although this is heavily weighted towards applications in 'natural'
hazards. Gattrell & Vincent (1991) provide an overview of the potential for GIS in natural
and technological hazards research, with particular reference to the UK. They comment that:
"... the scene is clearly one of hazard problems looking for improved GIS rather than ... GIS
looking for good problems ..."
Fedra (1994) describes how database and modelling packages (including GIS) can be used for
environmental impact assessment, risk assessment and decision support, noting that:
"Integrated information systems support a more interactive, exploratory, and participatory,
and thus useful approach"
The promise of GIS within the field has yet to be fulfilled however, with a number of
problems presenting themselves. Writing with respect to natural hazards and GIS, Coppock
(1995) notes:
"Five major deficiencies concern the lack of data and the weakness of those that exist; the
difficulty of developing models, particularly of the land surface, that are applicable to the
varying and complex circumstances that exist within a country; deficiencies of available
software, particularly in commercial GIS; failure to consider adequately the needs of end
users; and a lack of lead organisations and necessary infrastructure."
The last deficiency is probably the least relevant to industrial hazards in the UK as a legal and
organisational framework (of which MSDU is a part) is already in place. Data acquisition,
however, is a widely recognised problem:
"The capabilities of GIS technology to model greater detail in geographic data is not the
major limitation ... A more difficult and expensive problem is obtaining the accurate and
realistic data at the local level to support the higher levels of resolution that GIS technology
permits." (Moore et al, 1995)
An additional cause for concern within GIS is that of uncertainty - in output as well as input
data. Von Braun (1993) notes that a GIS:
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"... might be useful for visualising the situation; however, it seems that it would imply a false
accuracy and precision to the viewers. .... How to convey (uncertainty) is an area requiring
investigation and research in the coming years."
This is a problem found across GIS, but has particular resonance in industrial hazards work,
due both to the hypothetical nature of much of the modelling and to the contentious nature of
many of the real-world applications. In his 1997 book, Cartographies of Danger, Mark
Monmonier provides an introduction to and overview of the mapping of hazard and
vulnerability. The author discusses a wide range of hazards, including earthquakes and crime
as well as those stemming from industrial activity. He summarises the issues of inadequate
data and uncertainty thus:
“Although atmospheric dispersion models and flood insurance maps have yet to attain the
relative certitude of aeronautical charts, elected officials recognize (sic) air pollution and
flood damage as serious threats that demand analysis and description, however tentative.
Necessity begets acceptance, and if control and insurance programs (sic) must be based on
incomplete data and questionable delineations, so be it.”
The following sections briefly outline four areas of existing literature on GIS and hazards
focusing on specific application to technological risks: emergency planning for fixed hazard
sites; transport planning for hazardous cargoes; risk mapping; and hazards in social context.
2.2.1

Emergency Planning and Management at Fixed Sites

A closely related topic to fixed site QRA is emergency planning and management. Concepts
of land zoning are central to the preparation of emergency plans for industrial sites.
Emergency management software requires the integration of diverse spatial data. However,
unlike QRA work, emergency management needs to be done in 'real time' and can therefore
afford to be less accurate. A number of examples of studies in this area are outlined.
Singh et al (1991) utilise heavy gas dispersion models to calculate “isotons” demarcating
hazard zones for multiple scenarios combining various chlorine release quantities and weather
conditions. These are combined with a set of weather descriptors to produce a manual system
for on-the-spot assessment of evacuation priorities in the event of an actual release.
Carver & Myers (1996) describe a prototype system developed in the UK for emergency
planning and management. The ARC/INFO GIS is used to integrate output of the GASTAR
dense gas dispersion model with data on human and physical geography. As the system
described is at an early stage of development much of this integration is limited to simple
visualisation of multiple data layers. One set of data that is used for actual analysis is timevarying population data. Although topographic data (mention is made of sinks and barriers)
are stored on the system it is not integrated into the model:
"Suggestions for further enhancements are based around alterations of the GASTAR code to
enable the model to make predictions using the environmental data in the main system."
The paper touches on use of the system for pre-event planning, detailing similar procedures to
those of MSDU. The hazard is given a circular "sphere of influence" (based on dispersion
model output) which is combined with wind direction probabilities and population density to
yield a risk map.
Gheorghe & Vamanu (1995) describe a prototype GIS-based system for the management of
emergencies at nuclear power plants. This ambitious system links expert knowledge and
mathematical models to support management in an emergency. Emphasis is placed on
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providing suggestions for action and reminders of emergency procedure rather than accurately
delineating the areas and populations affected.
Sorensen and Carnes (1992) outline a (non-GIS) methodology for determining the extent of
emergency planning zones around chemical munitions storage and destruction sites in the
USA. Possible weather conditions (not location specific) and material characteristics are used
to determine radii for the zones - similar to the "sphere of influence" described above. These
radii are then examined in the context of local topography and climate, administrative
boundaries and other landscape features to produce location specific, easily delineable zones.
In the example given - Tooele Army Depot, Utah - the site's location in a valley system leads
to a pattern of zones that is far from circular.
2.2.2

The transport of hazardous materials

A number of GIS studies have focused on the transport of hazardous materials. The interest
in this subject reflects the greater probability of accidents outside the controlled environment
of a factory or storage facility. When planning transport routes for shipments of hazardous
materials the consideration of geographical context is unavoidable as the vehicle used cannot
be surrounded by a static "exclusion zone".
Moore et al (1995) calculate risk levels for specified stretches of road using a similar
methodology to that used for fixed sites in non-GIS applications - a dispersion plume
combined with wind direction and probability data. Two important differences from the work
done at MSDU should be noted. One is that:
".. acute effects are not considered in (this system) because this is of small concern in most
radioactive materials transport problems."
The second is the scale of the events modelled in this system - the maximum dispersion
distance being taken as 80km. Indicative of this is the following comment:
"An area for further research is examining the importance of modelling local topographic
features, such as canyons or mountain ranges, which can significantly impact local
meteorology and affect contaminant dispersion." (emphasis added)
Brainard et al (1996) combine road network and accident data with the context of population
and groundwater vulnerability to identify the lowest-risk routes for waste transport out of
London. Weighting factors are used to trial different "scenarios" - shortest route,
encouragement of motorway use, population avoidance and accident (probability) avoidance.
The paper by Patel and Horowitz (1994) is a more detailed (but more limited in scope)
variation on the same theme.
Lepofsky et al (1993) outline the possible uses of a GIST (GIS for Transportation) in
managing the movement of hazardous materials across California. A prototype system
provides example applications in risk assessment, route selection, provision of emergency
vehicle cover, evacuation planning and traffic diversion. Although dispersion modelling,
topography and population are all mentioned in the context of risk assessment, the exact
methods used are not detailed.
Zhang et al (2000) combine gaussian plume dispersion models with raster (gridded)
population data to identify the “safest” routes around a road network. This approach mirrors
that used by MSDU for assessing fixed sites. The authors comment that:
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"The traditional way of estimating the spatial consequences of haz(ardous)mat(erials)
releases on networks involves producing all-or-nothing distance bands around links and
nodes and counting the number of persons within this band. The most striking way in which
this approach lacks realism is that it does not consider the effects of wind conditions on the
width and intensity of this band."
In contrast, Mills and Neuhaser (1999) sound a cautionary note regarding the use of more
detailed population data for transportation studies. Their paper compares the effect on the
output of risk calculations for a given route of substituting detailed population figures for
estimated densities based on the population within half a mile of the route itself. They
conclude that:
"more detailed population analysis is not necessary for calculation of accident risks except in
cases related to isolated points on a route or a very short (a few kilometres) route segments of
special interest.
The reference to route length in this quote is important as the conclusion reached relies upon
errors in the estimation method balancing out over long distances. The route used as a case
study in the paper is 419 kilometres (260 mile s) in length.
2.2.3

Risk and vulnerability mapping

The theme of risk and vulnerability mapping broadens the scale of study to include more
analytical approaches to examining the spatial and place dimensions of risk. In reviewing the
geographical discourse on hazards, Cutter (1993) refers to the work of:
"Hewitt and Burton (1971) ... early pioneers in ... examining the range of hazards affecting a
particular place. ... However (this approach) never really took hold. Whether this was due to
the narrowness of researchers (who often only studied one type of hazard ...) or the inability
of researchers to focus intensely on one place is unclear."
Despite the lack of all-encompassing regional hazard studies, there are a number of works that
focus as much on the impacted places as on the industrial hazard itself.
Work done using the US EPA's Toxic Release Inventory data by Stockwell et al (1993) maps
the distribution of toxic releases for the south-east United States. Categorised by type of
effect (eg carcinogenic, mutagenic), the releases were ranked and compared with population
data. The study used counties as it's basic spatial unit and was intended to identify potential
problem areas rather than quantify risks.
Von Braun (1993) tackles a long-term localised pollution problem - toxic waste dumping at
Tucson International Airport over 25 years led to contamination of groundwater supplies.
Although it is a retrospective analysis it provides an example of sophisticated risk mapping
via GIS. Overlay of a time serie s of (projected) pollution plumes with historical borehole,
water distribution and population data enables an estimation of the population affected over
that period. The combination of three different datasets to specify the population at risk
(rather than simply mapping population living above the affected groundwater) is a
recognition of the complexity of pollutant pathways. Dent et al (2000) similarly outline the
use of air dispersion modelling and GIS to investigate a possible cluster of cancer cases
around a US military base.
Simoni (1996) uses a GIS to compile a risk map for regional planning purposes. The patterns
of hazards emanating from multiple facilities are combined and overlaid with population
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densities. From this "hotspots" requiring more detailed attention can be identified. The
system described in the paper exists only to demonstrate the concept, but Simoni notes that:
"... the application of more comprehensive databases, more complex dispersion models, and
better know-how of dose-effect relations could improve the accuracy."
A more involved study, worthy of a more detailed examination, can be found in Lowry et al
(1995). The town of Nogales on the US/Mexico border is the focus of an attempt to map
community vulnerability to hazardous substances.
"The spatial arrangement and intensity of the hazards and the demographics of the human
landscape determine community vulnerability. This can be affected by the complexities of the
physical landscape."
The lack of a detailed public register of hazardous materials and processes in use in industry
on the Mexican side of the border leads the authors to focus on surrounding communities
rather than the hazard sites themselves. The hazards are modelled as buffer zones around
hazard sites and surface/subsurface "transmission paths". The surface paths are generated
through least-path-analysis of topographic data - an unstated assumption is made that
hazardous releases harmful beyond their immediate surroundings will be confined to liquids
and dense gases. This is the only account taken of the physical landscape. The human
landscape is represented by layers containing data on total population, vulnerable age groups
(under 18 and over 65), economic status and sensitive institutions such as schools and
hospitals. All the datasets take the form of a ranking from 0 to 10, indicating (for example)
population density, or the estimated quantity and nature of the stored chemicals.
Having prepared suitable datasets, the authors come up against the problem of how exactly to
integrate them to produce reliable information. The datasets are to be added together in the
GIS, with each being assigned a weighting. The calculation of such weightings is a largely
subjective process, however - making any results open to question. The solution undertaken
is to vary the weights assigned to different factors - producing a set of 18 "scenarios" - and
examine the composite results. These results prove consistent in identifying populations
considered at high risk, and the authors conclude that:
"A structural framework using scaling indices and variable weighting helps "bridge the gap"
between complete subjectivity and objective analysis. ...... policy makers can concentrate on
locations that appear robust across many different modelling scenarios."
A second case study of a Mexican border area is that by Obee et al (1998). The geographical
element of this work is straightforward - populations at risk from the air pollution generated
by various categories of industry are determined by a simple buffering process. The focus of
the paper is the inference of pollution levels for individual facilities from a combination of
workforce size and industry type. This is an interesting example of the deployment of
"informed approximations" to overcome "data adversity".
Spadoni et al (2000) demonstrate the use of the ARIPAR GIS decision support tool to
quantify the risk from industrial sites in and near Ravenna in Italy. The methodology used is
close to that of MSDU – calculating individual and societal risk figures for individual grid
cells across the study area. The software used is based on the Arc-View GIS and enables
sophisticated querying of the data and model results. The case study includes comparisons
between different risk sources in the region, identifying the relative contribution of each
towards the overall societal risk. Papazoglou et al (1998) expand the concept of a land use
planning decision support GIS to embrace the balancing of economic benefit against potential
loss of life.
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2.2.4

Hazards in social context

The previous studies have largely treated human populations as being homogenous
"receptors" of hazard events. Writers in geographical hazard theory now emphasise the
importance of social and economic context. The ability of GIS to bring together diverse
databases has encouraged this development.
Writers such as Walker (1994) and Shrivastava (1987) have drawn attention to the
relationship between the impact of accidents such as that at Bhopal and the socioeconomic
status of the local populations (and whole societies) that are affected. The primary factor
making the victims of Bhopal more susceptible to a chemical release was the proximity of
their dwellings to the plant. Large shanty towns had grown up in the open space in the
vicinity, but:
"... warnings about the Union Carbide Plant .... were ignored by local authorities and the
public. The struggle to survive and earn a basic living was the primary and, often, only
concern of residents." (Shrivastava, 1987)
The impacts of the accident were exacerbated by factors including the poor overall health of
the inhabitants, the unpreparedness of the emergency services, the lack of welfare provision
for the survivors and the poor construction of the local housing (which provided no refuge
from the gas).
Such considerations have led to a shift (described in Cutter, 1993 and Watts, 1983) in natural
and technological hazards study. Geographical descriptions of hazards and the human
responses to them were felt to be lacking. Only through an understanding of the social,
economic and political nature of the society affected are hazards now thought to be properly
understood:
"The integration of biophysical (or technological) sources of risk in time and space helps
delineate the hazardscape. However, we also need to examine who is most affected by the
risk and why, including how society views risks and the social equity - or more likely inequity
- in risk distribution and responses." Cutter (1993)
The largest body of work examining the social context of hazards is that concerning
environmental equity within the United States. Many of these papers (e.g.Chakraborty &
Armstrong, 1994 & 96; Rogge, 1996; Glickman, 1994; Burke, 1993; and Heitgerd et al, 1995)
perform GIS analyses linking various pollution indicators with census data. The aim is to
determine whether the poor or racial minorities take a disproportionate share of society's
"load" of pollution. The issue is politically contentious and there are papers (e.g. Glickman et
al (1995), Sui & Giardino (1995) and Sheppard et al (1999)) that point up the differences in
results a change of scale, census unit or definitions of proximity can have.
As Bhopal demonstrated, the problems are more acute in the developing countrie s. However,
a relative lack of data has so far restricted the use of GIS in such contexts. Sengupta &
Venkatachalam (1994) describe a study of air pollution and it's effects in Durgapur, West
Bengal. Interpolated pollution data is combined with a land use map of the city. Unplanned
(i.e. poor) residential and agricultural areas within the city are shown to suffer more than
other inhabited areas. The work of Singh et al (1991) and Obee et al (1998) referred to above
are further illustrations of how useful assessments of hazard and risk can be made with
limited resources.
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2.3

POPULATION AND LAND USE DATA

The central task of this project is to produce relatively detailed datasets on the spatial
distribution of population and land uses. It is therefore useful to briefly review a range of
studies which have, for a diversity of end uses, also attempted to produce such data.
Martin et al (2000) revisit earlier work by the lead author on creating a population surface
from census data. Using census data in the form that it is available from the ONS (the
smallest spatial unit being enumeration districts) has a number of fundamental problems for
applications where the local distribution of population over space is important. Producing a
population surface can to an extent address these problems. This paper compares the original
method with variations introducing new data and assumptions. The authors comment that:
“One of the key obstacles to the evaluation of such models is the absence of definitive high
resolution population data against which to compare the modelled distributions.”
Despite this, shortcomings with some of the new methods are identifiable. Dasymetric
mapping, which uses remote sensing (satellite) images to redistribute area-based population
figures suffers because:
“ On some occasions land covers other than residential (for example, industrial) have been
included in the “built” category.”

Another solution utilises unit postcode centroids to add information on population
distribution. The poor quality of the available postcode data (not the same as that used in this
project) limits the effectiveness of this approach.
Harris and Longley (2000) compare measures of urban density produced using remote sensing
and postcode data. The paper argues the benefits of using the two data types together. An
example of the possibilities of such a combination is provided by the identification of tower
blocks. The limitations of relying on remotely sensed data alone for studies of urban areas are
summarised by the authors thus:
“classified urban land cover rarely bears a unambiguous spectral correspondence with urban
land use”
LANDSCAN (described in Dobson et al (2000)) is a global database that attempts to describe
the distribution of population in detail. The impetus for deriving this data is the need to
respond to “global threats to local places” such as the Bhopal & Chernobyl accidents or
major natural disasters. Such events require detailed population data to plan responses, but
can occur anywhere on the planet. LANDSCAN has been created by redistributing census
counts (obtained at the most detailed level available for each country) across the census
collection areas by use of weighting factors. These are generated from global map data layers
including:
• Roads (the data attempts to portray non-residential population distribution)
• Slope (on the basis that most settlement is on flat land)
• Land cover class
• Populated places (point and areas marking urban land)
• Coastlines
A remotely sensed data layer showing the distribution of nighttime lights is also utilised.
Echoing Martin et al, the authors comment that:
“Verification of any spatially explicit global population database is inherently limited by the
difficulty of establishing a suitable reference database”
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However, some testing of LANDSCAN has taken place by redistributing US, German and
Israeli census data. In these cases the redistribution algorithms have been used with census
data provided at a level that is not the most detailed available. The detailed data have then
been used to test the results. The authors note that poor census data from some countries will
limit the accuracy of the final data.
Coulter et al (1999) consider the provision of detailed land use data for use in traffic demand
models. The manual preparation and update of such data is expensive and time consuming.
The paper examines the possibilites for automating the identification and classification of
changes from an initial set of data.
The identification of changes is achieved through automated comparison of remote sensing
images taken at different dates. The classification of new land uses is a more complex matter.
The authors have experimented with using other GIS data to support classification. They
comment that:
“Successful implementation of this approach requires an initial evaluation of the predictive
ability of site-specific GIS layers, and an understanding that indicators from multiple sources
may be required to accurately identify detailed land use classes.”
And that:
“… the key is determining which image and GIS inputs provide the most explanatory power
for a given land use category …”
The paper conclude that human intervention is still needed for classification but that
automated systems can suggest probable land use classes for areas of change.
The paper by Thurstain-Goodwin and Unwin (2000) outlines a GIS-based method for
consistent delineation of town centres. The approach taken is to utilise multiple criteria to
establish how “town centre like” places are. Unit postcode locations are used to georeference
data on employment levels in different occupations, and the floorspace of retail premises.
This information is then transformed into a continuous “surface” representing “town
centredness”. Threshold values of this variable can be set in order to demarcate town centres,
which appear as “peaks” on this surface.
2.4

SUMMARY

This brief review of the existing literature relevant to the key themes of this project points to a
number of conclusions regarding the current 'state of play'. Risk and hazard applications of
GIS are diverse and being more frequently reported as the benefits of using spatially
structured information systems for spatially structured problems become apparent. GIS
approaches have been used at different scales but predominantly in one-off case study
projects focused on particular installations, areas or decisions. In some cases there is little
attempt to consider the wider applicability of the approach used; in others the purpose of the
case study is to demonstrate how a more generic utilisation could be developed, although
there is rarely a detailed consideration of the practicalities and costs involved in 'scaling up'
from the case study to a broader spatial scale.
In this light much of the experience reported to-date is of limited relevance to the project aim
of producing a national scale population data-set suitable for local accident modelling. The
one example discussed of an attempt to build an international/global level database of
populations at risk has some similarities, except that it does not and cannot realistically
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attempt to provide data at the level of detailed required for local QRA. Indeed in all of the
work discussed on risk/hazard applications of GIS the treatment of population data is
simplistic, relying on land use based estimations or direct employment of census data. Only
cursory attention within published papers and reports is given to issues of accuracy and
uncertainty or the limitations of focussing on residential data or land uses alone.
The work reviewed on deriving improved large-scale population data provides useful
indicators and evaluations of the different approaches possible, the problems involved and the
value that can be added through combining datasets. It is clear that statistical interpolations
and surface generation, remote sensing and use of postcode referencing all have attractions
and limitations which need to be carefully evaluated and considered in the development of
approaches suitable for the particular focus and scope of this project.
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3 OVERVIEW OF POPULATION MAPPING METHOD
3.1

COMPREHENSIVE POPULATION MAPPING

In section 1.3 above it was stated that the population data must:
•
•
•
•

Provide national cover;
at high levels of detail;
without incurring excessive costs;
taking account of diurnal changes in population patterns associated with a range of
different land uses.

These are exacting, and in some ways conflicting, requirements, and cannot be fulfilled by
any single dataset available at the present time. The final requirement is particularly
interesting because it immediately rules out reliance on conventional spatial population
datasets, such as the UK Census, which are entirely concerned with place of residence.
Furthermore, even in residential areas the emphasis on diurnal changes means that a simple
population total will not suffice.
There is no easy off-the-shelf solution to the problem of mapping non-residential populations.
No equivalent of the Census exists for workplace populations – but even if one did it would
not form a complete solution. There are many other locations beyond the home that are
“populated” for at least part of the day, and individuals move between them in complex and
varying patterns. Once the link with “home” is broken, the mapping of people as a mass of
individuals becomes impossibly complex on anything but a very small scale.
An alternative approach is to map elements of the human landscape and assign estimated
populations to them. This has the advantage of mapping relatively static features, as opposed
to highly mobile people. In manual population estimation this approach can take two forms,
depending on the scale of paper map utilised. Where individual buildings are visible on the
map an attempt can be made to count them and allot an estimated population to each. The
individual building populations within any given area can then be added together to yield a
total population figure. Where the map is not detailed enough to allow this, an attempt can be
made to classify areas by land use type. Standard population densities for different land uses
can then be utilised to generate a population map. If a GIS is utilised to perform the same
task the method used is once again dependent upon the nature of the input data. Such data
might describe the location of individual features such as buildings, or give the boundaries of
areas of different land use.
It is important to understand that the data suitable for use in a GIS is equivalent to that
produced by human interpretation of paper maps, not to the maps themselves. A human can
infer information from a general purpose paper map that is relevant to his or her purposes
while a computer can deal only with given facts. For instance, when using a detailed map to
estimate a residential area’s daytime population a human could allow for the presence of a
playing field, footpath or road in the area by adding extra people to the population figure
estimated from the number of houses. This could not be done if the map showed only the
locations of the houses in the area - a situation equivalent to a GIS processing highly detailed
data on the location of buildings. In order to take non-housing features into account in
calculating population, the GIS would have to hold data defining those features. The
production of the required population dataset by counting individual features would therefore
require large quantities of data on a wide variety of objects if it were to be truly
comprehensive.
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In the light of this consideration the second method of mapping population - defining areas of
land use - is attractive. It provides a “catch-all” approach that is more suitable to the literal
interpretation of data inherent in GIS operations, and enables much smaller, simpler and
cheaper spatia l datasets to be used. These advantages come at the cost of precision, however.
Variations in the density of land use within and between similar areas are lost.
It is therefore proposed that for our purposes the optimum approach is to combine the two
methods of mapping population-related landscape elements. Key features for which
reasonably comprehensive data are available will be mapped directly, and have population
associated with them on a per-unit basis. This ‘foreground’ data will be combined with
‘background’ data – land use areas to which population is allocated on a density basis.
Consider the residential area example above. Given two sets of data (land use boundaries and
building position) the three possible approaches for determining the daytime population of,
say, a 100m grid square are:
1. Count the number of houses in the square and multiply by a standard occupancy figure.1
2. Determine the predominant land use type in the square (in this case, residential) and allot
a population based on a predetermined density figure.
3. Perform both of the previous steps and sum the result – but use a much lower density
figure in the second step. This figure should reflect the numbers of people likely to be
outdoors within a typical housing area, using local roads, paths and open spaces.
The output of method 3 lacks the precision of method 1 but, as was explained above, that
precision is false to a certain extent as it fails to provide a complete portrayal of the
population within an area. It represents a considerable improvement over method 2, however,
as it relegates the generalised density figure from being the heart of the population estimate to
the role of “filling in the gaps” between more precise data.
3.2

OUTPUT DATA

As the discussion in section 3.1 has made clear, the emphasis of much of the project work has
been on mapping population-related features rather than population itself. The process of
QRA does, however, require population figures to be generated from these maps. What form
are these figures to take, and how are they to be arrived at?
The population data is to be mapped as a set of points forming a regular grid pattern. Each
point represents the centre of a grid square 100m across2 , and is attributed a value
representing the population of that square. This spatial data structure is optimised for the
repetitive calculation of population totals for different areas – the population values of all the
points falling within any given area can simply be totalled to give that area’s overall
population.
The population figures assigned to these squares will take the same form that those currently
used for Scaled Risk Integral calculations do. The amount of time that the feature is occupied
is accounted for by manipulation of the basic population figure. A facility used only once a
week might have its population divided by seven to reflect this. More sophisticated
1

Such figures are simple multipliers used to estimate a population from a count of buildings. They are
most effective in the case of residential buildings where the number of occupants is likely to fall within
a very narrow range. Multiple-residency buildings (flats) are an exception to this. More problematic
still are non-residential buildings, which vary enormously in their population characteristics. For the
sake of this example, however, all of the buildings are considered to be houses.
2
A grid data format was chosen to fit with HSE’s existing methods and software. See section 7.1.1 for
further discussion.
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manipulations can be made to reflect different levels of occupancy over time (known or
estimated). For instance, a factory might have 3 shifts (of 50,30 and 20 employees) working
8 hours, for 5,6 and 7 days a week respectively. The population level would be set at:
{50 * [(8 / 24)*(5 / 7)]} + {30 * [(8 / 24) * (6 / 7)]} + {20 * [(8 / 24) * (7 / 7)]}
= 570 / 21 = 27.14
It will be apparent that, as is the case with mapping landscape features, these figures can be
prepared only with either highly detailed source data (in this case worker numbers and shift
patterns which can frequently change ) or by the use of estimates. As sufficient detailed data
is simply not available, estimates must be used for the proportion of time for which specific
population figures apply.
A further modification to population figures that is part of the existing methodology is the
multiplication of figures representing “vulnerable” populations (such as schoolchildren) so as
to give them more weight in the QRA calculations. This can easily be performed during the
preparation of population figures, provided that the populations concerned can be identified.
To calculate the total population within a single grid square the modified populations for all
‘foreground’ features within the square will be totalled and added to the background figure –
which will also have been calculated with time taken into account.
A possible variation on this output format would be the calculation of multiple population
figures for each grid square, perhaps reflecting different times of the day, or splitting the
population into outdoor and indoor components.
3.3
3.3.1

REQUIRED AND AVAILABLE DATA
Introduction

A two-part foreground / background structure, as outlined above, has been used in preparing
the data for this project. A key step in preparing such data is deciding what landscape
elements should be included, and in what form (foreground or background) they should be
portrayed. Consideration of the nature of the available input data and the required output data
led to the definition of the ‘idealised’ data structure detailed in Table 3.1 overleaf. It should
be stressed that Table 3.1 is a “pragmatically ideal” list of data. It represents the minimum
resources required to provide a comprehensive and reasonably accurate population map of the
type envisaged.
Sections 3.3.2 – 3.3.6 below introduce the broad categories of SDS (Source Data Sets - see
section 1.4 for an introduction to the SDS / TDL / QID terminology) that are available.
Section 3.3.7 provides a summary of the extent to which the idealised structure can be “filled”
with these datasets.
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Table 3.1
Data required for idealised comprehensive population GIS map

Foreground data
Multiple datasets giving:
• The locations of residential buildings, with an indication of how many residences there
are in each building.
• The locations of non-residential buildings, with an indication of the approximate numbers
of people each will typically contain.
• the locations of and traffic levels along major transport routes
Background data
A land use dataset delineating areas of the following “land uses”:
• Water
• Rural land (all types)
• Outdoor recreation (parkland, playing fields)
• Residential urban areas
• Non-residential urban areas that are likely to attract large numbers of the public (e.g. town
centres).
• Other non-residential urban areas

3.3.2

Cartographic data

This SDS category covers “general purpose” geographic data that provides a record of what is
present in a particular area. It is, in terms of content, identical to a conventional paper map.
Data of this type is available in two basic forms:
•
•

Raster images (electronic “pictures” identical to paper map products)
Vector data (points, lines and areas defined by sets of co-ordinates)

Only the latter form was considered for use in the project, because of the difficulty of
extracting individual feature types from raster images.
Cartographic data’s main content is, as the name suggests, visual. Because of this links
between map features tend, in some examples of this data, to be implicit rather than explicit.
The graphical objects within the data are given a code that defines the type of feature that they
represent (e.g. lines might be coded as railways or coastline or different classes of road). The
data includes names (e.g. London, M6, Yorkshire) but these are often labels with positions on
the map – they do not “connect” to the graphical objects that they name. Therefore, it is only
possible to query such data for an object type (e.g. Lake) rather than an specific object (e.g.
Windermere).
Cartographic datasets vary greatly in content, scale and cost. The Ordnance Survey range of
such products varies in scale from 1:1,250 To 1:250,000. At the most detailed scales, features
such as individual buildings are shown as detailed outlines; at the other extreme, whole towns
are represented as points. Increasing detail is reflected by increasing cost, however.
It should be noted that vector data is not necessarily divorced from the familiar paper map –
many of the vector data products available appear to be exact reproductions of available paper
maps. At present, this is largely because such datasets have been created from paper maps.
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Although paper maps are increasingly created from digital data, the close relationship is likely
to remain – there are obvious commercial advantages for the mapping agencies in allowing
the cartographic data created for map production to “double up” as a digital product.
Highly detailed cartographic data locates features with great accuracy as it is produced
directly from survey data. At smaller (less detailed) scales, however, the relationship between
cartographic data and paper maps becomes important. Features are frequently “moved” in
paper maps at such scales (and therefore also in the corresponding data) for the sake of visual
clarity.
Detailed cartographic data is a potentially rich source of foreground data, showing as it does
the location, shape and size of all buildings and roads in an area. However, it contains no
quantitative information on the features it portrays, and no indication on the use to which
buildings are put. Also, the cost and size (in terms of computer storage) of this type of data
effectively rules out its use for a national system.
Less detailed cartographic datasets provide a mix of foreground and background data. Major
transport routes and some major buildings / groups of buildings (e.g railway stations) are
usually included - portrayed as lines and points, rather than as areas. The background data
supplied by these datasets is basic – the boundaries of urban areas and water bodies.
3.3.3

Remote Sensing (RS) data

Aerial and satellite imagery is an attractive source of data in that it provides a comprehensive
overview of the landscape, and constitutes a body of “raw” background data from which
general patterns of land use can be inferred.
Visual spectrum RS images can be examined by eye to determine the nature of land use in a
particular area. Although the use of particular buildings cannot be determined from such an
image it is possible to allocate a broad category of land use (residential / recreation / industry /
etc.). Such images are equivalent to detailed cartographic data in their content, and are
potentially rich sources of foreground data. If the image is loaded into the GIS, the outlines
of areas of particular land use can be digitised directly from the screen. This process is
extremely labour intensive, however, and disqualifies such images for use in a national
dataset.
RS data based on the reflection of other parts of the electromagnetic spectrum is more suited
to automated interpretation. Specialised software can be “taught” that a particular range (or
mix of ranges) of reflected radiation corresponds to a particular land use. This method is
capable of processing vast quantities of data but is prone to errors and still requires a large
amount of user intervention. An alternative to the use of raw multispectral RS data is preinterpreted datasets. Produced from RS images by automatic and / or manual methods these
datasets obviate the need for the user to have detailed knowledge of remote sensing
techniques.
In either form, multispectral RS data provides good background data. Its major drawback is
poor performance in distinguishing between different land uses within urban areas. As this
project is focused on urban areas and variations within these, this drawback is significant and
means that RS can make only a limited contribution.
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3.3.4

Postcode location data

Datasets that link postcodes to spatial co-ordinates are invaluable for the mapping of human
settlement. They reveal differing densities of addresses across built up areas and can be used
to geo-reference non-spatial data that includes a postcode.
UK Postcodes are drawn up by the Royal Mail to aid in the delivery of letters and parcels.
The 26 million individual addresses in the UK are organised into 1.6 million Unit Postcodes.
Unit Postcodes contain an average of fifteen addresses, and may represent a street, part of a
street, a block of flats or a single large organisational address. The available SDS provide
point co-ordinates for either the (calculated) centre point of each Unit Postcode or, more
expensively, for each individually addressed building in every postcode.
Postcode data provides a mechanism by which much of the key foreground data that would be
gathered by a survey of detailed cartographic data (i.e. location of individual buildings) is
"compressed" into a more compact and economical form. In addition, UK postcode data
includes an indication of whether each address is used for residential or non-residential
purposes. This is information that is not explicit in even the most detailed cartographic data
and is highly relevant to mapping population. However, unlike detailed cartographic data,
postcode data does not provide a comprehensive survey of buildings. Groups of buildings
belonging to a single organisation (such as a university campus) are frequently allotted only a
single postcode, and so will appear as one building in postcode data. In addition, postcode
data gives no indication of the size of the buildings that it maps.
A second use of postcode data in mapping population is as a means of converting addresses
(that include a postcode) to spatial co-ordinates. This enables many non-spatial datasets to be
mapped with ease.
3.3.5

Point / List data

A variety of sources provide data on individual public facilities and businesses. Some of
these datasets include spatial co-ordinates that enable their direct transfer into a GIS. Many
more include postcodes which can be translated into spatial locations if the relevant SDS
(described above) is available. Data of this type can be used to identify “vulnerable”
foreground features such as schools and hospitals. It also theoretically has a potential use in
building up extremely detailed data on land uses within built-up areas.
3.3.6

Socio-economic data

The focus of the above SDS categories is on the location of objects with which population can
be associated. Data is, however, available on the populations themselves. This data is, by it’s
nature, limited in the timespan for which it is valid. If the short “lifetime” of the data is
accepted it can be used for studies of social justice and the geographic distribution of
physically vulnerable individuals (e.g. the elderly).
3.3.7

Conclusion

Together the available SDS provide much of the data needed to produce a comprehensive
population map, but there are still gaps in the structure outlined in Table 3.1. Table 3.2 below
summarises the situation. It is clear that the desired population map cannot be produced
easily with the currently available SDS, and further estimates and generalisations will be
required.

22

Table 3.2
Basic features derived and mapped in the project and those not available

Information provided by available SDS
Foreground
The locations of residential buildings, with an indication of how many residences there are in
each building
The locations of non-residential buildings
The locations of major transport routes
Background
Urban areas
Water bodies
Rural areas
Outdoor recreation areas (as distinct from general rural areas)
Additional (not included in Table 3.1)
Business location data
Socio-economic data
Some location / population data for certain specific facilities
Information not provided by available SDS
Foreground
Non-residential building occupancy information (other than for specific facilities)
Transport route traffic density information
Background
Detail within urban areas on different land uses such as residential, non-residential that are
likely to attract large numbers of the public and other non-residential urban land uses.

3.4

QRA AND GIS

The more one examines the practicalities of producing the population data required by QRA,
the further from the empirical methods associated with computer mapping one travels.
Background population data is used to define the areas within which various estimated
population densities will be applied. Section 3.2 showed how all of the population figures
arrived at (“real” or estimated) need to be modified using estimated time-occupancy figures.
Section 3.3 concluded that not all of the data required to produce a comprehensive foreground
/ background population map is available at present, and that estimates will need to be
substituted. In the light of these factors, it might be asked whether the effort and expense
involved in producing anything but the most generalised population data is worthwhile.
Let us return to the housing area example in section 3.1 above. It has already been noted that
knowing the location of the houses is insufficient information to provide a complete picture of
the grid square’s population. It is not, in fact, sufficient information to give a full picture of
the residents for QRA purposes. Not only does the amount of time they spend at home need
to be known but also the proportion of that time that they spend out of doors (an important
factor in QRA calculations). It is simply not feasible that reliable national data on these
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matters will ever be available. The use of estimates and assumptions is inevitable in this case.
However, there are assumptions and generalisations throughout QRA methodology. Two
examples are:
•

The current generation of gas dispersion models (which define the areas within which
population must be counted to determine the effect of hypothetical accidents) assume flat
or simply sloping terrain. Better models (and faster computers to run them) will
eventually enable more realistic representations of terrain to be developed, but to-date this
simplifying assumption has permeated much QRA modelling.

•

In many cases data on the toxicity of substances to humans have been extrapolated from
tests on animals. Testing on humans would, of course, be unacceptable and this situation
is therefore unlikely to change.

Risk assessment is an applied methodology, attempting to predict the occurrence and effects
of complex events. It serves an important practical purpose, and cannot simply be abandoned
or postponed because of insufficient data. Where exact data is not available, less reliable data
must be used, and where that is not available reasonable assumptions and estimates are
allowable. However, where an existing assumption can be replaced by data this is a benefit a small improvement to one element of QRA improves the accuracy of the whole process.
For the purposes of QRA calculations it is important that population information be as
complete as possible. This, as has been pointed out above, makes excessive demands on the
available data. To take the approach that there must be comprehensive data available in order
to provide a comprehensive population map is to head down a blind alley. Fortunately, two
aspects of QRA itself – the readiness to substitute assumptions for data, and the philosophy
that, while uncertainty should be minimised it is acceptable to err on the side of safety (i.e.
overestimating population slightly) – allow an alternative approach to be taken.
A conventional GIS database can be characterised as being assembled from the bottom
upwards. Data on individual features of interest is gathered and loaded into the software. For
continuously varying features, such as altitude, sample data is collected and interpolation
techniques are used to infer values in the space between the samples. Features for which
there is no hard data of any sort simply do not exist in the "world" defined by the database.
As the data available is unable to provide all the required information this approach would be
unsatisfactory for QRA purposes. The subject being mapped does not lend itself easily to
interpolation and other spatial modelling methods. It might, for instance, be suggested that
the populations attributed to non-residential buildings can be calculated from the residential
population falling within a certain distance of each building. However as there is no reliable
data at present to indicate what is at these addresses the same formula would end up being
applied to scout huts, corner shops, factories, hotels and superstores. All of these are likely to
have very different "catchment areas" and population characteristics. Even if the appropriate
data was available the mobility of modern workers and shoppers challenges the
appropriateness of such calculations. This is not to say that such tools are of no use
whatsoever, but that they cannot yet provide a complete solution to the shortcomings of the
available SDS.
It is therefore proposed that QID (QRA Input Data) be conceived of as being built from the
top downwards. This means using the available data not to define population, but instead to
refine assumptions about population. The simplest QID possible would be a standard
population density applied across all space3. This would be an unsatisfactory solution for a
3

A simplistic figure could be calculated by dividing the population of the UK by its area, both figures
being available in general reference works.
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great many reasons, one of which is that it can be safely assumed that the population density
of the sea is negligible. However, in order to apply that assumption it is necessary to have
information on which parts of the area concerned are covered by the sea. Without that spatial
information we are forced to apply the calculated figure to the entire area as this is the
conservative assumption and therefore the most suitable for risk calculations.
Knowing the boundaries of urban areas allows different densities to be used for rural and
urban areas, and information on urban land use area boundaries makes population densities
with a time component feasible. In each of these cases, from the coastline onwards,
additional data has enabled space to be “carved up” into more specifically defined portions, to
which appropriate densities can be attached. The incorporation of data that defines features
lying within areas defined by other data complicates matters, as there are now two sets of data
representing the same space. It is in this situation that it is useful to think in terms of
foreground and background data. Background data represents all those population-related
features within an area for which there is no specific foreground data. The availability of
additional foreground data changes the assumptions underlying the background density
figure, but does not conflict with it.
The foreground / background concept is useful for understanding QID layers, but is not so
helpful in describing how they have been arrived at. It was noted in section 3.3.7 above that
not all of the data specified in section 3.3.1 is available at present. It has proved possible to
infer the information required (albeit in an approximated form) by manipulating the data that
is available. These manipulations have been aided by separating elements of the mapped
landscape from the commercially available datasets that define them. When discussing this
process it is therefore more suitable to use the SDS/TDL/QID terminology, although
Foreground and Background will be returned to in Section 6.
3.5

DATA MANIPULATION AN D ASSUMPTIONS

This section describes briefly how the shortfalls in data identified in section 3.3.7 have been
compensated for by manipulating and combining some of the SDS. It is not an exhaustive list
of manipulations as many small changes were made to correct problems with the particular
SDS used. It instead outlines the workarounds used for problems likely to be encountered
regardless of the particular datasets purchased.
3.5.1

Residential & Commercial Areas

It was noted in section 3.3.4 above that postcode data contains very basic information on the
use to which buildings are put. This information can be used to estimate the broad character
of the areas within which the buildings lie. By simply comparing the total counts of the two
types of building – residential and non-residential – within an area it is possible to define the
area as residential or commercial. This is a crude method, but brings out patterns of land use
that are recognisable when compared with a paper map.
As the units of area for which land use is defined are 100m squares it would seem sensible to
compare the two totals on this basis. In practice this approach gives too much weight to a
single building and produces a very “patchy” land use map. Greater generalisation has been
achieved by comparing the two totals for blocks of 9 squares (i.e. a 300m square) and
defining the land use of the central square on the basis of this calculation.
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Figure 3.1 Classification of a grid square by predominance of address type

This method is only valid where the buildings (or postcodes) are close together. Where they
are not a single address or postcode will cause a 300*300m area to be declared “residential”
or “commercial”. This unwelcome effect is particularly noticeable in rural areas, where there
are many scattered buildings. It was therefore decided to restrict the residential / commercial
definitions to grid squares that were defined as “urban” by other (remote sensing in this case)
data.
3.5.2

Retail areas

The basic method adopted for locating retail areas is very similar to that utilised above to
separate residential and commercial areas. List data is used in combination with postcode
data to map the number of retail-type businesses4 in each 100m square. The data is then
generalised by the same method of totalling counts for blocks of 9 squares at the central
square of the block.
The simplest method of using the resulting set of numbers to locate major retail areas is to set
a threshold figure above which squares are defined as “retail”. This works well at spotting
traditional town centres where a great number of individual businesses exist in close
proximity, but is poor at spotting the dispersed “out of town” shopping parks that have
become common in the UK over the last two decades. In order to “capture” the latter it is
necessary to set a much lower threshold figure. This action, however, results in much less
significant retail areas being included in the land use category.
After much experimentation the method was refined by incorporating the information derived
in section 3.5.1. The threshold value used to define retail areas is set low, so as to include
retail parks. Major retail areas (including retail parks) are then defined by the coincidence of
above-threshold retail values and commercial land use. Retail areas coinciding with
residential areas are defined as a “second tier” of retail areas that includes the outlying parts
of town centres as well as local shopping areas. The latter is a “new” land use category that
was not identified in section 3.3.1 but provides further refinement of both the retail and
residential land use classes. Figure 3.2 below shows the “decision matrix” used and explains
the acronyms used to make naming the resulting land use classes less unwieldy.
4

In this case “retail” covers a range of businesses and institutions, broadly referring to sites likely to be
visited by significant numbers of the public. The term is used for the sake of brevity.
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UR = Urban Residential
URR = Urban Residential Retail
UC = Urban Commercial
UCR = Urban Commercial Retail
Figure 3.2 Urban land use decision matrix

3.5.3

Non-residential building occupancy

This is the most important single element of mapping non-residential population, as most
economic and social activity in the UK takes place indoors. Unfortunately, there is a
conspicuous lack of data on the subject. Some population data is available for particular
classes of public buildings, such as schools. In the vast majority of cases, however, the
population must be estimated.
One aid to producing estimates is identification of the use to which buildings are being put.
The cartographic and point / list SDS classes described in section 3.3 above can provide some
of this information. However, neither can (at present) reliably identify the vast majority of
non-residential buildings.
The solution followed here has been to allocate unidentified non-residential buildings a
population on the basis of the land use within which they lie. The key assumptions made
about non-residential buildings in urban areas are:
•
•

Those in residential areas will contain fewer people than those within non-residential
areas. (The rationale being that large offices and industrial premises tend to cluster.)
Those in commercial areas will contain more people than those in non-commercial areas.
(The rationale being that these buildings will contain members of the public as well as
workers.)

It would be easy to produce examples to challenge these assumptions, and the authors do not
assert that they cover all possible situations. However, in combination with the four-way
breakdown of urban areas outlined in sections 3.5.1 and 3.5.2 they enable estimates of
building occupancy to be targeted in a reasonably realistic manner.
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Number of companies

Figure 3.3 shows the range of employee numbers among manufacturing companies in the UK.
Although this is only one sector of the economy, and the figures refer to entire companies
rather than individual sites5 , the pattern is clear. Smaller organisations form the bulk of the
manufacturing sector. For the vast majority of cases an assumed building population falling
between 5 and 35 will be realistic. Conversely, the greatest weakness of this approach is in
cases where very large organisations are based on a single site. We have found no
satisfactory method of reliably inferring the location of such features from the available data.
Until suitable datasets become available this is information that will need to be derived (and
added to the GIS) manually.

140000
120000
100000
80000
60000
40000
20000
0
1-9

10 - 19 20 - 49 50 - 99

100 199

200 499

500 999

1000 +

Number of employees
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Figure 3.3 Manufacturing companies by number of employees

3.5.4

Unidentified urban land

In section 3.3.4 it was noted that postcode data is poor at portraying large buildings or clusters
of related buildings. An attempt can be made to “spot” these features by comparing postcode
data with remote sensing data. The features appear as urban areas in the remote sensing data
for which there is no corresponding postcode data. These grid squares can be defined as a
separate land use class6 for which a population density can be manually assigned.
In order to isolate unidentified parcels of urban land it is necessary to define those areas that
the postcode data can explain. Where the postcode data gives the position of every building
all 100m squares with at least one building in them can be said to be explained. Where the
postcode data gives the position of the unit postcode centre point the method used is slightly
different. The postcode centre point (or centroid) can be assumed to explain the grid square
that it lies within and the 8 adjacent squares7 . The building counts made in section 3.5.1

5

This is an important distinction to make. Residential population data locates an entire family in one
place despite the fact the individual members spend much of their time elsewhere. In much the same
way data on organisations frequently fails to distinguish between different sites at which the
organisation operates. Use of such data will leave most of a typical large organisation’s premises
empty and allocate a disproportionately large population to its headquarters address.
6
Remote sensing data can be used to further subdivide this land use class.
7
This is an approximation, made within the constraints of using a 100m grid. To assume that all
addresses were within 50m (i.e. to use the centroid to explain only its “own” square) would be to
underestimate the land taken up by most postcodes. However, many urban postcodes follow streets and
are linear, which makes them unlikely to cover an entire 300m * 300m square. Most will, however, be
completely contained by such dimensions - within urban areas it is a fairly safe assumption that all of
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already mark out these squares. Any urban square with a calculated value for either of these
counts can therefore be defined as being explained by the postcode data. The remaining
urban squares (i.e. those with a “null” value) constitute unidentified urban land.
3.5.5

Outdoor recreation areas

Although it was stated in section 3.3.7 that outdoor recreation areas can be located with the
available SDS the definition given is not always reliable. In cartographic data the definition is
often selective, with only official parks or golf courses being highlighted. Where remote
sensing makes the definition it is limited because much urban green space is identical in
appearance from above to forest or heathland.
It was decided to assume that all open space within urban areas is used, at least to some
extent, as recreational land. All non-built up land lying within urban area boundaries (as
taken from cartographic data) has therefore been designated as outdoor recreation land.
3.5.6

Transport route information

It is assumed that meaningful estimates of the “population” on a road or railway within a
specified area require the following information:
•
•

Class of route (for example, distinguishing B-roads from motorways)
Length of route within the area

Cartographic data portrays individual transport routes as lines - or as areas in the case of
highly detailed data. These routes can be subdivided in order to determine their length within
a given land parcel – a computationally intensive operation unsuitable for repetitive
calculations involving many different areas.
A more efficient form of storing this information is to hold the length of each class of route
within each grid square. The total length within an area can then be calculated simply by
summing the values of all the grid squares in that area. These values have been approximated
using a sampling method outlined in section 5.8 below.
If the length of all transport routes is known for each grid square it is also possible to
approximate the proportion of the grid square’s area that is taken up by the routes. This can
be significant in some locations due to the small grid size and the width of routes such as
motorways. The value calculated could be used to “scale down” the background population
of all affected squares.
3.6

SUMMARY

This section has addressed the inherent difficulties in producing comprehensive population
maps from the available digital data, and has explored methods (both conceptual and
practical) of overcoming them. Sections 4, 5 and 6 are more applied, following the
implementation of these methods in the creation of a set of sample data.

the addresses in a unit postcode fall within 100m of the centroid. See Appendix A.6 for an example of
how postcodes “occupy” space.
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4 SOURCE DATA SETS (SDS)
4.1

INTRODUCTION

Source data sets (SDS) are the raw material of this project - datasets that are publicly or
commercially available and which can be potentially utilised directly, manipulated or
combined to create the Themed Data Layers and QRA Input Data discussed later. The
selection of appropriate source data sets involved the development of a general set of criteria
for evaluating any potential data (section 4.2) and the identification of the broad types of data
available. For each broad data type, specific datasets were then chosen by utilising the general
criteria already established (section 4.3). After the datasets were physically obtained they
were subjected to further examination and evaluation, with the understanding gained at this
stage informing the later production and use of the TDLs.
4.2

SELECTION CRITERIA

The assembly of a body of data that describes land use and population distribution is a
conceptually simple task. However, the restrictions on inputs (in terms of time and money
available), the ambitious scale of the desired output (detailed national cover) and the scarcity
of suitable data sets raised many challenging research problems. Judgement had to be
exercised on what is really “knowable” from the data, what information is useful for QRA
purposes and what compromises are acceptable. This required the adoption of a questioning
and critical approach to data, attempting to understand it and learn its strengths and
inadequacies.
There are a range of possible sources of data on population distributions and vulnerability.
The selection of specific data sets involves balancing a number of different needs. With
unlimited time, money and computer resources a ‘perfect’ body of input data on ‘at risk’
populations could theoretically be assembled. Without these benefits, compromises must be
made. Coverage and scale, for instance, are in conflict when money or computer storage are
at a premium.
After consideration of the task and the resources at hand, the six following criteria were
established for evaluating the candidate SDS’s. The evaluation process was complicated by
the diversity of available datasets and the difficulty of expressing their suitability for the
proposed use in a quantitative manner. Because of these complications the six criteria are not
stated as specific requirements, but rather as the key characteristics on which individual
datasets were judged.
A: Coverage
HSE are responsible for assessing the risks posed by major hazard sites across Great Britain
(both existing and hypothetical) and by the transportation of hazardous substances. The GIS
environment and the datasets within it must therefore be able to support modelling for any
given location within England, Scotland and Wales.
B: Scale
As was noted above, limited resources necessitate a trade off between detail and coverage in
digital data. The desire for national coverage in this system will limit the detail of the data
sets used. The accidents modelled by the HSE may have effects many kilometres from their
origin, but may also reach only a few tens of metres. In order to make the modelling of such
events feasible within the GIS, the input data should be of the highest resolution possible
within the constraints imposed by the other criteria.
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C: Practicality
The creation of the TDLs should not involve excessive manual modification of the digital
source data. Primary data collection is also to be avoided, as it would require excessive
manpower and resources to implement for the large areas involved.
D: Accuracy
It is difficult to define target levels of data accuracy for this project. The variety of data
required for QRA makes comparisons problematic. For instance, how can the accuracy (or
scale) of population data be compared to that of data on wind direction and speed, which is a
key input into modelling the dispersion of toxic gases? As was pointed out in section 3.4
above, QRA is the modelling of hypothetical events, and requires many assumptions to be
made. Stringent attention to accuracy for any one set of input data may therefore be rather
pointless. The approach taken in this project is to use the most reliable and current source
available (within other considerations) and to evaluate the data obtained by ground truthing.
In contrast to many other applications of GIS we have aimed in this project to be as explicit as
possible about data problems and limitations.
E: Cost
As noted above, the data layers should provide national coverage. In order to make use of a
variety of data sets within a limited budget some data were purchased for the test area only,
but the cost of national coverage was determined. It was assumed that where the cost of test
area coverage was beyond the project budget, the cost of national coverage would be
uneconomic for the HSE.
F: Update
Whilst not as important a criterion as the others, the extent to which data could be kept 'up-todate', and the costs and effort involved in doing so were noted and recorded. However, at a
time when access to data is rapidly changing the reliability of any judgements about future
data currency is open to question.
4.3

DATA TYPES

A diversity of data types and sources were selected for use in this project. Table 4.1 lists
these, whilst the following subsections discuss each data type and source in turn.
Table 4.1
Selected Source Data Sets

Data Type
Cartographic Data
Remotely Sensed Data
Postcode Location Data
Commercial Directories &
Other List Data
Area Based SocioEconomic Data
4.3.1

Selected Source Data Set
STRATEGI digital map data
CORINE land use data
CODE POINT postal address data
UKINFO
Special EDs in Census
Schools data
Census Data

Cartographic Data

The primary contribution of cartographic data to the project is the location of transport routes.
These features do not appear in any other SDS categories. The use of a general purpose
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dataset rather than one containing only transport routes makes available some additional
features including the coastline and the boundaries of urban areas.
Cost considerations ruled out the use of highly detailed cartographic data. Samples of smallscale data were compared to more detailed paper maps to determine their suitability. The data
product selected as the cartographic SDS, Strategi, is based on 1:250,000 map data –
equivalent to the maps in a UK road atlas. Strategi is the cheapest and least detailed member
of the OS’s range of small-scale vector datasets. The price for coverage of Great Britain at
the time of writing is £2000 for the first year of use, and £500 for each subsequent year.
These figures refer to use of the data on a single terminal. Map 1 (see section 9) shows an
example of selected elements of Strategi data for a 10km x 10km area. For the purposes of
comparison Map 2 shows the equivalent area as it appears in a 1:50,000 scale raster map
(which is identical in content to a “Landranger” paper map.
Table 4.2
Evaluation of Strategi Cartographic Data

Criteria
A – Coverage

Rating
Good

Comments
England, with Scotland and Wales available

B – Scale

Poor

Nominally 1:250,000

C – Practicality

Moderate

The latest version of the England data is delivered as
a pair of large (200MB+) DXF files that present
considerable translation difficulties. Once this is
overcome the data is easy to work with. OS is
planning to release a version of the data for Mapinfo.

D – Accuracy

Poor

Features displaced on map for visual effect

E – Cost

Good

Cheapest O.S. dataset of its type.

F – Update

Good

Annual revisions

4.3.2

Remote sensing

The cost (in money and time) of interpreting raw images was considered prohibitive for a
national system. RS data has been used in the form of an interpreted land use dataset
produced by the Centre for Environment and Hydrology (a research centre of the National
Environment Research Council). The SDS is referred to as CORINE in this document.
CORINE has been produced from a more detailed land use map (the 1990 Land Cover Map of
Great Britain) which was itself produced from satellite imagery. Figure 4.1 shows an excerpt
from the latter, while Figure 4.2 shows the same area as it is portrayed by CORINE in
polygon format. Although much detail has been lost, the latter image is easier to interpret,
and more suited for our uses. Map 3 (see section 9) portrays the CORINE data (in 100m grid
format) for the area shown in Map 2.
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Figure 4.1 - Excerpt from the
Land Cover Map of Great Britain

Figure 4.2 - Excerpt from the
Corine Map of Great Britain
(Both images supplied by the
Centre for Ecology and Hydrology)
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Table 4.3
Evaluation of CORINE remotely sensed data

Criteria
A – Coverage

Rating
Good

Comments
National dataset

B – Scale

Moderate

Nominally 1:100,000

C – Practicality

Good

Easily accessible

D – Accuracy

Moderate

By its nature it is generalised data

E – Cost

Good

Cheap

F – Update

Unknown

Current data is from 1989/90.

4.3.3

Postcode location

Postcode data is at the heart of the mapping methodology described here, providing the basis
of most of the foreground data, and contributing towards the definition of urban land use. The
description of the data in this section is therefore more detailed than that given to the other
SDS.
In the 1990s the Ordnance Survey developed their Address Point product by cross-referencing
existing detailed cartographic data with the Royal Mail’s Postcode Address File. Address
Point contains a grid reference corresponding (in most cases) to the centre of a building at that
address. In addition to spatial co-ordinates Address Point records can contain information
such as building name and number, street name and organisation name (if there is one at the
address).
Address Point is a large and expensive data product that provides more information than
many users need. In order to provide a cheaper (but still accurate) postcode location dataset,
the Ordnance Survey has built the Code Point (formerly known as Data Point) product from
the Address Point data. Code Point co-ordinates have been derived in two stages. First the
co-ordinates (from Address Point) of all the individual addresses in that unit postcode were
averaged to yield the mathematical centre point (or centroid) of the postcode. Secondly the
closest Address-Point co-ordinate pair to the centroid was determined and the centroid
relocated to that point. This ensures that the final centroid location lies as close to the ‘centre’
of the postcode as possible while also referring to an actual building. Code-Point includes a
small amount of attribute data attached to each centroid - including separate counts for
domestic and non-domestic addresses. Map 4 (see section 9) shows the Code Point postcode
centroids in the area portrayed by the map in Map 2.
Code Point was selected as the SDS for this category, primarily on the grounds of cost. For a
national system Address Point would be prohibitively expensive. For the approximate 26
million addresses in the UK, supplied on a one-off basis for a 4 year period the total cost of
Address Point data would be £448,0008 . In comparison, national coverage for Code point
would cost only £2000 for the first year and £500 per year subsequently.
8

First 400,000 addresses @ 20p = £80,000, next 1.6 million addresses @ 8p = £128,000, remaining 24
million addresses @ 1p = £240,000. Total = £448,000. Address Point can be purchased for selected
areas: Admin areas (counties/districts, postcode areas (e.g. ST), postcode districts (e.g. ST4), postcode
sectors (e.g. ST4 2) or 1km tiles. Using it for selected sites is feasible, although still expensive.
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Two methods of testing the SDS have been used. Firstly Code Point (CP) information was
checked against detailed maps and personal observation – a process known as ground
truthing. This method of testing the data is labour intensive and only practical for small areas
- in this case a small area of Stoke-on-Trent in the vicinity of the Staffordshire University
campus. The choice of this area enabled direct observation to be coupled with background
knowledge of recent changes in the use of specific premises.
The second method used was comparison of CP data with 1991 census figures – a process that
can reveal large trends that may be missed by ground truthing. For a sample of Census
Enumeration Distric ts (see section 4.3.5 below) the total of CP residential addresses were
compared with equivalent Census figure. The EDs used for this testing were those covering
all of Cheshire (which contains Northwich, the primary “test site” for this project). Lessons
learnt during ground truthing were applied in the preparation of CP data for the census
comparison. See appendix A for details of testing methods and results.
Ground truthing revealed Code-Point to be of variable quality. Some commercial addresses
were misrepresented as residential, while institutional accommodation (such as University
Halls) was represented either as non-residential or as only a single residence. In a few cases
CP postcode points were a considerable distance from the buildings they represented. There
was, however, a pattern to most of these errors. Data for purely or largely residential
postcodes was shown to be highly reliable, with less satisfactory results where commercial
addresses predominated.
Comparison with Census data revealed a slightly higher estimate of residences when using
Code-Point. This is largely attributable to the misclassification of commercial addresses
noted in the ground truthing study. Overall, Code-Point and the Census show remarkable
agreement for two datasets collected years apart for different purposes.
It was concluded that Code-Point provides a highly accurate picture of the distribution of
residential buildings (and therefore population) and a slightly less accurate picture of the
distribution of non-residential premises. It should also be noted that Address Point is being
continuously improved by OS, and that Code Point will improve as a result (the CP data used
in the study dates from 1997 the first year that the product existed).
Table 4.4
Evaluation of Code Point

Criteria
A – Coverage

Rating
Good

Comments
England, Scotland and Wales

B – Scale

Good

Small groups of buildings identified

C – Practicality

Good

Easily translated files

D – Accuracy

Good

More than a few wrongly categorised addresses,
however.

E – Cost

Good

Cheapest O.S. dataset of its type.

F – Update

Good

Good – Annual
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4.3.4

Commercial directories and other list data.

This SDS category is rather hard to define, covering as it does any list of "point" features that
be easily assigned a set of co-ordinates. Such lists are available in electronic format, but the
category also includes information taken from paper documents or maps that is entered into
the GIS manually. Unlike other data categories there is no limit on the number of SDS used,
as long as they do not include the same features. The potential range of data falling into this
category is therefore huge. However, for the construction of a system with national coverage
there is clearly a desire to obtain the bulk of such data in a digital form. This narrows the
range of suitable SDS candidates considerably.
The following datasets falling into this rather “ad-hoc” category were used in the study:
•

UK-Info is an electronic version of the telephone directory, packaged with its own search
engine. It is not an exclusively “professional” product and is marketed to the general
public as a means of locating old acquaintances. However, in addition to 47 million
residential records it contains the contact details of 1.5 million businesses, each described
by a Standard Industrial Classification number. UK-Info currently costs £230 per copy.

•

The UK Census contains information on a number of large institutional populations such
as hospitals, prisons and military bases. These “special EDs” (see Appendix B for a fuller
description of the Census) are assigned a point location and a population

•

The Department for Education and employment holds data on the location and size of
schools. This data can be accessed via the Internet.

This SDS category is the most difficult to pass judgement upon with respect to quality.
Extensive fieldwork would be needed to verify the completeness and currency of lists of (for
example) leisure facilities in a given area. The approach used here has been to undertake
comparisons of the data with selected real world features in order to gauge how complete and
reliable each SDS is.
UK-Info
The data in UK-Info (UKI) appears to be compiled from a mixture of telephone listings,
commercial directories and electoral records. The actual origin of the data cannot be
determined as the makers refuse to divulge their sources. The version (4.1) of UKI used
appears to have been compiled in 1997 (a date arrived at after checking some of the
residential records) – 2 years prior to sale. It is likely that the data is an “old” version of a
more expensive electronic directory product that relies on its currency for value.
UK-Info is unsuitable for use as a residential population SDS as it is a selective record and
examination of the UKI business data has revealed that it shares this shortcoming. Some
organisations are incompletely represented in the data, while others do not appear at all.
Other errors and omissions are found in the data but UK-Info remains a valuable SDS because
of the sheer volume of information it contains.
Map 5 (see section 9) shows retail and entertainment type businesses found in the area
portrayed by Map 2. Grid co-ordinates have been determined for the businesses by matching
their postcodes with records in the Code Point SDS.
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Table 4.5
Evaluation of UKInfo

Criteria
A – Coverage

Rating
Good

Comments
National data

B – Scale

Moderate

Identifies individual businesses in many, but not all,
cases

C – Practicality

Moderate

Unreliable search engine, manual cut-and-paste of
output

D – Accuracy

Poor

Many businesses are missing, misclassification (of
business type) is not uncommon.

E – Cost

Good

Cheap when the volume of data provided is
considered.

F – Update

Poor

Intermittent, complete re-purchase necessary

Special EDs
Appendix B explains the rules defining Special ED’s in the Census. The data examined for
the project yielded a variety of differing portrayals of similar institutions – for example some
hospitals were classed as such while others fell into an “unclassified” category. The
uncertainties in the use of this data are balanced, however, by the fact that an actual
population is given. Use of this data requires an assumption that all institutional populations
can be treated as “vulnerable” populations unless otherwise proven.
Table 4.6
Evaluation of Special ED Data

Criteria
A – Coverage

Rating
Good

Comments
National dataset

B – Scale

N/A

N/A

C – Practicality

Good

Own co-ordinates

D – Accuracy

Poor

Unknown

E – Cost

Good

Available free to HSE

F – Update

Moderate

10-yearly

Schools data
Information on the postcodes and pupil numbers of schools and colleges in England is
available from the Department for Education and Employment. The department's website
allows access to school performance league tables that include this data. At this URL:
http://www.dfee.gov.uk/perform.shtml
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a search engine can be found that will list all of the schools within a specified radius of a
specified postcode 9 . In order to obtain the required information it is necessary to follow a
separate link for each school and "cut and paste" the relevant text. This access method is
acceptable for obtaining the details of schools in a specified area but is inadequate for a
national database. This data can be presumed to be highly accurate. One problem that has
been noted is that multi-site education facilities (mostly colleges) tend to have only one site in
the data, to which all pupils / students are attached. This is an example of the problem
pointed out in section 3.5.3 above.
Table 4.7
Evaluation of Schools Data

Criteria
A – Coverage

Rating
Moderate

Comments
England only via the web site given

B – Scale

Good

Mostly refers to individual facilities

C – Practicality

Moderate

Manual cut-and-paste from website.

D – Accuracy

Good

Presumably very good.

E – Cost

Good

Free

F – Update

Unknown

Unknown

4.3.5

Area based socio-economic data

The Census is the most comprehensive source of residential population data available in the
UK. Collected by HMG every ten years, this dataset provides a wide range of information on
both houses and their occupants. As there is a legal obligation to complete Census forms the
response rate is much higher than for any commercially run survey.
HSE has free access to Census data by being formally part of the DETR. However, the
boundary data needed to accurately map the Census output are not covered by the same
arrangement, having been digitised by a commercial consortium.
Impressive in both scope and scale though the Census is, it has a number of shortcomings.
The need to maintain anonymity for respondents (necessary for public acceptance of the
Census) is reflected in the large population of the data output areas used. In addition these
areas, known as enumeration districts (EDs) in England and Wales, are designed to cover the
entire country. In some circumstances this leads to the population being “spread” across nonresidential land. These characteristics limit the Census’s usefulness for mapping population
distribution in detail. Map 6 (see section 9) portrays the ED boundaries for the area shown in
Map 2.
EDs are used for data collection as well as data dissemination. An ED is the area over which
a single Census official (enumerator) is responsible for distributing and collecting Census
forms. The physical size of an ED is therefore limited by practical considerations as well as
the need to accommodate a large enough population to assure anonymity. Where an area is so
sparsely populated that these two factors come into conflict the ED is suppressed. The data
9

At present the search engine asks for a radius in miles. At the time of writing this is known to be
erroneous – the value entered should be in kilometres.
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collected from a suppressed ED is merged with that of a neighbouring ED in order to reach a
total population that preserves anonymity. A method (described in Appendix B) exists to
infer some information about suppressed EDs.
The census provides a unique snapshot of British society, and is a valuable source of
information. Much of that information is not directly useful for QRA purposes but can be
utilised for related research.
Table 4.8
Evaluation of Census

Criteria
A – Coverage

Rating
Good

Comments
National

B – Scale

Moderate

ED’s vary in size

C – Practicality

Good

This is conditional on having the boundary data.

D – Accuracy

Moderate

Privacy concerns lead to deliberate “blurring” of the
data.

E – Cost

Unknown

Basic data is free to HSE. Boundary data from OS is
£16000 / £8000 for UK coverage, dependent upon
the precision required.

F – Update

Moderate

10-yearly

4.4

SUMMARY

The process of selecting source data sets discussed in this section involved examining and
evaluating each potential data set against the six criteria of coverage, scale, practicality,
accuracy, cost and update; and ensuring that the full range of types of land use/population
concentrations which needed to be covered in the project were included. In no case was there
a completely ideal data set which performed strongly on every criteria. Rather it was
necessary to qualitatively balance the evaluations made against each criterion to make a
decision as to which source data set to obtain. The outcome, as summarised in Table 4.1
resulted in a diverse range of 'raw data' being obtained.
Each of these source data sets have different characteristics and were originally created using
different methods and for a range of different purposes. Once obtained part of the challenge
involved in making the source datasets useable was to overcome these differences and to find
ways of integrating the source data sets to enhance the overall outcome. This is a classic GIS
problem but one which in the context of this project proved especially complex.
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5 THEMED DATA LAYERS (TDL)
5.1

INTRODUCTION

Each part of this section takes as its starting point a particular aspect of the final “population
picture” and explains how the SDS were used to supply the required information. There is an
intimate link between the SDS and TDL as some of the TDL are necessitated by shortcomings
of the SDS.
5.2

HOUSING COUNT

The Code Point SDS has been used to prepare a TDL portraying housing distribution. This
TDL takes the form of a “total number of residences present” for each grid square.
Appendix A.5 discusses the possibility of improving Code Point based TDLs by “screening
out” unreliable postcode records. Although many misclassified residential addresses can be
removed in this way, others (correctly classified) of uncertain status may be removed by the
same process. It was decided that, for this TDL, it was better to err on the side of caution and
include these low quality postcodes. It should be noted that retaining these postcodes will
cause an overestimate of residences (relative to the Census) greater than that illustrated in
Appendix A.4.
5.3

NON-HOUSING COUNT

This is similar in form to the Housing Count TDL, and is produced from the Code Point SDS.
In this case, however, the total of non-residential addresses is recorded for each grid square.
In addition the total number of Large User Postcodes in the square is recorded.
All low quality postcodes (see Appendix A.5) have been included in the process of creating
this TDL. The relatively high proportion (compared to residences) of non-residential
addresses falling within these postcodes means that excluding them could lead to a substantial
underestimate of non-residential population.
5.4

DOMINANT POSTCODE TYPE

The rationale behind this TDL is explained in section 3.5.1 above. It is produced in a three
step process.
Firstly, using the Neighbourhood Statistics function of the ARCView GIS and the Code Point
SDS a temporary layer of data is generated. In this layer each grid square contains a figure
representing the total number of residences lying within that square and all of those adjacent
to it. Note that Quality 1 postcodes are not included in this count due to their poorer spatial
accuracy.
Secondly, the first step is repeated for the Non-Housing Count TDL. Again, Quality 1
postcodes are not utilised. In this layer the number of Large User Postcodes (see next
paragraph) in each square is added to the total number of non-residential addresses –
effectively meaning that they are counted twice.
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Businesses that receive a high volume of post are designated as “Large Users” by the Post
Office, and given their own postcode. Many of these Large User Postcodes (LUPs) are
aspatial “PO boxes” and are of no use for population mapping. While there is not necessarily
a direct relationship between volume of mail and size of organisation it was felt that
identifying the non-PO box LUPs was a worthwhile exercise. Counting these addresses twice
is a crude method of allowing for different sizes of organisation, and its use cannot be
justified for foreground data. When defining background land use type, however, it is a
useful enhancement of the Code Point data. To be counted as an LUP in this TDL a postcode
must contain one non-residential address and no residential addresses.
Thirdly, the results of the first two stages are compared for each grid square. Where the
numbers are even or the Housing Count derived one is greater the square is declared to be
“Residentia l”. Where the second number is larger the square is declared to be “Commercial”.
Squares in which there is no calculated value are declared “null”.
Map 7 (see section 9) shows the pattern of dominant postcode type for the 10km x 10km area
portrayed in Map 2. The “squares” produced by isolated postcodes (discussed in section
3.5.1) are particularly prominent in the northern (rural) part of the area. These features are
removed (or, more correctly, ignored) during QID preparation.
5.5

SHOP AND SERVICE (“RETAIL”) AREA

The purpose of this TDL is to identify concentrations of facilities that are likely to contain
large numbers of the public at certain times (see section 3.5.2 above). Lists of these facilities
(including shops, pubs, restaurants and cinemas) have been produced from UK-Info and
mapped by reference to their postcode. The resulting data has been processed (using the
ArcView GIS) in the same manner as the building counts in section 5.4 above. A threshold
value was then set, and those grid squares equalling or exceeding this “Retail count” value
have been declared to be “Retail”. Map 8 (see section 9) shows the “shop and service areas”
defined by a threshold value of 5 for the area portrayed in Map 2. This value has been used in
the preparation of all the relevant maps in this report. It was arrived at by trial and error (i.e.
comparing the maps resulting from different threshold values with the known spatial extent of
a selection of areas of this type) rather than by calculation. As with the determination of
dominant postcode type (see previous section) this process produces square artifacts in rural
areas. These features do not appear in the QID background layer.
5.6

LAND USE CODE

The CORINE SDS can be used as a TDL with no manipulation beyond reformatting from
25m to 100m grid resolution. This process was carried out using the internal routines of the
ArcView GIS. The data layer takes the form of a land use code number assigned to every
grid square. Appendix B.2 gives a complete listing of these codes.
5.7

URBAN MEMBERSHIP

The Land Use TDL defines areas of urbanisation in some detail. However, it does so on a
square-by-square basis. It was felt that a “higher” definition of urban areas was needed – to
distinguish isolated patches of built-up land from larger, more coherent towns and cities.
Strategi contains large and small urban area boundaries, along with polygons that portray
substantial “holes” within these areas. The boundaries appear to be arbitrary, and in many
cases exaggerate the size of small areas of urban land. The latter error stems from the paper
map origins of this SDS (see section 3.3.2).
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This TDL indicates which grid squares lie within the boundaries of Strategi’s large urban
areas. Small urban areas are not used because of the exaggerated size of small settlements in
this data. The data on “holes” was also ignored as the TDL only needs to define the outer
boundaries of urban areas.
5.8

TRANSPORT (MOTORWAY, A_ROAD, B_ROAD, RAIL)

(These four TDLs are all produced by the same method, and are therefore dealt with
together.)
The road and rail feature data in Strategi takes the form of lines. Section 3.5.6 above outlines
why it is preferable to convert such data into a grid format. This has been achieved, with
some loss of precision, by “buffering” and “sampling” the lines using a 10m grid. Figure 5.1
below shows how this is done.

Transport Route

Transport Route with buffer

Transport Route with buffer and
sampling points

Black circles = points within the buffer
White circles = points outside the buffer

Figure 5.1 Buffering and sampling along transport routes

The first stage in this process is the conversion of lines to areas by placing a “buffer” around
them. This area is then compared with a grid of points, and the latter are assigned a value
depending on whether they fall within the buffer or not. The initial method used a 100m grid
of points for this “sampling” role. This was unsatisfactory for a number of reasons – it
provided no information on how much of the route was in the square, and the large buffer
zones needed made for a very crude picture of route location. A revised method was
developed that uses smaller buffer zones (10m) and a 10m sampling grid. A third stage was
added to the sampling procedure – the 100m grid squares were assigned a value equal to the
number of 10m grid points falling within them that also fell within the buffer. When
multiplied by 5, this method gives a good approximation of the length of route (in metres)
within that square.
5.9

SCHOOLS

This TDL portrays the locations and pupil/student numbers of schools and colleges.
Locations for records in the Schools SDS are determined by matching their postcodes to those
of records in the DataPoint SDS. The co-ordinates obtained are then "snapped" to the nearest
100m grid centroid and a total of pupil numbers for each grid square is calculated. It is
possible to distinguish between primary schools and colleges / secondary schools in the SDS,
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enabling multiple “Schools” TDLs to be generated. For this project only a single “School”
TDL was produced.
5.10 SPECIAL POPULATIONS
This TDL portrays selected large institutional populations and has been produced from the
“Special ED” data in the UK Census (see Appendix B.1). Co-ordinates (provided with the
Census data) for these features were "snapped" to the nearest 100m grid centroid.
5.11 RAILWAY STATION
This simple TDL contains the location of Railway Stations. The layer is produced from
features in the Strategi SDS. The co-ordinates of each station are snapped to the nearest
100m grid centroid.
5.12 VULNERABLE
This TDL indicates the position of facilities likely to contain individuals whose state of health
makes them more vulnerable to the effects of chemical releases than the general population.
The following features were identified from the UK-Info SDS by their “line of business”
categorisation:
•
•
•
•

Nursing Homes
Convalescent Homes
Hospitals
Residential & Retirement Homes

Grid co-ordinates for these features were determined by the method used for the Schools
TDL. This TDL is not an exhaustive survey of such facilities. It does, however, provide an
insight into their distribution among the general population.
5.13 HOUSEHOLD SIZE
To produce this TDL Census ED polygons have been "sampled" with a 100m grid. The result
is a dataset of 100m grid points that contain the ID of the ED that they fall within. Using this
grid it is possible to transfer Census attributes to the QID. In this example a mean household
size has been calculated for each individual ED by the simple means of dividing the total
resident population by the number of households. A TDL has then been produced from the
"ED_ID" grid created by the method outlined above. The household size figure has been
added to the TDL by reference to the ED ID given to each grid square. See Appendix B.1.3
for further detail and discussion.
5.14 WATER BODIES
If populations estimates are to be made from land use type there is a need to define areas that
have a zero or near zero associated population. Water bodies are assumed to entirely make up
this category for the purposes of this project. The water body TDL takes the form of a simple
choice (water / not water) for each grid square.
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The solution followed has been to classify a grid square as “water” if it is defined as such by
either Strategi or CORINE. The “coastal wetland” category in CORINE data is classified as
“water” for this purpose.
Strategi is less straightforward to use than CORINE as polygons have to be created from the
data, and the effects of tile edges have to be taken into account. The latter is more of a
problem for the sea than for lakes. To speed the generation of this TDL, definition of the sea
has therefore been left to CORINE. Strategi polygons are generated for lakes only – rivers
are portrayed as linear features in the data.
In a few cases, CORINE was observed to have misinterpreted lakes as urban land. If the
same lakes are represented by both datasets (not an unreasonable assumption) then any
misinterpretations by CORINE will be “overridden” by the Strategi definition10 . Of course,
the “urban land” will still appear in the Land Use TDL described above. Eliminating this
error is a matter for the QID assembly phase. A few stretches of river (mainly estuary areas)
are wide enough to appear in the CORINE data – these are the only rivers included in this
TDL.
5.15 FROM SDS TO TDL
The relationships between SDS and TDL are summarised in Figure 5.2 overleaf.

10

Unfortunately, not all of these misinterpreted water bodies coincide with Strategi lakes. See section
6.5 for a further discussion of this problem.
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6 QRA INPUT DATA (QID)
6.1

INTRODUCTION

In this section the methodology for mixing data and estimates together effectively that was
proposed in sections 3.1 and 3.4 will be put into practice. A series of example QID sets
illustrate how the TDLs created can be used to replace assumptions with more precise data
where possible and with more "targeted" assumptions where not. A useful metaphor for the
sequence of examples is that of a picture coming into focus. The first three examples
successively add more data in order to sharpen the picture of population - the third example
being the best generic solution that this project has been able to produce. The remaining
examples are variations on the this solution, exploring the addition of data that is detailed but
selective - making parts of the picture clearer but leaving others vague.
6.2

QID STRUCTURE

It is envisaged that QID will be implemented as a set of layers that are combined to yield an
overall population map after values for estimated populations have been set. This would
allow the assumed values to be varied by the user. The types of layer are as follows:
•

Background - This single layer defines the general nature of land use for each 100m grid
square. Appendix C.1 provides additional information on how this data was prepared for
the three examples of QID described in sections 6.3 to 6.5.

•

Foreground - These layers hold features that are accurately located by the data. Three
subclasses of Foreground layer exist, defined by the method of attaching population to the
features:
Known - An individual population figure is assigned to each individual feature.
Specified - A single standard population figure is assigned to every individual feature.
Inferred - A population figure is assigned to each individual feature on the basis of
the background layer value of the grid square that the feature lies within.

•

Manual - The facility of directly allocating a population figure (determined by the user)
to any desired grid squares is assumed to exist in all of the following examples. This
"manual layer" would override the calculated values for those grid squares.

This is an applied version of the simple foreground / background structure proposed in section
3.1.
6.3

EXAMPLE 1 - LAND USE QID

Background layer:
This is defined by the Land Use TDL. In creating the QID, the range of land use classes is
reduced (through amalgamation of classes with similar population characteristics – see
Appendix C.1) to the number for which reasonable population estimates can be made. A
basic implementation of this type of QID would divide the study area into:
•
•
•

Water
Rural
Urban
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The CORINE data used for this project enables urban land to be further broken down into:
•
•
•

Dense Urban
Discontinuous Urban
Industrial Urban

and also includes the following land use categories:
•
•
•
•
•

Mining / Dumping
Parks / Recreation
Road / Rail Related (major railyards, motorway junctions etc)
Sea Port
Airport

Map 9 (see section 9) shows background data produced at this level for the area shown in
Map 2.
Foreground layers:
None.
Implementation:
A standard population density (D) (for a grid square) is given for each land use type by the
user. The population of a given area is estimated by determining the number of squares of
each land use it contains and then multiplying each total by the appropriate density figure.
Comments:
This QID equates to the existing method of examining paper maps and assigning the squares
of an overlaid grid to one of a limited number of land use classes - for which standard
population densities are defined. It however has obvious advantages over the use of paper
maps, not the least that national coverage is immediately available without further data
collection effort.
It is important to note that as the number of similar land use classes defined increases errors in
classification become more likely. CORINE can separate rural land from urban fairly
reliably, but the boundaries between different sub classes of urban land can seem arbitrary
when compared with a paper map. In addition a remote sensing based dataset like CORINE
cannot distinguish between land uses of similar form. An industrial estate, a university and a
large hospital are all composed of a mix of large buildings with parking areas and green space
and are all likely to be classed as Industrial Urban land.
6.4

EXAMPLE 2 - LAND USE AND BUILDING DENSITY

Background layer:
Defined by the Land Use and Dominant Postcode TDLs. As in section 6.3 above the number
of land use classes is reduced through amalgamation. Areas of urban land use are then reclassed according to each square's dominant postcode TDL value. Urban land use squares not
included in this TDL are “unidentified urban land” (see section 3.5.4) and retain their
CORINE-derived value. The land use classes of this QID are:
•
•
•
•
•

Water
Rural
Dense Urban*
Discontinuous Urban*
Industrial Urban*
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•
•
•
•
•
•
•

Urban Residential
Urban Commercial
Mining / Dumping
Parks / Recreation
Road / Rail Related
Sea Port
Airport

* These categories now relate only to areas of “unidentified urban land” (see section 3.5.4,
and comments below)
Map 10 (see section 9) shows background data produced at this level for the area shown in
Map 2.
Foreground layers:
Residential (specified foreground) - This is the Housing Count TDL.
Non-Residential (inferred foreground) - This is the Non-Housing Count TDL.
Implementation:
The user specifies a housing occupancy level (H) and two values (D & N) for each land use
class. The first land use value is an assumed population density (D), the second an occupancy
figure (N) for each non-residential address falling in a grid square of that class. For each grid
square in the study area the population is given as:
D + (Housing Count * H) + (Non-Housing Count * N)
Comments:
The addition of postcode derived information to the land use data has a number of benefits:
•

•
•

It enables the location of small rural settlements to be determined. These are ignored by
the CORINE data and the rural land use population density has to be raised to take their
presence into account. With this QID set it is possible to set a lower figure for that
density.
It portrays the variation in residential population density within urban areas.
By differentiating between residential and non-residential parts of urban areas it enables
day/night shifts in population to be accounted for.

Where urban land has not been “explained” by the postcode data it has not, in this case, been
designated as a separate category. Instead the original Corine designation has been retained,
allowing additional flexibility in assigning background population densities to these areas.
This is an imperfect method of differentiating between different areas of unidentified urban
land (see the comments in section 6.3 above) but it is the only means of doing so with the
available data.
6.5

EXAMPLE 3 - ENHANCED LAND USE, BUILDING DENSITY AND
TRANSPORT

Background layer:
This is an enhancement of the layer described in section 5.5 above. The Urban Membership
and Water Bodies TDLs have been used to refine the definition of some features (see sections
3.55 and 5.14, respectively). Urban land use classes have been further subdivided by use of
the Shop and Service Area TDL. The expanded list of land use classes is as follows:
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•
•
•
•
•
•
•
•
•
•
•
•
•
•

Water
Rural
Dense Urban*
Discontinuous Urban*
Industrial Urban*
Urban Residential (UR)
Urban Residential Retail (URR)
Urban Commercial (UC)
Urban Commercial Retail (UCR)
Mining / Dumping
Parks / Recreation
Road / Rail Related
Sea Port
Airport

* These categories now relate only to areas of “unidentified urban land” (see section 3.5.4,
and comments in section 6.4 above)
Map 11 (see section 9) shows background data produced at this level for the area shown in
Map 2.
Foreground layers:
Residential (specified foreground) - This is the Housing Count TDL
Non-Residential (inferred foreground) - This is the Non-Housing Count TDL.
Motorway (specified foreground) - This is the Transport-Motorway TDL
A_Road (specified foreground) - This is the Transport-A_Road TDL
B_Road (specified foreground) - This is the Transport-B_Road TDL
Rail (specified foreground) - This is the Transport-Rail TDL
Implementation:
As in the previous example, the user specifies values of D and N for each land use class. The
following global variables are also set:
H - housing occupancy level
T1 - Population value per 100m of Motorway
T2 - Population value per 100m of A Road
T3 - Population value per 100m of B Road
T4 - Population value per 100m of Railway
For each grid square in the study area the population is given by:
D + (Housing Count * H) + (Non-Housing Count * N) + (Motorway * T1) + (A_Road * T2) +
(B_Road * T3) + (Rail * T4)
Comments:
Transport features appear in both Foreground and Background layers, but this is not a
duplication of information. The Foreground transport data is intended to represent transport
routes, while the Background transport classes identify major transport infrastructure items.
The Land Use TDL sometimes classes open cast mining and landfill areas as Dense Urban
land. Unlike Scattered or Industrial Urban land this class is not normally found beyond the
areas included in the Urban Membership TDL. Dense Urban squares that are not included in
the Urban Membership TDL have therefore been re-classed (in the Background layer) as
Mining / Dumping. Mines and Landfills wrongly classed as Dense Urban that lie within
urban areas will not be screened out by this action.
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As was noted in section 5.14, some stretches of water are wrongly classified as urban land in
Corine. Where these features coincide with lakes in Strategi the problem is eliminated.
Unfortunately, this is not always the case. Where the erroneous classification is Dense Urban
and the squares concerned are not included within the Urban Membership TDL they will be
classified as Mining / Dumping. This error has occurred in the example background data
shown in Map 11. Where the squares are classified as Discontinuous Urban or lie within the
Urban Membership TDL they will be classed as unknown urban. There is no way to
distinguish such areas from legitimate patches of urban land and the (conservative) approach
taken has been to allow them to default to a land use other than water.
The arbitrary nature of the Urban Membership TDL in its current form means that some open
areas near the edges of cities are still classed as rural (rather than Parks / Recreation – see
3.5.5) but this is a limitation of the SDS. In addition, some of the areas classed as Parks /
Recreation are in fact leafy suburban areas. This should only present a problem in situations
where high background values are to be assigned to Parks / Recreation grid squares, as there
is a potential for overestimation. In other situations the presence of houses (in the form of the
Housing Count TDL) prevents the underestimation of population that would result from this
error.
The method of identifying major retail areas described in section 3.5.2 works reasonably well
but is still prone to error. In the case of retail parks the designated squares do not always
coincide with the Non-Residential TDL count that represents the actual buildings! This is
most common where there is housing in the vicinity - a factor which affects the Dominant
Postcode TDL. In some cases the site of a retail park is partly or wholly designated as nonurban in Corine, which prevents this method from “detecting” it. A third problem with the
method is that a minority of the Non-Residential areas highlighted are neither town centres
nor retail parks. However, in testing all these areas have rewarded further investigation - in
one case the method "detected" the Keele University campus, which contains a small
shopping area! In this sense it can be seen to ‘flag up’ important features.
6.6

SUMMARY: GENERIC QID ELEMENTS.

The three examples above illustrate a simple and rather obvious point. The more money that
is spent on acquiring SDS, the more TDLs can be produced and the clearer the "picture"
embodied in the QID will become. What is also demonstrated by these examples is that
expanding the range of SDS used can reveal as much, if not more of the human landscape
than acquiring more expensive versions of a single SDS. There is, however, only so much
that can be achieved by the manipulation of data. These QID sets convey a basic level of
information - a geographical “framework” to which assumptions (in the form of globally
defined variables) and more detailed data can be added, rather than a definitive population
map.
The ability to set values of D and N for different parts of the map (as delineated by land use)
is intended to give the user a simple means of portraying local circumstances and
compensating for mistakes in the data. It also allows the results of QRA to be tested for
sensitivity to changes in these values, and allows temporal variations in population levels to
be portrayed.
Where a detailed population map is required, or a major feature is missing from the data, the
facility of adding an overriding Manual layer is available. A practical implementation of
QRA could be achieved with provision for a single Manual layer but for auditing purposes it
might be desirable to allow multiple layers, with the most recently created layer having
priority where conflict occurred. This would allow the manual layer changes used for a past
QRA calculation to be retrieved if the results needed to be reviewed.
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Examples 2 and 3 require the purchase of Code Point. This dataset is the most expensive used
in the project but it is also the most powerful. As well as mapping the distribution of
buildings in detail it enables postcoded list datasets to be added to the QID. The following
section discusses the addition of such data to the overall "picture" created in Example 3
above. Sections 6.8 and 6.9 cover the addition of two other categories of spatially referenced
data.
6.7

EXAMPLE 3A - ADDING POSTCODED DATA

Background layer:
Same as Example 3.
Foreground layers:
Same as Example 3 with:
Schools (Known Foreground) - This is the Schools TDL.
Offset - See Comments
Implementation:
Same as Example 3, but:
The population for any grid square is given by:
D + (Housing Count * H) + [(Non-Housing Count - Offset) * N] + (Motorway * T1) +
(A_Road * T2) + (B_Road * T3) + (Rail * T4) + Schools
Comments:
The addition of Schools data is intended as an example of how any postcoded list based TDL
representing non-residential populations can be added to the basic QID set outlined above.
The Schools TDL itself forms a foreground layer with no modification. However, as the TDL
is replacing addresses already accounted for by the Non-Residential layer it is desirable that
double-counting be avoided. Three different methods of modifying the Non-Housing Count
in order to achieve this aim are outlined in Appendix C. The method adopted involves the
creation and use of new foreground data – the Offset layer.
When adding postcoded data to the QID it is important to check the TDL after co-ordinates
have been allocated to features. Features with x and y co-ordinates of zero may appear if their
postcodes do not match any of those in the Code Point SDS. This problem occurs for one of
two reasons - data entry error or real-world postcode changes. If the features being located
are important it will be necessary to either determine the correct postcode or add them to the
QID as point features (see section 5.9).
6.8

EXAMPLE 3B - ADDING POINT DATA

Background layer:
Same as Example 3.
Foreground layers:
Same as Example 3 with:
Special Population (Known Foreground) - This is the Special Populations TDL
Railway Station (Specified Foreground) - This is the Railway Station TDL
Implementation:
Same as Example 3, but a global value (R) is specified by the user as the "population" of any
railway stations on the map. The population for any grid square is given by:
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D + (Housing Count * H) + (Non-Housing Count * N) + (Motorway * T1) + (A_Road * T2) +
(B_Road * T3) + (Rail * T4) + (Railway Station * R) + Special Population
Comments:
The addition of these two TDLs is straightforward, requiring only that the formula be altered
to accommodate them. As in the previous section, however, the possibility exists that they
will duplicate features embodied in the Non-Residential Count layer. Unfortunately, as these
TDLs have no connection to the postcode system the Offset layer solution cannot be
followed. Two options are available when adding data in this form:
•

Using the data to inform the construction of a Manual layer. In this case the TDLs are
used merely to highlight the location (and, in the case of Special Populations, suggest a
population figure) of features of interest.

•

Adding the data without accounting for duplication (as shown in this example). This
method is only justifiable where the population of the features added is large enough to
render any double-counting error insignificant. This clearly has to be judged on a case-by
case basis. The features represented by the Special Population TDL contain many more
people than are likely to be alloted to a single non-residential address by a value of N.
The same is true of most railway stations. A point dataset of (for example) fast food
outlets would probably not be suitable as the numbers of people associated with each
individual feature would be much closer to the value of N.

Due to the limitations of the Strategi SDS the Railway Station TDL does not distinguish
between different sizes of station. For a study area encompassing different sizes of station it
will be necessary to set a value of R appropriate for small stations. Larger examples would
then have to be represented through the manual layer or a postcoded list TDL.
6.9

EXAMPLE 3C - USING SOCIOECONOMIC DATA

Background layer:
Same as Example 3.
Foreground layers:
Same as Example 3 but
Household Size (specified foreground) - This is the Household Size TDL
Implementation:
Same as Example 3, but:
The user does not specify a value of H.
The population for any grid square is given by:
D + (Housing Count * Household Size) + (Non-Housing Count * N) + (Motorway * T1) +
(A_Road * T2) + (B_Road * T3) + (Rail * T4)
Comments:
The substitution of a household size multiplier (calculated from socio-economic data) for H is
easily achieved. The formula used to calculate grid square population is altered and a single
new layer is added to the QID set.
Another possible use for Census data is to enable the manipulation of the “household size”
figure when a concentration of vulnerable persons (e.g. the elderly) exists in an area. It is
noted in Appendix B.1.2 that concentrations of this type apparent in the Census data may be
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due to the presence of institutions such as retirement homes that are too small to be assigned
their own Special ED. This is not a problem as the presence of the institution is being
registered, albeit at a rather poor level of spatial precision. If, however, the Vulnerable TDL
is added to the QID then the home will be "double counted". It may be possible to "transfer"
some of the elderly inhabitants of the ED to the Vulnerable points within it, but the
incomplete nature of UK Info data mitigates against attempting such a procedure.
6.10 SUMMARY: DETAILED QID ELEMENTS.
The above three examples do not cover all the additional forms of data that can be added to
the basic framework. However, the basic methods outlined can be used in other cases.
Adding the Vulnerable TDL would involve using an offset layer (as in section 6.7) but would
also require the setting of a global value for population (as in section 6.8). The comments in
section 6.8 are applicable not only to point features (such as the motorway service stations
portrayed in Strategi) but also to line or area features manually added as a collection of points.
The examples are intended instead to show the importance of considering the impacts that
introducing new data will have - such as the possibility of over or under counting. As more
specific data is introduced to the QID set an adjustment may need to be made to the global
values used. The children in schools, for instance, have to have come from somewhere. The
user might find it appropriate to adjust urban open and residential area global values to reflect
the difference between holiday / weekend days and schooldays.
The example of schools is important. If users want to portray specific circumstances then
some specific sites (like schools) may need to have more than one population value - or may
need to be removable altogether. That is, rather than factoring in time as a probability there
may be a desire to portray a specific set of circumstances. This is easy enough where a global
value is set, but more problematic for specific feature data.
6.11 FROM TDL TO QID
The relationships between QID and TDL (for Examples 3, 3a, 3b and 3c) are summarised in
Figure 6.1 overleaf.
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Figure 6.1 Relationships between Themed Data Layers and QRA Input Data
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7 THE DATA AND ITS APPLICATION
7.1

USING SPATIAL DATA FOR QRA

The last three chapters have presented a method for deriving and preparing population data
ready for use in QRA. There are however a number of issues to be addressed and discussed in
making the connection between the data and its principal envisaged application in the work of
MSDU. These extend from questions of format and accuracy through to aspects of accident
modelling which could potentially be developed and refined as a result of having access to
improved spatial data.
7.1.1

Grid size

MSDU is currently able to use a range of grid sizes in running accident modelling programs.
This project has adopted a fixed grid size of 100m grid for the preparation of TDL and QID
datasets for a number of reasons:
•

This is the coarsest grid used in existing QRA calculations, and as such is a minimum
standard for the data to reach.

•

The 100m grid fits well with the spatial extent of urban postcodes. A change in grid size
might invalidate the assumptions behind the Dominant Postcode TDL.

•

The possibility of using “real” co-ordinates to define points, lines and areas was
considered and rejected. The use of a standardised grid eases the integration of the
diverse datasets used in this project.

The 100m grid is therefore a compromise between the accuracy desirable for QRA and the
accuracy realistically possible from the datasets utilised.
7.1.2

Accuracy and new data

The question of accuracy was discussed in sections 3.4 and 4.2. It was concluded that this
aspect of the work must be considered in the context of the assumptions and uncertainty
inherent within all QRA. Whilst it would be theoretically attractive to be able to provide a
measure of the accuracy of the spatial data developed in this project, in practice such a
measure is very difficult to quantify (for the reasons stated in Section 4.2). The nature of the
application (QRA) makes errors that overestimate population more acceptable than those that
underestimate it - it is this fact that makes the “top-down” assembly of QID sets an acceptable
methodology. The most important indicator of how accurate a QID set is is how complete it
is in its portrayal of population in an area. In the face of incomplete source data it is
necessary to use assumptions and estimations to complete this portrayal.
The main effort of this project has been towards providing a geographical framework within
which population estimates can be applied. Within the framework, additional data sets can be
added to improve accuracy or coverage. As was stressed early in the report, the
SDS/TDL/QID structure has been adopted to disconnect the source data from the results and
enable alternative SDS to be used – either for the base QID set or in the construction of
localised data for the assessment of specific sites.
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An example of a dataset “superior” to one used in this project is Address Point. Substituting
this for the Code Point SDS would improve the spatial coverage provided by the Housing and
Non-Housing Count TDLs and would enable the detection of “unidentified urban land” to
take place with greater precision. However, it would do nothing to combat the largest single
problem encountered in this research – identifying and quantifying non-residential
populations. Looking at the full range of data required in the light of what is available
enables the benefits of expenditure on new data to be weighed.
Having established a geographical framework of appropriate detail the proble m then arises of
producing suitable generic background population densities and per-foreground-item totals of
persons. In the case of residences a total of approximately 2.5 persons per house will result in
a reasonable population estimate or if desired the Census might be used to derive an
appropriate figure (see section 6.9). It is more difficult to arrive at suitable figures for nonresidences, transport routes and background densities.
It was noted in section 6.3 that as more precise and numerous definitions of land use are used
the likelihood of misclassification (of individual grid squares) increases. For example, if only
one class of urban land is used then the complex overlapping patterns of land use within cities
can simply be ignored. By the same token it is easier to provide estimated land use densities
when only a narrow range of land uses is defined. Where the same land use class
encompasses many diverse land uses a range of density figures for that class can be suggested
and defended as it is impossible to discern any one “correct” figure.
The background data described in section 6.5 and illustrated in Map11 contains a range of
different land uses. Defining land use with even this modest level of precision invites errors
in definition while raising the expectation of more accurate and targeted population densities.
Further research is needed to establish suitable densities, and the diversity of land uses within
even this number of categories is likely to make this difficult. However, the use of
foreground data as the prime contributor towards population estimates means that in most
cases background densities will be very low. High background densities will be set to
simulate special conditions, such as the use of recreational land on a summer day, or to
include major populated features missing from the foreground data, such as factories present
in the background data in the form of areas of unidentified Industrial Urban land.
The primary reason for generating detailed land use categories is to aid in the estimation of
non-residential building occupancy. The lack of comprehensive data on this subject is the
single most important stumbling block to providing an accurate estimate of population
distribution suitable for QRA. This project suggests three courses of action for dealing with
this problem.
•

•
•

The inference of building occupancy figures from land use class. Section 3.5.3 suggests
that a narrow range of population size applies to the majority of non-residential premises,
and that broad geographical rules can be applied to variations within this range. The land
use classification pursued in this project is geared towards applying these simple rules.
The use, where possible, of postcoded list data to supply the populations of selected nonresidential facilities. Section 6.7 and Appendix C.2 explain how such data can be
incorporated into the GIS without introducing new errors.
The direct manual input of data where appropriate.

It may be desirable in many situations to allow direct user intervention when estimating
population. It is envisaged that this intervention will take four forms:
•

The setting of background land use densities and foreground per-building multipliers.
This type of intervention is not just a means of compensating for omissions in the data but
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•

•

•

is also a way of tailoring the estimate to allow for local conditions or of modelling
different scenarios (daytime, night-time, summer, winter, etc).
The revision of land use classes. The authors accept that the land use classifications
produced in the GIS are not 100% reliable. The method is designed to provide land use
information for large areas by automated means at a relatively low cost, and within these
constraints it is reasonably accurate. However, any practical implementation of this work
would be greatly enhanced by a facility for individual HSE staff with local knowledge to
alter the land use class of individual grid squares.
The revision of foreground data. The spatial accuracy of this data is more than adequate
when risk calculations are being applied over large distances. However, there may be a
requirement to utilise the data for calculations covering smaller areas. It is possible under
such circumstances that users might wish to redistribute (for example) the residences
assigned to a grid square by Code Point to the grid squares that they actually lie within.
The direct assignment of population figures to grid squares, implemented through a
“manual” data layer. This facility could be used to include large facilities such as sports
stadia or large office blocks that contain very large numbers of people, or to implement
the changes outlined in the previous point by a more direct method.

Whatever the type of manual intervention pursued it is imperative that a working system
record such changes, along with information on who performed them and why. Only by
establishing an “audit trail” for such changes it will be possible to reverse those later shown to
be erroneous.
7.1.3

Individual risk calculations

The present QRA calculations undertaken by MSDU assume uniform access to shelter and
probability of being outside. In reality this will vary over space - most obviously between
rural/outdoor recreation and other areas - along with special considerations for travelling
populations. The data sets developed for this project could provide information enabling the
refinement of accident models to take account of spatial variation in access to shelter. This
would, however, mean changing a variable that is quite far back in the process of calculating
individual risk.
The same opportunity applies when calculating the risk of receiving the toxic load when
indoors. In this case a standard infiltration rate could be set and used to calculate the "indoor
concentration" probability. Modifications (reflecting different types of building with different
infiltration rates) to individual risk figures could be made at a later stage in the calculations by
use of a TDL.
New TDLs might also be added to portray forewarning (perhaps using the “coverage” of
warning sirens) or areas with improved protection and evacuation procedures.
7.1.4

Societal risk and planning advice

If societal risk calculations for hazardous sites were taking place on a routine basis
(something that easily available population data would enable) there are a number of ways
they might be used in practical terms.
•

A ceiling value could be set for the Risk Integral (the output of societal risk calculations)
for any given site. If this was done a policy of refusing all developments (of any type and
in any location) that caused this value to be exceeded could be contemplated.
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•

Similarly, a policy of not allowing any new development that raises a site’s existing Risk
Integral (RI) figure by more than a certain percentage might be applied.

•

The RI for a site is conventionally calculated by summing the RI figures of individual
accident scenarios. Should a lower RI be desired, it is possible to look at the individual
accident scenarios and identify those that contribute most to the overall risk – enabling
money spent on mitigating measures to be used efficiently. An alternative approach is to
calculate the RI for different locations or distance bands around the plant, and then total
them. This reveals the areas (and therefore populations) that contribute most to the
overall RI, which would enable mitigating measures that are external to the plant
(improved emergency planning, provision of information to the public) to also be
targeted. One obstacle to this approach is the Cumulative Population modifier, which
causes the two methods to produce different total RI figures.

7.2

EXTENDED USE OF SPAT IAL DATA WITHIN HSE

The primary application directing the development of this project has been the use of
population data in QRA for fixed major accident hazard sites. There are however a number of
other potential uses of the data if coverage at a national levels is implemented.
7.2.1

Other forms of point source risk

Whilst this project has been set in the context of the work of MSDU which involves applying
QRA to major accident hazards. Once a national scale population data set has been derived
there are other aspects of the HSE's work for which the data could be utilised. These include
risk assessment and regulation related to nuclear and explosive risks. The data could be
integrated into QRA methods and inform the development of new regulatory measures. The
national scale of the data would enable societal risk estimates to be calculated over the large
distances possible with radioactive fallout from nuclear incidents.
7.2.2

Transport and pipeline routes

In a similar manner the data could be used in the assessment and management of the 'linear
risks' from transport and pipelines. Road data could be used to identify the actual course of
proposed transport routes for hazardous materials. Strategi would require a lot of work for
this, or at least an interface. However, this would still be quicker than digitising a route from
scratch. The routes could then be used with QID to assess the transport risks associated with
the movement of hazardous materials. An example of the use of population data related to
pipeline risks would be a recent regulatory impact assessment study examining the costs
involved in extending land use planning controls to gasoline pipelines. As carried out this
impact assessment involved making very broad assumptions about the land uses through
which such pipelines were routed. With the data set developed in this project a far more
precise estimate of the pattern of land uses affected by pipeline risks could have been derived.
7.2.3

Macro-level risk studies and indicators

There are range of possibilities for the data to be used at a 'macro level' to examine policy
issues and derive performance indicators. For example, the overall long term aim of applying
land use planning controls to hazardous industry and development in their vicinity is to reduce
the population at risk. The population data could potentially be used to estimate total numbers
of people, or proportions of different land uses within risk contours across the country, and to
chart how this changes over the long term (although there would be difficult questions of data
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comparability over time that would need to be satisfactorily addressed). The data could also
be used to help in the targeting of regulatory assessment and inspection resources on sites
where the greatest numbers of people are at risk.
Another policy agenda that has recently grown in prominence is concern with the social
characteristics of populations at risk, and the extent to which risks are disproportionately
loaded onto poor or ethnic minority groups. The linking of housing count and census data
outlined in this project could be extended to make estimates of the numbers of particular subgroups in the population that live close to hazardous sites. Where this work has been carried
out in the past there have been problems with census areas that fall partly into the CD / danger
zone. The data set used in this project could enable these particular problems to be overcome
more reliably than has previously been possible, although this would require further study.
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8 CONCLUSIONS AND RECOMMENDATIONS
At the outset of this project the extent to which it would be possible to produce the desired
data on population distributions in accordance with the criteria laid down was uncertain. The
research undertaken has shown that whilst a 'perfect' solution is not achievable, significant
advances are possible in the quality, diversity and accuracy of population data used in major
accident hazard modelling and QRA. Our overall conclusions from the project reflect this
outcome:
•

It is possible to create a body of detailed and diverse population data to support the
work of MSDU

•

Population data covering the mainland UK in its entirety can be produced using
currently available data products without incurring high purchase costs.

•

The data can be considered highly reliable for predicting residential population
levels. The coverage of non-residential populations is less reliable but is the best that
can be achieved within the limitations of present-day data availability and cost. It is
likely that future developments in data availability will allow greater reliability to be
achieved.

•

The most appropriate data structure is a set of layers defining areas of land use and
the location of buildings and roads. This spatial framework can be used to map
population
data
and
population
estimates
together
to
best
effect

•

The limitations of available data on non-residential populations lead us to conclude
that user intervention is required when greater precision in the population data is
required. This can manifest itself as the adjustment of the targeted population estimates
used, or as a directly specified population level for parts of the mapped area. The
recommended approach to structuring the GIS system would enable user intervention to
be easily implemented

•

There are a number of different ways in which enhanced population data may
inform and improve the work of MSDU beyond its use in estimates of societal risk these include making changes to accident modelling assumptions to reflect variations in
population vulnerabilities, the development of macro level indicators of changes in
population exposure to risk and its application for the assessment of transport, pipeline,
nuclear and explosive risks.

•

The approaches utilised will be of relevance to others involved in major accident
hazard modelling and QRA such as risk and environment consultants and
regulatory authorities in other countries. The format, availability and cost of specific
data sources will however vary from those specified for the work of MSDU - for
example, access to the census would not be free for private consultants and postcode
structures are different in different countries.

In the context of the existing literature the project has made significant advances in respect of
the quality of population data used in risk assessment GIS applications to-date; the derivation
of such data on a national rather than case study scale; and the integration of multiple data
sets to derive improved and more complete information on land use and population
distribution than previously achieved.
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There are a number of recommendations emerging from the project related both to the uptake
and implementation of the outcomes of the project and further research and development
work in this area.
•

MSDU should first pilot the integration of the population data into an interface between
existing GIS and accident modelling software

•

on the basis of what has been learnt from the pilot, implementation at a national scale
should take place. This could usefully coincide with the availability of 2001 census data.

•

the various uses of the enhanced population data (as discussed in section 7) should be
carefully examined and evaluated

•

steps should be taken to disseminate the methods developed in this project to others
involved in risk assessment work and emergency planning

•

the HSE should investigate on an ongoing basis the availability of data from within
government, particularly data on business and commercial land uses.

•

more research is needed on deriving generic population values to attach to different
identified land or building uses.
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9 CASE STUDY MAPS
The following pages contain a number of maps portraying the town of Northwich in Cheshire,
along with some of the surrounding countryside. This case study was chosen because there
are a number of hazardous installations in the vicinity and a mix of urban and rural land uses
lies within the areas potentially affected by an accident event at these installations. The
individual maps are referred to at different points in the report, but have been collected here in
order that they may be compared more easily.
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Based upon the 2001 Ordnance Survey Strategi digital map data
with the permission of the Controller of Her Majesty's Stationery Office
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Map 1: Ordnance Survey Strategi vector map data
(see Section 4.3.1)
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B-Road

Reproduced from the 2001 Ordnance Survey 1:50,000 digital map data
with the permission of the Controller of Her Majesty's Stationery Office
© Crown copyright
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Map 2: Ordnance Survey 1:50,000 raster map data
(see Section 4.3.1)
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"Corine Map of Great Britain" data supplied by the Centre for Ecology and Hydrology
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Map 3: Corine remote sensing data
(see Section 4.3.2)
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Based upon the 1997 Ordnance Survey Code Point digital data
with the permission of the Controller of Her Majesty's Stationery Office
© Crown copyright
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Map 4: Unit Postcode Centroids, Code Point data
(see Section 4.3.3)
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Business locations based upon the 1997 Ordnance Survey Code Point digital data
with the permission of the Controller of Her Majesty's Stationery Office
© Crown copyright
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Map 5: Unit postcodes containing retail-type businesses, as defined in UKInfo
(see Section 4.3.4)
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Census boundary data is © Copyright of the Crown, the Post Office and the EDLINE consortium.
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Map 6: Census Enumeration District boundaries
(see Section 4.3.5)
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Map 7: Dominant Postcode Type
(see Section 5.4)
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Map 8: Shop and Service areas
(see Section 5.5)
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Map 9: Background layer, QID Example 1
(see Section 6.3)
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Unidentified Urban Land

Map 10: Background layer, QID Example 2
(see Section 6.4)
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Unidentified Urban Land

Map 11: Background layer, QID Example 3
(see Section 6.5)
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APPENDICES
There are three appendices:
Appendix A: The Code Point Source Data Set
Appendix B: Other Data Sets
Appendix C: Data Manipulation Notes
These are intended to supplement the main text by providing additional detail on some of the
datasets and processes used in the research. They have been organised into themed sections
rather than as a single explanatory “narrative”. As a result it may be necessary for the reader
to “jump” between different sections, especially on a first reading. Appendix A contains
more detailed examination than for the other datasets due to the importance of the Code Point
dataset to the project.
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APPENDIX A: THE CODE POINT SOURCE DATA SET

A.1 Code Point record content
Each record in the Code Point data represents a single postcode. Each record contains a
number of items of information. The following are those relevant to this project:
•

Postcode ID: This is the “name” of the postcode represented. The ID contains a number
of elements that are related to the hierarchical structure of the UK postcode. For our
purposes, however, this alphanumeric code can be thought of simply as a unique
identifier. It is through the use of this ID that a non-spatial data item can be
georeferenced (given a spatial position) if it also contains postcode information.

•

X and Y co-ordinates: These two data items indicate the location of the postcode. The
co-ordinates are in metres, and refer to the UK National Grid. Section A.2 below
discusses how these locations are derived. Section A.6 discusses the relationship between
this single point and the postcode being described.

•

Positional Quality Indicator (PQI): This is single digit that indicates the source and
quality of the X and Y co-ordinates. See discussion in section A.2 below.

•

PO box indicator: This simple yes / no item indicates whether the postcode belongs to a
Post Office box. PO boxes are “virtual” addresses used by large organisations and so the
vast majority of these records have no relation to the physical location of the organisation.
Most records with a “yes” value for this item can therefore be ignored. The minority that
do not have a PQI of “5” or “6” can be counted in the calculation of the Non-Housing
Count TDL with confidence that they refer to actual buildings. It is worth noting that the
Count of Non-Domestic Delivery Points (see below) for such records is zero. The records
therefore need to be modified in order for them to count towards the total.

•

Count of Domestic Delivery Points: This is a count of the number of domestic premises
to which mail is delivered within the postcode. Section A.3 below includes a discussion
of how this number is derived.

•

Count of Non-Domestic Delivery Points: This is a count of the number of non-domestic
premises to which mail is delivered within the postcode. Section A.3 below includes a
discussion of how this number is derived.

•

Count of PO box delivery points: This data item is a count of the number of PO boxes
within the postcode, and is something of a formality as the figure is always “1” in a PO
box postcode and “0” in a non-PO box one. It is only mentioned here because the PO box
delivery points are counted in figure A2 (see section A.2 below).

A.2 The Positional Quality Indicator.
Code Point data records include a Positional Quality Indicator (PQI) that indicates the quality
of the co-ordinates assigned to that record. The values used (shown here with the author’s
own definitions & groupings, not those of OS) are, in order of accuracy:
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“3”

The most accurate records. This value indicates that all the Address-Point records
used to create the CP record are verified as accurate to 1 metre.

“2”

Lower quality records, but ones that OS has made a serious effort to locate.
Officially indicates that the CP record is located within 50 metres of where it should
be. An illuminating example found in Stoke was that of a closely grouped set of
tower blocks. Each block had a CP record, located exactly on the building.
However, the OS technicians seem to have been unsure which block was which, and
so assigned the postcodes this lower status.

“4”

Postcode unit mean. These are co-ordinates calculated directly from Address Point not the centre of the building nearest the mean position, but the position itself. Thi is
rarely used.

“1”

POSTZON co-ordinates. These older, less accurate co-ordinates (see A??) appear to
have been used where OS was unable to gain high quality location data for one or
more of the addresses in the postcode. It is likely that this is a temporary designation
for “difficult” postcodes that will be dealt with at a later point.

“5”,“6” Postcode Sector Mean & No Co-ordinates Available, respectively. These codes are
mostly assigned to PO boxes, which are not meant to be spatially accurate and are of
little interest to this study.

Figures A1 to A4 illustrate the distribution of PQI values among the records of the Code Point
data used in this project. Figures A1 and A2 show the distribution of PQI values across the
entire case study area dataset. It is clear from both of these charts that the vast majority of
postcode records are of the highest (PQI 3) quality. However, the percentage of PQI 3
records is higher in Figure A2. This is because the percentages used in that chart are
produced using the count of delivery points rather than that of postcodes. Because PO box
postcodes never contain more than one delivery point the PQI values 5 and 6 are much less
prominent in the latter chart. As PQI 5 and 6 records refer to “virtual” addresses they have
been ignored during the creation of population data.
Figures A3 and A4 are based on records with PQI values of 1 to 4. The former illustrates the
PQI distribution among residential delivery points, the latter that among non-residential
delivery points. An interesting difference emerges when the data is examined in this way.
Quality 3 records predominate for both point types, but in the non-residential case more than
5% of points are of a lower quality – with 4% having a PQI of 1. This characteristic of the
data is discussed further in sections A3 and A5 below.

A.3 Ground truthing
Ground truthing is the process of evaluating the accuracy of spatial information by checking it
against primary data from field observation. In this project a process of exhaustive ground
truthing – the checking of every address and postcode against the Code Point data set – was
undertaken for a small test area, and it is this process and its outcomes which are discussed in
this section. However it should be noted that many other areas and specific postcodes were
evaluated during the course of the research. Such fragmented study does not lend itself to
formal presentation, but enables the following examples to be given with the confidence that
they are typical of anomalies found elsewhere in the data.
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Figure A1 Code Point postcodes, by PQI
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Figure A4 CP non-residential delivery points, PQI 1 to 4
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The ground truthing process revealed that Code Point is of variable quality. Some
commercial addresses were misrepresented as residential, while institutional accommodation
(such as University Halls or the YMCA) was represented either as non-residential or as only a
single residence. In a few cases CP postcode points were located a considerable distance
from the buildings they represent.
Figure A5 shows the postcodes in the main ground truthing study area, which is in the vicinity
of the Staffordshire University campus. A street map was used along with data from the
“Address Finder” on Royal Mail’s website to check the location and attributes of the postcode
units in Code Point. Five errors found within the study area (labelled on Figure A5) are listed
below. The PQI of each postcode record concerned is noted.

(1)

The small cinema located here is represented as part of the non-residential postcode
unit about 50m to the north. This is not an input error but a consequence of
portraying postcode units rather than individual postcodes. It is noted here as an
example of a feature of the data that is significant where individual addresses are
widely dispersed. This effect is especially noticeable in rural areas [PQI 3]

(2)

The lorry depot this point portrays is located approximately 400m to the north-west.
[PQI 1]

(3)

This postcode represents units on a trading estate about 1km north-east of the location
given [PQI 1]

(4)

The small business located here is not included in any of the Code Point postcodes in
the vicinity. It may be portrayed as a residential address, or be part of a postcode
located elsewhere [PQI N/A]

(5)

This point represents three shops and a residential address located approximately
350m to the west. In the Code Point data this postcode contains four residential (and
no non-residential) addresses [PQI 1]

There is a pattern to most of these errors. Location data for purely or largely residential
postcodes seems to be extremely reliable, with less satisfactory results where commercial
addresses predominate. This observation is in keeping with the differences in PQI frequency
revealed in Figures A3 and A4 above. Consideration of how the dataset was constructed
suggests the reason for this difference.
Code Point is based on Address Point, which is itself based on a combination of Post Office
address information and detailed cartographic data. If the street name and building numbers
are shown in the cartographic data used then it is easy to locate each address accurately.
Where building numbers are not available, or are unclear, it is more difficult to assign a
location to each individual address. In such situations OS has attempted either to provide an
approximate location for the address (classified as quality 2 or 4) or has used the old
POSTZON (PQI 1) postcode locations.
Most residential addresses take the form of a single building (notwithstanding the presence of
greenhouses, sheds and garages) and are located in ordered streets with logical numbering
patterns. They therefore lend themselves to being mapped accurately. This is true of multiple
residences (e.g. blocks of flats) as they are usually single large structures. Many non
residential addresses, however, are composed of multiple large structures. In addition, the
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internal numbering of a cluster of such addresses (e.g. unit numbers within an industrial
estate) will not necessarily follow the linear patterns found along residential streets, and such
information is unlikely to be recorded by cartographic data. These difficulties lead to a lower
level of precision in locating “Address Points” for such addresses, and explain the poorer
location quality (and lower proportion of PQI 3 records) associated with non-residential
addresses in Code Point. The use of the PQI as a means of improving postcode-derived
datasets is discussed further in section A5 below.
The ground truthing exercise also revealed a number of postcodes containing non-existent
residential addresses. These were found to be empty shops or industrial units. Such errors are
introduced by the creation of Code Point from Address Point. Records in the latter include a
field for the “Organisation Name” of any company occupying the address. When Code Point
is created those addresses for which this field is blank are counted as domestic addresses. An
empty industrial premise, or one for which the Organisation Name has simply not been
recorded, will show up as a residence. In the case of error 5 described above, two of the
shops were vacant at the time Code Point was compiled. This method introduces an upward
bias into DP’s counts of domestic premises.
A more complex situation occurs in the case of a business and a residence that are located
together. This is a particular problem in rural areas. A farm that operates as a company may
appear as a single non-residential address, a single residential address or one of each. The
representation will depend on the situation on the ground and how mail is addressed. It is
unpredictable and therefore cannot be accounted for by processing the raw data.
A.4 Comparison with the Census
In addition to direct “ground truthing” the postcode data was tested against the definitive
population data for the UK – the Census. Postcode and Census data on residences (not
individual persons) for the county of Cheshire were compared. The Code Point data used had
been “screened” to remove all PQI 1,5 and 6 records (see sections A.2 and A5). Information
on the content and structure of the Census data is given in section B.1.
For each Census Enumeration District (ED) in Cheshire the number of household spaces (see
section B.1.1) was compared with the total of domestic delivery points associated with
postcodes falling within that ED. The output figures are expressed as the percentage
difference between these counts, with the Census figure as the base. A zero count of
household spaces in four of the EDs makes such calculations impossible for these areas, and
they have been excluded from this analysis. This exclusion is insignificant, as there are more
than 2000 EDs within the county. Figures A6 and A7 display the results in histogram and
scattergraph form, with Figure A8 plotting percentage difference against number of household
spaces.
The mean absolute difference between the two counts is 18.7%, with approximately 72% of
the ED pairs differing by less than this. 50% of the paired counts are within 10% of each
other and 28% are within 5%. While this is not a perfect match, the best fit line in Figure A7
suggests that the differences balance out for a sufficiently large sample of EDs. Furthermore,
from Figure A8 it can be seen that for smaller EDs (in terms of numbers of households) the
two measures are more likely to disagree than for larger ones. Figures A6 and A7 also show a
slight upward bias in the postcode-based estimates - the mean difference (i.e. taking notice of
negative numbers) is 5.9%. This bias is also evident in the two datasets totals for the county 388,599 household spaces versus 407,886 residential addresses (a difference of 4.96%).
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There are a number of possible reasons for the two datasets to disagree. They were compiled
6 years apart, and some differences will therefore be a reflection of real world changes over
that time. Many of the differences that balance out across the entire sample will be due to
mismatches between postcode and ED boundaries, known as edge effects. As all of the
residences in any one postcode are assigned to a single point a postcode that straddles two or
more EDs in real life will be added to just one of them in the GIS – boosting that ED total at
the expense of its neighbour. Institutional populations are also a factor. In section A.3 it was
noted that Code Point classed some residential institutions as single businesses. In the Census
they may be counted within the main population, or recorded as special EDs - which were not
included in the comparisons here.
The generally higher estimates given by Data Point are partly caused by the misclassification
of commercial addresses (see section A.3 above). Screening the data by PQI has reduced the
number of such addresses, but the problem cannot be eliminated completely. The problem of
postcodes in transition (see section A.5 below) will also lead to higher estimates of residential
and non residential addresses, with a bias towards the former as “organisation names” are
unlikely to exist for unfinished commercial buildings.
Despite the differences outlined here, Data Point and the Census show remarkable agreement
for two datasets collected years apart for different purposes. The ground truthing carried out
in section A.3 suggests that DP provides high quality information on residences, and that most
of the differences with the Census figures are therefore due to edge effects and real world
change. It should also be noted that OS is continuously improving Address Point, and that
Data Point will improve as a result.

A.5 Screening the data by PQI value
The PQI can be used to “screen” the Code Point SDS - removing lower quality postcodes to
prevent errors in any TDL based on it. Quality 5 & 6 postcodes can be screened out without
qualms as they do not represent actual buildings. Removing higher quality records, however,
raises the danger of excluding useful information from the TDL.
As quality 2, 3 & 4 postcode records are created from Address Point data they can be
considered highly reliable in terms of location. The difference between these quality classes
is the way in which the individual address locations have been used to determine a postcode
location. Although quality 2 and 4 postcode location data is inferior to that of PQI 3 standard,
the difference is not great. The problem of residential / non-residential address differentiation
(outlined in A.2 above) holds true for all Code Point records as they all rely on the same Post
Office data to indicate the presence of organisations. PQI 2, 3 and 4 postcodes have therefore
been used together throughout the proje ct.
The remaining (quality 1) records represent real features (unlike quality 5 & 6) but are of a
less reliable nature than postcodes based on Address Point. They are not insignificant in size
and it is worth examining them in more detail.
The first attempt to provide a set of spatial co-ordinates for each unit postcode in the UK was
carried out for a government transport study in the 1970s. This dataset is still available (in an
updated form) as the Royal Mail POSTZON product and it is from this product that PQI 1 coordinates are drawn. The co-ordinates used refer to the first address (usually determined by
house number) in the postcode. Where the postcode covers a large area this can give a
misleading picture of the location of the bulk of the addresses it contains. In addition,
POSTZON data is structured as a 100m grid, in contrast to the 1m accuracy of Code Point.
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The co-ordinates have been determined by taking the location of the first address in the
postcode and determining the nearest 100m grid intersection to that point11 .
Of the five errors illustrated in figure A5, three (numbers 2, 3 & 5) involve Quality 1
postcodes. A high incidence of errors (of both location and classification) in Quality 1
postcodes was noted throughout ground truthing. In the face of this, it would seem desirable
to exclude PQI 1 records from the data in order to reduce error. However, the importance of
these records for locating non-residential delivery points (as illustrated by figure A4) argues
against such a sweeping action. A second possibility is to include these records selectively –
i.e. just for the creation of the Non-Housing Count TDL. The assumption underlying such a
strategy is that the residential addresses in PQI 1 records are neither “real” residential
addresses nor misclassified non-residential addresses and that they can be safely ignored
when creating both the Housing and Non-Housing count TDLs.
One need only look to error 5 in section A.3 above to find an example challenging the second
part of this assumption. Vacant (but not derelict) business premises and homes are important
when mapping population by this method. The data represents a “snapshot” in time and the
buildings may become occupied the day after data is collected. The potential of a structure to
have occupants is important. Having said that, it is impossible to tell which residential
addresses are misclassified with the data available. One possibility is to use the UKInfo SDS
in combination with Code-Point to determine the minimum number of businesses in each
postcode. See the end of section B.3 for a brief discussion of why this approach has not been
used.
Another possibility is to count all addresses in PQI 1 postcodes as non-residential. Figures
A3 and A4 suggest that the majority of PQI 1 delivery points are non-residential. This is not
the case – 78% of these delivery points are residential. Furthermore, they do not all appear
alone or in small groups, as would be expected of empty commercial buildings - the twenty
largest quality 1 postcodes in Cheshire contain a total of 802 residences. These facts both
ridicule the preceding suggestion and challenge the first part of the assumption above. They
also call into question the explanation for PQI 1 use – as a last resort if the postcode location
is difficult to define. As section A.3 above pointed out, residential addresses are relatively
easy to map. If these addresses are residential, why have they been mapped at quality 1?
A sample of PQI 1 records in Cheshire was checked using Address Finder (a facility provided
on the Royal Mail’s website) to determine if they contained substantial numbers of genuine
residential addresses. The results were varied. A number of these postcodes were entirely
composed of what appeared to be residential addresses, while some had no Address Finder
record at all. Others had far fewer addresses than shown in Code Point, indicating that the
postcode had perhaps been re-used, or that the addresses had been demolished since the CP
data had been compiled. It is possible that a proportion of PQI 1 records represent new
developments or are defunct postcodes representing recently demolished buildings. The
construction or demolition of buildings, their digitisation by OS, and their allocation to (or
deletion from) postcodes are all tasks that take time to perform and are not simultaneous.
Such “transitional” areas are likely to appear in Code Point as low-quality points.
For this project it was decided use PQI 1 records in the creation of both the Housing and NonHousing Count Themed Data Layers, while excluding them from the Dominant Postcode
Type TDL. An alternative way of expressing this is to state that they have been allowed to
define foreground features but not background data. It was felt that to exclude them
11

It is worth noting that this operation produces a different set of grid co-ordinates to the method used
in this report. In the POSTZON method the co-ordinate pair 345020, 287875 will become 345000,
287900, as opposed to 345050, 287850. There is no difference in accuracy or computational efficiency
between the two methods.
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completely was to risk underestimating population levels in some locations. Errors of
classification (residential / non-residential) in these records cannot be easily corrected, so the
decision was made to limit such errors to the foreground data. It should be noted that this
decision means that some areas of undefined urban land (see section 3.5.4) will contain
building counts. PQI 1 records are also included when georeferencing list data such as
UkInfo on the basis that in this role they are merely providing co-ordinates, and problems
with classification are therefore irrelevant.
There are more than 55,000 quality 1 postcodes in the 1997 Code Point data, containing more
than 200,000 delivery points. They represent a wide range of features, some existing, some
under construction and some demolished. Any decision on “screening” these records (in or
out) on the basis of their PQI value is open to criticism. The decisions outlined above are
“cautious” in that they will cause many non-existent buildings to appear in the data. Other
approaches to screening – for instance the ones suggested earlier in this section – were
considered and rejected on the basis that they could miss existing features, or exaggerate
classification errors.
One alternative way of dealing with these postcodes would be to produce two sets of
foreground count layers – one incorporating PQI 1 data and one without. Separate QRA
calculations could be carried out using each set, and if the results were significantly different
the PQI 1 features could be investigated to determine their nature (or, indeed, whether they
exist at all!). Such an approach would be time consuming for the user, however. The method
used here has, at least, the virtue of simplicity.
It is hoped and expected that the number of PQI 1 postcodes will dwindle with the passage of
time, as Address Point (and thus Code Point) is updated and improved.
A.6 Spatial coverage of postcodes
The actual buildings represented by a Code Point record are arranged in an enormous variety
of patterns. Some postcodes represent a single building, located at the exact co-ordinates
given. (Although, in the case of PQI 1 data even simple postcodes like this will not give an
accurate position for the building.) The majority of Code Point records, however, will
represent multiple buildings spread around the co-ordinates given.
Figure A9 was created by comparing a small sample of Address Point (AP) data with the
Code Point (CP) data for the same area. The points shown represent individual buildings (as
located by AP), their locations on the graph being their position relative to the CP point
representing them. The variety of different street patterns in even this small area (a 1km
square) will be apparent from the graph.
The background shapes in Figure A5 are the approximate boundaries of postcodes across a
small urban area. Figure A10 shows the same area (and some surrounding locations) as
represented by OS 1:50,000 map data, along with the CP points of the postcodes covering the
area. The diversity of postcode patterns should again be apparent. In some cases an entire
street is represented by one postcode, in others by more. In the latter situation, two CP points
may represent different sides of the same street, and be closer to each other than to some of
the houses that they represent! Several examples of this situation are to be found in this area.
This near-chaotic relationship between a postcode and the buildings that it represents is
important because it mitigates against any simple solution to mapping individual buildings
from postcode data – in other words, mapping postcode-derived population data in detail.
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Figure A9 Spatial comparison of Address Point and Code Point data

One method of distributing representative point data across the area it was collected from is to
use sophisticated algorithms to create artificial areas. The data attached to the points (in this
case counts of houses and other buildings) can be considered to apply to the area. This is an
attractive solution, but the unpredictable nature of postcode shapes makes it unsuitable for our
purposes. Figure A11 shows one possible set of areas created for this area. Better results can
undoubtedly be attained, but the broad unsuitability of such an approach is illustrated by this
example. While some of the artificial “postcode areas” are close to their real-life shapes,
others are severely distorted. In addition, the erroneously placed postcode highlighted has
distorted the areas around it – exaggerating the error. Finally, open areas (such as the park to
the north of this area) tend to “drag” the artificial areas into themselves, bringing further
distortion.
In this project a simple approach has been taken – all of the buildings in a postcode are
presumed to be located within the same 100m grid square as the postcode centroid. Figure
A12 shows the same area, with a 100m grid superimposed. Comparing this with Figure A5
reveals the shortcomings of this method. Many postcodes extend beyond the 100m square –
Figure A17 (in Appendix B.4) shows these to be in the majority, although as it is based on the
limited data used to create Figure A9 this cannot be stated definitively 12 . There is, however,
no consistent pattern to how they overrun the grid boundaries. Some streets run broadly east west, others north - south. It was decided that little would be gained by “spreading” the CP
point totals across the squares adjacent to the one containing the point itself when calculating
the Housing and Non-Housing Count layers. The overruns are usually in a particular
direction, and this feature would be not be represented any better by “spreading” the totals in
all directions.
However, such spreading has been taken into account when generating the Dominant
Postcode Type TDL. Spreading is appropriate here because this TDL is used to “spot”
unidentified urban land (see section 3.5.4) and the possibility that a postcode overruns into an
adjacent square is sufficient to “explain” that square.

12

See the final paragraph of section B.4 for further explanation of Figure A17.
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Figure A10: Code Point centroids

Code
Point
location
error see
figure A5

Figure A11: Artificial postcode areas

Figure A12: 100m grid

Background image reproduced from the 2001 Ordnance Survey 1:50,000 digital map data
with the permission of the Controller of Her Majesty's Stationery Office © Crown copyright
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APPENDIX B: OTHER SOURCE DATA SETS

B.1 The 1991 UK Census
B.1.1 Households, Dwellings and Household Spaces
Much of the output data from the Census relates to aggregations of individuals. For example,
age and sex breakdowns of the population are expressed as counts of persons over defined
areas (enumeration districts, wards, districts). This format is not appropriate for all purposes,
and many other statistics (e.g. those relating to access to domestic amenities such as central
heating) are expressed in relation to aggregations of households. For Census purposes a
household is defined as:
(i)
(ii)

one person living alone; or
a group of people (who may or may not be related) living, or staying temporarily, at
the same address, with common housekeeping.
(from Dale & Marsh,1993 – p.22)

When using Census data to infer information about the occupants of residential addresses the
assumption was used in this project that one household occupies one residential address. Peraddress values (such as the total persons per residence), that are not given on a per-household
basis, can be calculated by dividing the Census ED total by the number of households within
the ED. This approach assumes that all residences are occupied, which is the “safest”
assumption to make.
The Census also provides counts of dwellings and household spaces, which include
unoccupied dwellings and spaces. These counts were not used when preparing data in this
project, and are mentioned here only because the latter was used (in preference to household
counts) to create Figures A5, A6 and A7 (as part of the evaluation of the Code Point data in
Appendix A). A dwelling is defined as “structurally separate accommodation”, while a
household space consists of the rooms (and connecting passages) used by one household.
Making a distinction between the two is useful when (for example) multiple household spaces
exist within the same dwelling. Such a situation might occur where a number of bedsits exist
within the same building, with individual cooking facilities and shared bathrooms and
hallways. From the definitions it is unclear which of these two counts is most comparable to
a count of residential addresses. In the example given, the bedsits might have individual
mailboxes and addresses, or they might not – there is no consistent rule.
In a comparison of the two counts for the whole of Cheshire the household space count was
shown to be approximately 100.8% of the dwelling count across the county. In a large
number of EDs the difference was much greater (more than 150% for a handful!) while a
minority of EDs actually contained more dwellings than household spaces! An examination
of some of the EDs where the two counts greatly differ showed that the household space
figure was the best match for the number of Code Point residential addresses in the area. It
was therefore felt that this was the Census variable most appropriate for comparing the two
datasets. As the point of the comparison was to see how closely Code Point compares with
the Census this decision could be characterised as “cooking the books” to get a good result!
A comparison made on the basis of a dwelling count would indeed show a larger
overestimation of domestic population than the 4.96% quoted in A.4 above. However, if the
0.8% difference between the counts for Cheshire applies nationally then the overestimation
will still be in the region of 5% - not enough of a rise to invalidate the use of Code Point.
Furthermore, on the basis of the examples seen in Cheshire it is likely that a count of
dwellings will ignore many cases of multiple occupancy that Code Point and the household
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space count correctly identify. Finally, it is worth noting that comparing on the basis of the
Census variable most likely to match the address count emphasises the effect of errors that are
inherent to Code Point (e.g. misclassification of address type) rather than those emerging
from fundamental differences between it and the Census.
B.1.2 Special and Shipping EDs
Communal establishments (such as hospitals, retirement homes, hotels, prisons, military
barracks and residential schools) frequently contain a population that is distinct from that of
the surrounding area. In the most detailed 1991 Census output all large examples of such
facilities are “removed” from the main ED data in order not to distort the statistics relating to
the area as a whole. Such an establishment will appear in the output as a Special ED and will
be spatially represented by a point rather than an area. In less detailed Census data based on
larger areas (e.g. Wards) these facilities are included in the general population, as any
distortion they cause is insignificant at that scale.
A threshold population of 100 persons present on the night of census-taking is used to
distinguish between large and small communal establishments. The former become special
EDs, while the occupants of the latter are included within the main ED figures. This
threshold is rather high for our purposes as it “hides” many smaller facilities containing
vulnerable persons such as children, the sick and the elderly. However, special EDs are
valuable in that they identify the largest (and therefore most significant for risk analysis)
examples of these facilities.
Special EDs are, like other EDs, “suppressed” if they do not contain a sufficiently large
population to protect the privacy of their residents. Rather confusingly, the thresholds used to
establish this are 50 persons and 16 households. A special ED (so defined because it contains
100+ persons) might fall below the 50 person threshold for one of two reasons:
(i)
(ii)

The threshold figure of 100 refers to the number of persons expected on Census night.
Special EDs are defined at the planning stage of the Census, and it is possible that the
figure “on the night” might be lower than 50.
The 100 threshold appears (from the definition seen by the author) to relate to the
number of people present rather than the number of residents – the figure to which the
50 threshold refers. The distinction made between the two terms is made on the
answer given (on each individual Census form) to the question “is this your usual
address?”. In the case of hospitals, patients who have been present for more than 6
months are counted as residents.

In the case of suppressed EDs it is impossible to discern the type of establishment
represented, which presents problems when identifying vulnerable populations. It is
suggested in section 4.3.4 that all Special EDs are considered to contain vulnerable
populations unless information to the contrary is available. Figures for the number of people
present are available for both suppressed and non-suppressed special EDs. It is recommended
that this figure is used in preference to that for residents (available only when the ED is not
suppressed) when determining the populations of these facilities. This course of action will
help to maintain consistency across all special EDs. More importantly, the non-resident
figure better represents the number of people at risk – in the example of hospitals, the short
term sick are likely to be no more resistant to accident effects than the hospital’s “residents”.
A separate class of ED exists to enumerate the occupants of marine vessels. These Shipping
EDs do not include the occupants of houseboats, as these are recorded in the same manner as
houses. These EDs are not included when estimating population by the methods used here for
two reasons. Firstly, the populations they represent are ephemeral. Secondly, they are not
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spatially defined in a useful way – one is provided per Census District, with no indication of
where the “ships” are within this large area.
B.1.3 Linking Census data and the postcode
In this project Census data mostly performs a “supportive” role in the mapping of population,
providing attribute rather than location data. Code Point supplies the location, and in order to
make use of Census attributes (such as household size) it is necessary to link the two datasets.
A special database designed for this purpose is available. The Postcode to Enumeration
District (PCED) Directory is a list of postcodes that indicates which ED the postcode falls
into, and also how many households are in that postcode. Furthermore, where a postcode
straddles the border between two or more EDs the Directory contains multiple listings for that
postcode – each indicating how many households the “sub-postcode” contributes to the ED.
By splitting postcodes in this way, the PCED directory removes the edge effects noted in
section A.4. Comparison of this data with the Code Point data for an area including (but not
limited to) the ground truthing area described in section A.2 raised doubts about its
usefulness. Although the PCED directory is updated on a regular basis the two datasets are
diverging as postcodes change over time. They often disagree on the number of households /
residences in a postcode, although this can partly be put down to the misclassification of
address types in Code Point. In addition, many Code Point postcodes are not represented in
the PCED dataset, necessitating a “back-up” method of tying postcodes to EDs.
A simpler method of linking the two datasets is to use a GIS to determine which ED each
postcode falls within. As Code Point takes the spatial form of points and the Census data
applies to known areas (polygons in GIS terminology) this operation is easy to perform. The
GIS process used is an elementary “point in polygon” operation that determines which ED
polygon any given postcode point falls within. The postcode can then be “labelled” with the
appropriate ED identity code (ID). Census variables can then be “attached” to postcode
points by an ID matching operation. This method can be used to match all postcodes, or as a
“back-up” method to make up for the shortcomings of the PCED directory.
It is computationally convenient to link Census derived values directly to the Housing Count
TDL rather than to individual postcodes. The latter course of action requires a reconstruction
of a new (version of the) TDL every time census data is linked, but the former prevents use of
the PCED directory as the individual postcodes have been subsumed into 100m grid totals.
Linking directly to the TDL can be achieved by using the point in polygon method described
above, substituting 100m grid centroids for Code Point postcode points. The following
problems are encountered with this method:
•

The edge effects, referred to earlier in section A.4, will be more noticeable when using a
100m grid rather than “pure” postcode co-ordinates.

•

It is possible that a 100m grid will be too “coarse” to ensure that every ED is represented
– a very small or narrow urban ED might not lie entirely between the grid square
centroids. In coastal areas the grid points may lie just offshore, and will therefore fail to
sample any Census data at all!

•

A small number of EDs have zero population. TDL grid squares that have their centres
within these EDs will consequently be assigned zero values for Census-derived variables.
In the case of a persons-per-residence multiplier this would reduce the population of the
square to zero, regardless of the number of residences!

These three problems can be minimised and / or eliminated by linking to Census data at ward
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level. Using ward level data is also attractive due to the lower volume and cost of ward
boundary data in comparison to that for EDs. However, use of ward data sacrifices
geographic detail, and complicates the use of special EDs (see section B.1.2 above) as the
occupants of the latter are included in ward totals. It also fails to address the problem of
"offshore" sampling points. In addition, a small number of Wards are suppressed due to their
low population.
In a previous study (Walker and Mooney 1998) the use of a "smoothed surface" of Census
derived values was utilised in place of area-based figures. This approach was necessitated by
the expense of Census boundary data. It provides solutions to all of the problems identified
above, but is another step away from the reality that the Census figures represent.
It was decided that, on balance, the ease and simplicity of linking Census-derived data
directly to the TDL made this a more desirable solution than one conducted at the postcode
level, despite the fact that the latter has an “official” solution in the form of the PCED
directory. The questions of which Census level (ED or Ward) to link to, and whether to use
boundary data or a surface are difficult to resolve. ED level boundaries were used in the
research, but as this is the most expensive solution in terms of SDS cost this may be difficult
to apply at a national scale.
The distortion of Census data brought about by linking it to a postcode-based TDL has not
been quantified but is unlikely to be trivial. The use of Census data can tell us something of
the population at risk, which can be helpful, but it must be used with caution.
B.1.4 Suppressed Enumeration Districts
Enumeration Districts with low populations (fewer than 50 persons or fewer than 16
households) are “suppressed” in the output data - their data is merged with that of a
neighbouring ED in order to guarantee anonymity for the individual living in them. An
attempt has been made to compensate for this. Suppressed Special EDs are discussed
separately in section B.1.2 above.
Records are available of which EDs have been suppressed. The records include the identity
of the ED with which they have been amalgamated. "Per household" variables (i.e those
which can be multiplied up by the number of residential addresses) can therefore be "copied"
directly back to the suppressed ED.
In order to perform the postcode / Census comparison described in A.4 above it was necessary
to go one stage further and estimate the value of count total (in this case for household spaces)
for suppressed EDs. Raw household counts (i.e. counts prior to adjustment for factors such as
the presence of short-term visitors) are available for all EDs, including those that have been
suppressed. By knowing this count for both EDs of an amalgamated pair it is possible to ratio
count variables back to an approximation of their original status.
For example:
•
Area A has a raw household count of 20 and is suppressed, with its population being
counted in area B
•
Area B has a raw household count of 80, and a final household count of 100
•
Area B is shown to contain 110 household spaces. By comparing the two raw counts
it is possible to estimate that 22 of these are in fact within area A.
Both of these methods assume that the two EDs are identical in their characteristics. This is
unlikely to be true, but the alternative is to allow “holes” to exist in the data.
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B.2 CORINE land use classes
An explanation of these codes (with illustrations) is available on the Internet at the following
address:
http://etc.satellus.se/the_data/Technical_Guide/part2_register.htm
1 - Artificial surfaces

3 - Forests and semi-natural areas

1.1 - Urban fabric
1.1.1 Continuous urban fabric
1.1.2 Discontinuous urban fabric

3.1 - Forests
3.1.1 Broad-leaved forest
3.1.2 Coniferous forest
3.1.3 Mixed forest

1.2 - Industrial, commercial and transport
units
1.2.1 Industrial or commercial units
1.2.2 Road and rail networks and
associated land
1.2.3 Port areas
1.2.4 Airports

3.2 - Shrub and/or herbaceous vegetation
associations
3.2.1 Natural grassland
3.2.2 Moors and heathland
3.2.3 Sclerophyllous vegetation
3.2.4 Transitional woodland/shrub

1.3 - Mine, dump and construction sites
1.3.1 Mineral extraction sites
1.3.2 Dump sites
1.3.3 Construction sites

3.3 - Open spaces with little or no
vegetation
3.3.1 Beaches, dunes, sands
3.3.2 Bare rock
3.3.3 Sparsely vegetated areas
3.3.4 Burnt areas
3.3.5 Glaciers and perpetual snow

1.4 - Artificial non-agricultural vegetated
area
1.4.1 Green urban areas
1.4.2 Sport and leisure facilities

4 - Wetlands
4.1 - Inland wetlands
4.1.1 Inland marshes
4.1.2 Peatbog

2 - Agricultural areas
2.1 - Arable land
2.1.1 Non-irrigated arable land
2.1.2 Permanently irrigated land
2.1.3 Rice fields

4.2 - Coastal wetlands
4.2.1 Salt marshes
4.2.2 Salines
4.2.3 Intertidal flats

2.2 - Permanent crops
2.2.1 Vineyards
2.2.2 Fruit trees and berry plantations
2.2.3 Olive groves

5 - Water bodies
5.1 - Inland waters
5.1.1 Water courses
5.1.2 Water bodies

2.3 - Pastures
2.3.1 Pastures
2.4 - Heterogeneous agricultural areas
2.4.1 Annual crops associated with
permanent crops
2.4.2 Complex cultivation patterns
2.4.3 Land principally occupied by
agriculture, with significant areas of
natural vegetation
2.4.4 Agro-forestry areas

5.2 - Marine waters
5.2.1 Coastal lagoons
5.2.2 Estuaries
5.2.3 Sea and ocean
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B.3 UK Info
UKInfo is a difficult dataset to assess in systematic terms. It provides a mass of detailed data
on homes and businesses across the UK, but is undermined by frequent omissions and errors.
Much of the following is anecdotal, as there is a lack of data to compare UKInfo with, but
will hopefully illustrate its shortcomings.
The following problems are applicable to all of the UK-Info data:
•

Use of UK-Info for mapping purposes requires use of postcode location data. Because of
this any errors in the location of postcodes in Code-Point will carry across to the mapping
of UK-Info. Typographical errors in UK-Info postcodes may tie records to the wrong
postcode or even cause records to be missed because they match no known postcode.

•

The only method of exporting UKInfo query results is to copy-and-paste them into
another program. The UKInfo interface allows only 250 records to be displayed at once,
making this a lengthy procedure.

UKInfo residential data is highly detailed, listing the names of every individual at an address.
It appears to have been created from a combination of electoral records and telephone
addresses. Errors in the data include:
•

The names listed are those of adults and late teenagers. Children are not on the electoral
register, and are unlikely to have their own (landline) telephone.

•

The electoral records and telephone listings used have been compiled at separate dates. It
is therefore possible for a person to appear twice. This is true of one of this report’s
authors.

•

A small number of streets and postcodes were observed to be missing from the data. This
will also, of course, affect the business part of the data.

It was concluded from these problems that UKInfo was unsuitable for use as the basis of
residential population data.
The origin of the UKInfo business data is unclear. It appears to have originated as a
commercial business directory – one that businesses ask or pay to appear in. Problems noted
with this data include:
•

Mistyped Standard Industrial Classification (SIC) codes. For example, public houses
have been allocated an SIC of 5540 rather than 55400. These errors are consistent across
all similar records and can, once spotted, be corrected fairly easily.

•

Misclassification of SIC and / or Line of Business. These are numerous and suggest
automated or semi-automated generation of the SIC codes. For example:
- Bookmakers (of the kind that take bets) are given an SIC of 22250 – “other activities
related to printing”.
- The Campaign for Nuclear Disarmament is classed as a manufacturer of “Nucleonic
Instruments”.
- Some retailers (such as Mothercare) are classed as manufacturers of the goods they
sell. The company may well manufacture goods, but the unfortunate impression
given in the data is that every store is a factory! Similarly, many retailers as classed
as wholesalers. These are not necessarily errors, but they reduce the usefulness of the
data for our purposes.
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•

Omissions are frequent. Keele University is an example of a large single -site entity that
is not listed.

•

As in the residential data there is some double counting. This has occurred where a
company had changed names or a business has moved into a address previously occupied
by another. These problems may be due to the use of data from different years, or to a
failure to remove old directory entries.

•

Different companies are represented in different ways. For example, far fewer of the
foodstores belonging to the Sainsbury chain are listed than is the case with Tescos. A
possible explanation for this is that the former supplied only selected branch telephone
numbers to the directory compilers on the basis that only certain stores have a member of
staff assigned to deal with calls from the public. The latter perhaps has a different policy,
or expects the directory to be used by persons wishing to locate the nearest branch, rather
than to obtain a telephone number. The exact explanation is unimportant, however – the
key observation here is that the data is inconsistent in its coverage of different companies.

•

As the data has been compiled for a public directory, there is a notable bias towards
companies that rely on direct sales to the public for their trade. It is difficult to quantify
how many businesses this excludes. However, some of the companies that do not share
this need, for instance component manufacturers, are potentially large employers.

These problems forestall the use of UKInfo (UKI) to provide detailed maps of businesses and
other organisations. Instead it was decide to use the data to locate concentrations of a
particular type of business – those that are concerned with attracting the public to their places
of business. As was indicated above, this is a purpose for which UKInfo is well suited as
these are precisely the businesses that are well represented in the data. In addition, as the goal
is to locate geographical concentrations of these businesses, rather than individual ones, the
omissions, misclassifications and inconsistencies in the data will have less of an impact.
Figure A13 displays the results of a comparison of UKInfo with Code Point. The number of
non-residential addresses in each of 1083 CP postcode records (from the ST1 postcode
district) was compared with the number of businesses in that postcode (according to UKI).
The graph shows the distribution of differences between these two totals. A negative number
indicates a postcode where UKI contains more businesses than there are non-residential
addresses, with a positive number indicating the opposite. In the vast majority of cases (91%)
the two counts are within 1 of each other, with exact agreement for more than 63% of
postcodes. This result indicates that the problems of missing UKI records and of multiple
businesses sharing the same address occur in only a minority of cases.
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Figure A13 Comparison of Code Point and UKInfo counts of non-residential addresses

It was suggested in section A.5 above that UKInfo could be used alongside Code Point in
order to help improve the estimate of non-residential addresses in each postcode. A simple
way of doing this would involve comparing the totals of non-residential addresses and
businesses in each postcode and taking the larger of the two to be the “real” number. This
course of action is attractive because it produces a “conservative” over-estimate of the
number of non-residential buildings compared with the simple use of Code Point but is not
without problems. If there are more businesses in the postcode than non-residential addresses
this may be because some of the residential addresses are vacant business units. In this case it
makes sense to reduce the number of residential addresses in the postcode by the same
amount that the number of non-residential addresses is increased. This is not the only
explanation, however – a number of businesses may share the same address or a small
business might be run from a residential address. In such cases reducing the number of
residential addresses is going to introduce new error into the estimate of population. In
addition there is the problem that double counting in the data will sometimes artificially boost
the number of businesses in a postcode. These complications, allied with the fact (evident
from figure A13) that the majority of postcodes would not be altered by such a process led to
the conclusion that any benefit derived from using UKI for this purpose would be outweighed
by both the effort involved and the new errors introduced.
B.4 Strategi
It was noted in section 3.3.2 that small-scale cartographic data contains some features that
have been displaced from their real location for the sake of visual clarity. A sample of
Strategi data was compared with a 1:25,000 scale printed map in order to determine how
reliably the former reported the locations of 100 specific features. For the sake of simplicity
only point features were used in this comparison, but as most of these “points” were in fact
intersections of roads and / or railway lines the results give some indication of how accurately
linear features are portrayed in the data.
Figure A14 shows the results of this comparison. Each point represents a single feature, with
its location on the graph showing the difference between its Strategi co-ordinates and those
obtained by examining the (more precise) paper map. None of the points are located on the
origin (which would indicate an exact match) and in some cases the difference between the
two sets of co-ordinates is more than 300 metres. Within this sample there is a distinct spatial
bias, with Strategi locating many features to north-east of their “real” location. The reason for
this bias is unknown, and no attempt has been made to compensate for it in the TDLs
produced from Strategi.
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Figure A14 Strategi errors – all feature types
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Figure A15 Strategi errors – rail stations
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Figure A16 Strategi errors – features other than rail stations
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Figures A15 and A16 show the differences in location for two subsets of the sample – railway
stations in the former and all other features (i.e. the intersections of linear features plus a
handful of large roundabouts and motorway junctions) in the latter. These graphs suggest that
the locations given for railway stations are less reliable than those given for other features.
This is not the case, however. A feature such as the junction of two roads is clearly definable
on the paper map. If a number of different people looked at the map and chose points to
represent a single junction the range of resulting co-ordinates would be small. In the case of
a railway station, however, the points chosen would probably be spaced much further apart
simply because the station is a larger feature. It is much less satisfactory to represent a
railway station with a point than is the case with an intersection. When the paper map was
“sampled” for the purpose of this comparison the co-ordinates of the railway station symbol
were used for the location of each station. The cartographer drawing the paper map chose the
locations of these symbols, and they are not “definitive” in any way. The co-ordinates given
in the Strategi data were found in many cases to fall within the clusters of station buildings
visible on the paper map and are therefore no less valid as representative points than the
railway station symbol. The greater “errors” seen in figure A15 are due to the problems of
representing large features with single points.
Scatter graphs of points such as figures A9, 14, 15 and 16 are useful for portraying the exact
differences between an SDS and “reality” (as represented by a more precise dataset) but do
not convey how these errors will manifest themselves in TDL and QID layers. Figure A17 is
an alternative portrayal of the data used to create these four graphs. In each case the coordinates of both the SDS and the more precise data have been “snapped” to the nearest 100m
grid centroid. These gridded co-ordinates have been then compared in order to determine
how close the paired points are to each other in terms of grid squares. With the exception of
Strategi rail station data, the graphs show that more than 80% of features lie in the correct
100m grid square or one adjacent to it. In the sample of non-rail station Strategi data no
features are more than two grid squares away from their correct location. A small percentage
of Address-Point features are more than 2 grid squares away from their equivalent Code Point
centroid. A swift examination of figure A11 shows these to be addresses at the ends of long
lines of buildings, far from the centre of their postcode. As in the case of the railway station
this “error” is a shortcoming of using a single point to represent large features rather than any
inaccuracy in the location of the Code Point centroid.
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APPENDIX C: DATA MAN IPULATION NOTES
C.1 Background data definitions
This section briefly outlines the steps by which QID background land use classes were
determined from the various TDL available. It is important to note that the definitions build
upon each other – QID 3 is an enhancement of QID 2, which is itself based upon QID 1.
QID 1 (section 6.3)
Land Use TDL
The only processing involved is the simplification of the Land Use TDL. The land use
classes described in appendix B.2 were collapsed as follows
•
•
•
•
•

Classes 1.1.1 to 1.2.4 were retained as they are.
1.3.1 to 1.3.3 became “Mining / Dumping”.
1.4.1 & 1.4.2 became “Parks / Recreation”.
2.1.1 to 4.2.3 became “Rural”.
5.1.1 to 5.2.3 became “Water”.

QID 2 (section 6.4)
The following logical steps were used to define land use in each 100m square:
1)
2)
3)
4)
5)
6)
7)
8)

Is the Land Use TDL value between 1.1.1 and 1.2.1?
Is the Dominant Postcode TDL value null?
Does the Dominant Postcode TDL show the square to be residential?
Does the Dominant Postcode TDL show the square to be non-residential?
If (1) is false, the simplified Land Use code is retained.
If (1) is true and (2) is false, the simplified Land Use code is retained.
If (1) and (3) are true the square becomes “Urban Residential”.
If (1) and (4) are true the square becomes “Urban Commercial”.

QID 3 (section 6.5)
The following logical steps were followed to define land use in each 100m square:
1)
2)
3)
4)
5)
6)
7)
8)
9)
10)
11)
12)
13)

Is the Water Bodies TDL value null?
Is the Urban Membership TDL value null?
Is the Shop and Service Area TDL value null?
Is the Land use code 1.1.1 (Dense Urban)?
Is the square “Rural”?
Is the square “Urban Residential”?
Is the square “Urban Commercial”?
If (1) is true the square becomes “Water”.
If (2) and (4) are true the square becomes “Mining / Dumping”.
If (2) is false and (5) is true the square becomes “Parks / Recreation”.
If (3) is false and (6) is true the square becomes “Urban Residential Retail”.
If (3) is false and (7) is true the square becomes “Urban Commercial Retail”.
In all other circumstances the QID 2 land use code is retained.
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C.2 The offset layer
The offset layer is used when adding postcoded list data to the basic QID – see section 6.7
above. Three different methods of modifying the Non-Housing Count in order to avoid
double counting were considered and are are outlined below. The third option is
recommended, but it is instructive to consider the alternatives.
The simplest approach is for the existing Non-Housing Count total for every grid square
included in the new layer to be reduced by the number of addresses that the list data allocates
to that square. This figure must not, of course, be reduced below zero as it would then incur a
reduction in the overall population!
A more involved method is to modify the address totals at the postcode level and produce a
new version of the Non-Housing Count TDL based on them. This approach raises the
question of what is to be done when the number of non-residential addresses in a postcode
given by the Code Point SDS is smaller than the number given in the list data and there are
residential addresses in the same postcode. One option is to accept that sometimes more than
one organisation can share an address and simply set the postcode's non-residential total to
zero. Alternatively it could be assumed that some of the residential addresses are examples of
misclassification in the Code Point SDS and are in fact non-residential. If this is the case then
the residential address total can be reduced to account for those addresses in the list data in
excess of the non-residential address total. In the absence of further information the
"conservative" approach in risk terms is to follow the first course of action. More
pragmatically, it should be noted that the second course of action requires the generation of a
new Housing Count TDL and (if major changes were made) Dominant Postcode TDL. As the
latter feeds into the generation of the QID Background Layer this too would then have to be
rebuilt.
Making changes to an existing TDL is clearly less time consuming than rebuilding one from
scratch. Unfortunately, the first approach has the potential to introduce major undercounting
errors in some circumstances. For example, a grid square might contain an office block with
a shopping centre at the base. These might be represented by two postcodes, one for the
shops (50 shops at 50 addresses) and one for the office block (50 companies at 1 address).
Let us assume that postcode referenced data on employee numbers became available for
offices (and not for shops): If the list data addresses were compensated for at postcode level
the number of addresses remaining in the Non-Housing Count for the square would be 50
(50+0). If the grid square level method was used only 1 (51-50) address would remain 13 . The
postcode-based approach can be likened to the division of a ship into compartments localised flooding (or, in this case, undercounting error) can be contained and prevented from
causing more serious problems.
The third method is to avoid modifying the basic QID layers completely and perform all
adjustments at the population calculation stage. The list-based foreground layer (Schools, in
this case) is applied in conjunction with an Offset layer containing a count of the addresses
(almost always 1 for Schools) allocated by the list to each square. The Offset count is
subtracted from the Non-Residential Address count when calculating the population of the
square. Performing the adjustment at the calculation stage enables additional postcoded list
TDLs to be added to the QID set with ease and permits such data to be removed and replaced
(with an updated or improved dataset) at will.

13

With no list data at all there are 51 undifferentiated non-residential addresses. This is also
unsatisfactory, but is a consequence of poor data rather than poor implementation.
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The key to this approach is the Offset layer. It is compiled from a special "Offset Base"
dataset in which the individual records are postcodes rather than grid squares. This dataset
holds two values for each postcode - the Code-Point count of non-residential addresses and
the number of addresses allocated by list data. When preparing the Offset QID layer the
number passed from postcode to grid square is the smaller of these two - guaranteeing that the
Offset value for an individual postcode (and therfore for a grid square) will never exceed the
number of non-residential addresses it contains. This means that there is no need to check
whether the result of (Non-Housing Count - Offset) is negative.
Only one Offset layer is used - regardless of the number of postcoded list TDLs that are added
to the QID. When a new layer of this type is added the number of addresses it allocates to a
postcode is added to the total of such addresses for that postcode in Offset Base. If the layer
is removed then the same number must be subtracted from the total. A new Offset layer must
be generated from Offset Base every time such a TDL is added or removed.
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GLOSSARY
Centroid – The central point of a body, an area or a set of locations. Note that in spatial data
a centroid is not necessarily located at the mathematically correct centre of the feature
it belongs to - its location may be approximated, or adjusted.
Code Point (CP) – Ordnance Survey digital data providing the location of unit postcodes.
See section 4.3.3.
Corine – Term used in this report to refer to a dataset produced by the Centre for Ecology and
Hydrology. Based on the ‘Land Cover Map of Great Britain’, this dataset has been
generalised and reclassed so as to be compatible with other european data. See section
4.3.2.
Enumeration District (ED) – the smallest spatial unit defined in the UK census.
Geographical Information System (GIS) – Computer software concerned with the storage,
retrieval and processing of spatial data.
Large-scale - In the context of maps and digital data this phrase is used (in this report) to
mean high detail. In other contexts it can be taken to mean vast in extent.
Ordnance Survey (OS) – The UK national mapping agency. Provides a wide range of paper
and digital products.
QRA - Quantified Risk Analysis.
QRA Input Data (QID) – One of a set of conceptual terms developed for this project to
differentiate between different types of data. See section 1.4.
Small-scale - In the context of maps and digital data this phrase is used (in this report) to
mean low detail. In other contexts it can be taken to mean limited in extent.
Source Data Sets (SDS) – One of a set of conceptual terms developed for this project to
differentiate between different types of data. See section 1.4.
Strategi – Ordnance survey digital cartographic data. See section 4.3.1.
Themed Data Layer (TDL) – One of a set of conceptual terms developed for this project to
differentiate between different types of data. See section 1.4.
UKInfo (UKI) – CD-ROM based database and software providing contact details of
individuals and organisations. See section 4.3.4
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