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FOREWORD
HSE recently commissioned research into how pre-existing software components may be safely
used in safety-related programmable electronic systems in a way that complies with the
IEC 61508 standard.
Two reports resulted from this work:
a)

Methods for assessing the safety integrity of safety-related software of uncertain
pedigree (SOUP) CRR337 HSE Books 2001 ISBN 0 7176 2011 5

b)

Justifying the use of software of uncertain pedigree (SOUP) in safety-related
applications CRR336 HSE Books 2001 ISBN 0 7176 2010 7

The first report summarises the evidence that is likely to be available in practice relating to a
software component to assist in assessing the safety integrity of a safety function that depends
on that component.
The second report considers how the available evidence can best be used within the framework
of the IEC 61508 safety lifecycle to support an argument for the safety integrity achieved by a
safety function.
Whilst these reports are the opinions of the authors alone and do not necessarily reflect HSE
policy, HSE offers this work as an illustration of a principled approach to:
a)

gathering evidence on the performance of pre-existing software components;

b)

applying that evidence within the IEC 61508 framework; and

c)

constructing a systematic and transparent argument for the safety integrity of a
specified safety function.

HSE proposes to issue guidance on good practice in the use of software components in safetyrelated systems. HSE invites comments on the practicality and effectiveness of the
recommended approach to achieving the above three goals, and on any other significant aspect
of the safety integrity of software components that is not addressed by this work.
Please send your comments by 27 July 2001 to:
Dr E Fergus
Technology Division
Electrical and Control Systems
Magdalen House
Stanley Precinct
Bootle
Merseyside
L20 3QZ
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SUMMARY
This is the final deliverable for the HSE project on “Assessment of Software Components for
use in IEC 61508-Compliant Safety-related Applications”. The main focus for this project is
“software of uncertain pedigree” (SOUP) used in safety-related applications. This document is
an updated version of an interim report, following a period of public consultation.
The approach in this report is to base the safety assurance of SOUP, within the context of IEC
61508, on a documented, five-phase safety justification, covering the preliminary, architectural,
implementation, installation and operation life-cycle stages. The safety justification should set
out the safety claims for the system, and the evidence and arguments that support them.
Of these, the architectural safety justification is the most important for SOUP, and corresponds
to the activities of Clause 7.6 of IEC 61508 Part 1. The design choices made at this stage have a
major impact on the safety assurance of systems containing SOUP. The choices should be
determined by the cost of obtaining safety evidence, the adequacy of the available safety
evidence and arguments, and the cost of maintaining the evidence over the system’s lifetime.
A “design for assurance” approach within the architectural safety justification can help to
minimise costs while maximising safety. For each candidate architecture, an analysis should be
carried out to identify the dangerous failures of the architectural components including SOUP.
Methods for limiting the effect of such failures should be identified, e.g. partitioning;
“wrappers”; diversity; safety and credibility checks; external safety checks and interlocks; and
dynamic safety checks. Alternatively evidence can be produced to demonstrate that the
probability of failure is acceptably low. The cost and safety of the candidates can then be
assessed, including the costs of developing and maintaining the safety justification.
The report recommends the compilation of an evidence profile for each SOUP component. This
summarises the available types of safety evidence for a SOUP component, and where available
may include test evidence, analytic evidence (of the product and the implementation process),
and field experience (if the product has been used in former applications). The report
summarises research on deriving worst-case bounds for software MTTF on the basis of field
experience.
Safety evidence for SOUP may be black box evidence (e.g. testing and field experience), or
white box (e.g. analytic evidence). In many instances it may be possible to obtain adequate
evidence by treating a SOUP component as a black box, and the report contains criteria for
deciding when black box evidence is sufficient, and when white box evidence is required.
The report considers how the rigour of evidence for safety requirements changes with SIL.
Finally, the report considers long-term management of safety-related SOUP. This should be
carried out at the safety justification level, where the impact of SOUP is controlled over the
lifetime of the safety-related system; and at the organisational level, where the dangerous
failures of a given SOUP component, which may potentially be used for a range of different
applications, are controlled.
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1 INTRODUCTION
For pragmatic reasons, safety-related systems often make use of “software of uncertain
pedigree” (SOUP), e.g. commercial operating systems, user interfaces, system libraries, etc. The
software might have been designed specifically for safety-related tasks or be a product that was
used in non-safety applications. This approach can reduce development time and offers the
potential for higher reliability than a “bespoke” system, provided the SOUP has been
extensively used in previous applications. However, the use of SOUP can present severe
problems in demonstrating compliance to the generic standard IEC 61508, i.e. showing that the
safety integrity of the system containing the SOUP is acceptable for a given Safety Integrity
Level (SIL).
This research study on the “Assessment of Software Components for use in IEC 61508Compliant Safety-related Applications” [20] was undertaken for HSE to address the issue of
safety-related SOUP. The objectives are:
a)

To survey practical and robust technical methods for assessing the safety integrity of
SOUP.

b)

To recommend criteria and evidence to justify the use of safety-related SOUP in a
manner that complies with the principles of IEC 61508.

c)

To consult relevant industry sectors to establish that the recommended approach is
technically sufficient and capable of practical application.

The first objective is addressed by a companion study on assessment techniques [6], while this
document covers the second objective — justifying the use of safety-related SOUP compliant
with the principles in IEC 61508. These documents have been used as a basis for consultation
with industry on the acceptability of the approach and have been updated in the light of the
comments.
1.1

STRUCTURE OF THIS DOCUMENT

The main part of the document begins in Section 2 with some background material, addressing
documented safety justifications, the characteristics of SOUP and the motivation for using it in
safety-related applications. Section 3 considers the way in which SOUP is addressed in IEC
61508. Section 4 describes the impact of SOUP on safety justification and introduces the five
safety justification stages that evolve through the system life cycle. The structure of the safety
justification is addressed in more detail in Section 5, concentrating on the most important
phase—the architectural safety justification. Design for assurance strategies and safety
justification evidence are considered. Section 6 describes safety management of systems
containing SOUP both at the system and organisational levels, and Section 7 summarises the
safety justification process for safety-related software containing SOUP. The main body of the
report concludes with a summary and conclusions (Section 8) and the references (Section 9).
Additional material is provided in the appendices. For convenience, the requirements in
IEC 61508 for SOUP are collected in Appendix A. Some actual problems with SOUP are
recounted in Appendix B. A theory by which reliability bounds for SOUP components can be
estimated is summarised in Appendix C, and software criticality analysis, a technique for
identifying the impact of the failure of software components, is described in Appendix D. An
example safety justification for a system containing SOUP is summarised in Appendix E, and
some example evidence profiles for SOUP components are given in Appendix F. Finally, the
way that SOUP is addressed in some other standards is described in Appendix G.
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2 BACKGROUND
This section contains background material on safety integrity levels, SOUP characteristics, the
motivation for using SOUP, and safety justification concepts.
2.1

SOUP CHARACTERISTICS

In determining an assurance approach for SOUP, it is useful to be clear about what characterises
it. SOUP comes in a variety of forms:
•
•
•
•

software components that form part of a program (such as libraries for graphics or
numerical calculation, and device drivers)
standalone programs and utilities (e.g. compilers and stress analysis packages)
high-level services that interact with multiple programs (e.g. operating system kernels,
networking, Web servers and database engines)
complete systems where the hardware and software are integrated (such as PLCs,
distributed control systems, medical devices and alarm systems)

In practice, any safety-related system could contain several types of SOUP at different levels in
its architecture, including cases where one SOUP component uses another SOUP component.
SOUP is characterised by some or all of the following:
•
•
•
•

It already exists.
It cannot be re-engineered by the user.
It is generic and is likely to contain functions that are unnecessary for the system
application.
It is often subject to continuous change. A mass market SOUP component will evolve
to meet consumer demands and to match the competition.

While SOUP might be viewed as “field-proven”, it is certainly not fault free. Some typical
examples of problems encountered when using SOUP are:
•

•

A bug in the timing algorithm in Microsoft Windows 95 and 98 that caused the
computer to stop working (hang) after 49.7 days. The actual “hang-time” was 232
milliseconds. Pure black box statistical testing might not have found this problem or it
could be masked by more frequent failures.
One of the difficulties with SOUP is the problem of assessing the impact of additional
functionality that is not used by the particular application. Normally the additional
functionality of SOUP can be determined from the documentation, but there are cases
where entirely undocumented features are included in such products. This is graphically
illustrated by the presence of “Easter eggs” in commercially available software. There
are over 1821 known Easter eggs in a wide variety of products. One example is the
flight simulator game hidden in Microsoft Excel.

Such problems are harder to deal with than in “bespoke software” because there can be severe
limitations on independent scrutiny and assessment of the software. There could well be
limitations on access to:
•
•
•
•

descriptions of development processes
design documentation
source code
fault histories
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However the degree of access to such information is variable—it could be a “thick SOUP” or a
“clear SOUP”, e.g.:
•

•

Commercial suppliers might provide information on development processes (e.g.
compliance to ISO 9001) but refuse access to source code and design documents.
However some commercial suppliers do grant restricted access for assessment purposes,
and more often fault histories or lists of known faults for product versions are provided.
The “Open Source” community produces widely-used products like the Linux operating
system, the GNU C compiler, the Apache web server and the Perl scripting language. In
these cases the source code is open for inspection and so are the fault histories but, due
to the collaborative nature of these developments, documentation on the development
process and design is sparse.

These characteristics of SOUP pose additional problems when attempting to justify the safety of
systems containing SOUP:
•
•

•

2.2

It is difficult to demonstrate compliance to best practice and applicable safety standards.
Changes in SOUP components may be inconsistent with other software components and
hence cause new failures. This can occur especially when the change is not evident (e.g.
change of a SOUP component within another SOUP component with no change in
version number).
The additional features in generic SOUP may affect safe operation. For example, a
control system that permitted on-line modification could be open to deliberate or
accidental introduction of erroneous control programs.
SAFETY INTEGRITY LEVEL

A safety-related system implemented with SOUP needs to be adequately safe. In IEC 61508 a
safety integrity level (SIL) is used to set targets for dangerous failures in a safety-related
function. The SIL represents the level of risk reduction to be achieved by the safety function,
and is based on a risk assessment of the equipment under control (EUC) and other external risk
control measures. While qualitative methods of assigning SILs can be used, quantitative targets
are also given, as summarised in the table below:
Table 1: IEC 61508 safety integrity level targets

System Integrity Level

Dangerous Failures/hour

4

≥ 10 to < 10

3

≥ 10 to < 10

2

≥ 10 to < 10

1

≥ 10 to < 10

Failures/Demand

-9

-8

≥ 10 to < 10

-5

-4

-8

-7

≥ 10 to < 10

-4

-3

-7

-6

≥ 10 to < 10

-3

-2

-6

-5

≥ 10 to < 10

-2

-1

It is important to note that a SIL is not applied to individual hardware or software components,
only to the overall safety function. However the components, when combined to implement the
safety function (or functions), should meet the SIL target. One can then say that each
component “meets the hardware/software failure requirements for SILx”. The shorthand phrase
“a SILx component” is convenient but incorrect.
The failures of components are a combination of “wear-out” failures in hardware and failures
due to systematic defects in hardware and software.
4

2.3

MOTIVATION FOR USING SOUP

While there are disadvantages in using SOUP, mass market SOUP can reduce the cost of
development—indeed, it may be the only way of producing certain systems in a practicable
time. Perhaps more significantly from a safety viewpoint, there are good theoretical and
empirical reasons for believing that extensive use of a SOUP product will result in increased
reliability (as faults are reported by users and corrected by the developers). This is illustrated in
the following figure taken from our earlier research and published in the SOCS report [19] to
the Health and Safety Commission (HSC).
MTTF Limit

10000

SIL 3
1000
SIL 2
Achieved
MTTF
(Years)

100
SIL 1

10
1
0.1
0.1

1

10
100 1000 10000 100000
Operational Usage (years)

Figure 1: Software MTTF vs. usage for different industrial systems

The figure summarises software failure data from nuclear, chemical and aerospace (control and
protection) industries. The claimed MTTF is limited to the total usage time. It can be seen that
long term usage is strongly correlated with MTTF, although some systems exhibit growth rates
100 times less than the best case limit. In addition only a certain proportion of these failures will
be dangerous (typically 10% to 20% in our experience). It therefore seems possible for the
software MTTFs of SOUP could permit IEC 61508 SIL 1, and possibly SIL 2 targets for
dangerous failures to be achieved.
Intuitively, one might expect that SOUP could be highly reliable if the following conditions
apply:
•
•
•
•
•

small programs
good quality development process
extensive field experience
good fault reporting, diagnosis and correction infrastructure
stable product

This intuition is supported by a recent reliability growth theory [3][4], which shows that timesto-failure can increase at least linearly with usage time. The theory predicts that worst case
mean time to failure after a usage time t is:
MTTF(t) ≥ (e⋅ t) / (N⋅ d)
where N is the number of residual faults at initial release, d is the number of times the software
fails before it is fixed, and e is the exponential constant (2.7181).
Ideally faults should be diagnosed and fixed immediately (i.e. d=1); poor diagnosis (d>>1) has
the effect of “scaling up” the failure rate contribution of each fault.
5

If the software is upgraded with new functions, this introduces an entirely new set of faults ∆N.
As these faults will initially have relatively little usage time, the failure rate will be dominated
by the new faults, i.e. the MTTF bound for a software upgrade approximates to:
MTTF(t + ∆t) ≥ (e⋅ ∆t) / (∆N⋅ d)
where t is the time of the last upgrade, ∆t is the usage time since the upgrade, and ∆N is the
number of new faults introduced by the upgrade. So while reliability improves as “bug fix”
versions are introduced, reliability falls at the next major release when new functions are added,
and there is no overall growth in reliability for a continuously changing SOUP product (indeed
there can be a long-term decline).
The theory supports the expectations listed above, as small programs and a good quality
development process reduce N, extensive field experience increases t, good fault reporting,
diagnosis and correction infrastructure reduce d, and a stable product avoids “upgrade” effects
that limit reliability growth.
In principle therefore, it is possible for SOUP to be reliable; the technical challenge is to
identify well-founded methods of assessment for demonstrating reliability in a safety-related
application.
2.4

SAFETY JUSTIFICATION

In this document we propose that SOUP is justified in a framework that is common to all
software. For some readers, the notion of a safety justification (also known as a safety case or
safety case report) will be entirely new, but for others it will be an accepted approach ([5], [2]).
By safety justification we mean, “a documented body of evidence that provides a convincing
and valid argument that a system is adequately safe for a given application in a given
environment.” The elements of a safety justification are illustrated in the following diagram.
Inference rule
Evidence
Claim

Evidence

Inference rule

Subclaim

Argument structure
Figure 2: Safety justification elements

The elements consist of: a claim about a property of the system or some subsystem; evidence
that is used as the basis of the safety argument (which can be either facts, assumptions or subclaims); and an argument linking the evidence to the claim. The inference rule is the means for
deducing the claim from the evidence.
Safety claims may include functional correctness, reliability, availability, security, fail-safe
response, supportability, etc. Arguments may be:
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•

deterministic or analytical—application of predetermined rules to derive a true/false
result (given some initial assumptions), e.g. formal proof, execution time analysis,
exhaustive test, demonstration of the single fault criterion

•

probabilistic—quantitative statistical reasoning to establish a numerical level of MTTR,
e.g. reliability testing

•

qualitative—compliance with rules that have an indirect link the desired attributes, e.g.
compliance with quality and safety standards, maintenance of staff skills and experience

There are two types of safety evidence:
•

direct evidence—consists of quantitative evidence, e.g. statistical testing, formal proof
and operational data; it also covers qualitative measures that it is reasonable to believe
add safety integrity, but in an unquantifiable way (e.g. design reviews)

•

underpinning or backing evidence—measures that imply that the above are trustworthy,
e.g. effective configuration management, or a comprehensive fault reporting system

Field experience is a key form of evidence for SOUP and is the basis of the “proven in use”
criterion in IEC 61508. It can be used for estimating software reliability and identifying and
avoiding known problems in the software. However, there are problems with using field data:
there may be limited access to fault and failure records, and the data may not be complete. A
common problem with SOUP is a lack of backing evidence.
Even the strongest forms of direct evidence will have incomplete cover or have some degree of
uncertainty. This may, for example, be due to:
•

The assumptions that the argument is based on (e.g. that there are no long term memory
problems, all faults are detectable, failures are independent, or small changes to the
software do not invalidate the operating experience).

•

Lack of confidence in the evidence offered (e.g. not all failures may be reported).

•

Incompleteness in the argument (e.g. operating experience may not provide evidence
for timeliness, or formal proof may not address performance).

As an example, consider a component with a safety-related response-time requirement. Tests
can be carried out to establish the response time under a variety of scenarios. However, there
will always be the possibility that there is a design fault (such as the potential for deadlock or an
infinite loop under some rare circumstances) that will prevent the requirement being met in all
cases, and which may manifest itself early in the deployment. In this report, we describe such
failures as early failures. The likelihood of an early failure depends on the distribution of
failures over time and the error in the estimate of the mean failure rate.
Overcoming this uncertainty will involve gathering additional evidence, which will typically
require a white box analysis of the SOUP component or its development process, or possibly
running additional tests. Since the need for white box evidence will rule out many SOUP
components, it is necessary to establish whether this additional analysis is necessary. This
depends on the consequences of a failure of the SOUP component. If the component is used in a
fault-tolerance architecture with a good deal of mitigation, a failure soon after installation may
not cause a serious incident and, providing the failure is revealed, the component can be fixed
by the developer, a work-around devised, or it can be replaced. However, if a failure is almost
inevitably followed by an accident (e.g. in the case of a full-authority flight controller), the
residual doubt must be reduced as far as possible.
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The need to supply safety arguments and evidence has an impact on the cost of SOUP. It may
initially appear cheap, but data capture can be expensive, and there may be practical bounds on
the evidence that can be obtained. This tends to reduce innovation and lead to a “stiff” safety
justification that is difficult to change. The cost also varies according to the evidence that is to
be provided. Analytical evidence can be costly if retrofitted, but may be more modular and offer
cheaper maintenance that other forms. The effort involved in testing increases as 10SIL and much
of it may need to be redone after changes.
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3 USE OF SOUP IN A STANDARDS CONTEXT
This section considers the way in which SOUP is addressed in IEC 61508. The approach of
other standards is described in Appendix G.
IEC 61508 (together with sector safety standards) is important because it provides a safety
management framework within which the technical aspects of justifying SOUP can be
positioned. It provides a systematic approach to the development and assessment of a safetyrelated system, of which key parts are:
•
•
•
•

assignment of a safety integrity level (SIL) depending on the nature of the safety-related
function
an overall life cycle for safety-related system development
requirements for information production to facilitate the assessment of functional safety
and independent scrutiny that are dependent on SIL
recommendations for development and verification techniques suitable for the required
SIL

However, the standard has fairly limited guidance related to SOUP (see the abstracts in
Appendix A). The main focus is on software components that form part of the run-time
application, and software tools/translators used to produce the run-time application.
The main mechanisms for the assurance of SOUP in IEC 61508 are:
•

•

Tools and translators
o Certification to some defined or de-facto standard (e.g. Ada test suites).
o Increased confidence through use. Based on monitoring fault history and
avoidance of known faults.
Run-time software
o A library of trusted components, where the trust is based on the same
verification and validation procedures as would be expected for any newly
developed software, or quite stringent “proven in use” requirements based on
long-term use, coupled with requirements on fault reporting and assurance that
the operating conditions and software versions are unchanged for the safetyrelated application.

This is rather limited from a number of perspectives:
•
•
•

It does not explicitly cover the whole range of SOUP (like device drivers and operating
systems).
It does not take into account the range of evidence that might be available (i.e. whether
it is a “clear SOUP”) where retrospective analysis may be feasible, or where additional
evidence might be gathered (e.g. through specific testing).
It does not offer any scope for mitigating the impact of the SOUP failure on the safety
function (e.g. by incorporating barriers in the system architecture).

In addition, IEC 61508 has less to say on how the safety of a system is demonstrated; a
functional safety assessment is required and there are extensive documentation requirements,
but there is no explicit requirement for a safety justification.
In the following sections we seek to remedy these limitations by:
•
•

incorporating an explicit safety justification into the IEC 61508 framework (Section 4)
examining how the use of SOUP is argued within this safety justification (Section 5)
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4 SAFETY JUSTIFICATION APPROACH
In this section, we define a phased approach to the development of a safety justification that can
be linked with the development stages identified in IEC 61508. This justification approach is
applicable to all safety-related software, but we discuss how SOUP can be addressed within this
overall framework.
Some sectors have to produce statutory safety cases, for example those defined in CENELEC
50129 [9] for the railways, and Defence Standard 00-55 for military systems. For these sectors,
the safety justification model represents how the safety cases evolve over the project life cycle,
and identifies how SOUP should be justified within a safety case. For sectors where no statutory
safety case is required, the safety justification model identifies how SOUP safety should be
documented.
The safety justification should be provided by a hierarchical document set, with a top-level
document providing a succinct account of why it is believed the system is safe, with pointers to
the detailed evidence. This top-level document is known as the safety case report in some
sectors.
Adelard has produced a guidance manual on safety case development for software-based
systems [2], and an example safety case in given in Appendix E of this report.
The development of a safety justification does not follow a simple step by step process, as the
main activities interact with each other and iterate as the design proceeds and as the level of the
components in the system changes. Based on [2] and practical experience in developing safety
cases for clients, we identify five safety justification stages that can be required on a real
project. They are:
•
•
•
•
•

Preliminary Safety Justification
Architectural Safety Justification
Implementation Safety Justification
Installation Safety Justification
Operational Safety Justification

These are essentially evolutionary phases in the construction of the overall safety justification
shown in Figure 2. The process starts by establishing the claims, then the arguments and
evidence are elaborated as the design and implementation of the system progresses.
The characteristics of the safety justification stages, and the main SOUP-specific activities
within them, are as follows.
4.1

PRELIMINARY SAFETY JUSTIFICATION

This establishes the system context, whether the safety justification is for a complete system or a
component within a system. It also establishes safety requirements and attributes for the system,
independently of the technology used for implementation. It defines operational requirements
and constraints such as maintenance levels and time to repair.
4.2

ARCHITECTURAL SAFETY JUSTIFICATION

This defines the system or subsystem architecture and makes trade-offs between the design of
the system and the options for the safety justification. It defines the assumptions that need to be
validated and the evidence that needs to be provided in the component safety justifications. It
also defines how the design addresses the preliminary operating and installation aspects for the
safety justification (e.g. via maintainability, modifiability, and usability attributes).
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The Architectural Safety Justification can be considered at two levels:
•
•
4.2.1

top-level—the assignment of safety requirements to equipment
computer level—the identification of a hardware/software architecture to meet the
safety requirements
Top-level architecture

At the top-level “Allocation of Requirements” stage in the IEC model, the safety requirements
are mapped onto E/E/PES systems (electric, electronic or programmable electronic systems).
Safety properties that might be identified for a system include:
•
•
•
•
•
•
•
•
•
•

functional behaviour
accuracy
reliability and availability
fail-safe behaviour
time response
throughput (e.g. transactions/sec)
response to overload
security (from attack)
usability (avoidance of human error)
maintainability (avoid errors when system is modified)

The safety functions, their associated performance attributes and SILs will be allocated to the
E/E/PES systems. Again these requirements are not SOUP-specific, but at the next stage the
computer-level architecture will have to address the possibilities of SOUP failure within the
PES.
4.2.2

Computer system architecture

To assess the feasibility of constructing a justification, with supporting evidence, to the required
SIL, the architectural safety justification has to take account of the computer-level architecture
identified in the “Realisation of PES” stage. The types of evidence available for the safety
justification will depend on these design choices. The options here could be:
•
•
•

a complete hardware/SOUP software package (like a PLC or a “virtual instrument”)
configured by user-level programming (using e.g. PLC logic diagrams)
off-the-shelf hardware, with various SOUP components, like an operating system,
compilers, and library routines
no SOUP at all (if justification is too difficult)

The choice of implementation approach will be driven by:
•
•
•
•

the cost of implementation
the cost of obtaining evidence
the adequacy of the safety arguments and evidence for the specified safety requirements
(typically more diverse and better-supported evidence is needed for more stringent
safety requirements)
the cost and feasibility of maintaining the arguments and evidence over the system
lifetime

The choice of system architecture is very important, and factors influencing whether SOUP is
chosen will be discussed later.
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4.3

IMPLEMENTATION SAFETY JUSTIFICATION

This safety justification argues that the design intent of the architectural safety justification has
been implemented and that the actual design features and the development process provide the
evidence that the safety requirements are satisfied. It assesses:
•
•
•
•
•

whether the planned tests and analyses have yielded the expected results
whether evidence is deficient
the safety impact of any deviations
whether changes are required to the safety arguments, or additional evidence is required
whether installation or operational constraints have to be imposed to maintain safety
(e.g. interfacing requirements, limitations on mission times, operational procedures,
requirements for re-calibration and maintenance)

This stage might include results and analyses planned for SOUP components (e.g. to provide
additional evidence), but all results would be treated in a broadly similar way.
4.4

INSTALLATION SAFETY JUSTIFICATION

This stage needs to demonstrate that the installation is consistent with the design and that
operation and maintenance procedures are implemented. In the case of SOUP, this would
include appropriate mechanisms for reporting faults, and procedures for dealing with new faults.
The process differs from “in-house” software, as there may be no direct method for fixing
faults, so “work-arounds” may need to be identified and justified in the operational safety
justification.
The Installation Safety Justification also defines any safety-related operational procedures
identified in the previous safety justifications. Human factors related issues are addressed such
as staffing requirements and competence levels, training of operators and maintenance
personnel, and facilities for long-term support.
This safety justification stage also records and resolves any non-compliance with the original
safety requirements.
4.5

OPERATIONAL SAFETY JUSTIFICATION

This reports on whether safety is being achieved in practice. It reports on compliance to
operating and maintenance assumptions. It identifies areas where system changes may be
required (for technical and safety reasons). It updates the safety justification in the light of
changes.
To support this safety justification stage, some mechanism has to be identified for:
•
•

ensuring that the operational and installation constraints are implemented (e.g. by
documented conditions of use, training, etc.)
monitoring the performance of the operational system to identify safety problems for
future correction

In the case of SOUP, additional evidence may be obtained from other users of the SOUP
(providing there is an adequate fault reporting and dissemination infrastructure) so that latent
faults in the software can be identified from a broader range of field experience.
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4.6

RELATIONSHIP OF SAFETY JUSTIFICATION STAGES TO THE SAFETY
LIFECYCLE

The figure below shows how this evolving safety justification relates to the safety life cycle and
the parts of IEC 61508.

Preliminary safety
justification

Architectural safety
justification

Implementation safety
justification

Installation safety
justification

Operational safety
justification

Figure 3: Relationship of safety justification and safety lifecycle

The example documentation structure in IEC 61508-1 relates to the safety justification stages as
shown in the following table.
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Table 2: Relationship between safety justifications and IEC 61508 documents

Safety justification stage
Preliminary safety justification

IEC 61508 documentation
Description of: overall concept, overall scope definition,
hazard and risk analysis.
Specification of: overall safety requirements.
Report on: verification, functional safety assessment.

Architectural safety
justification

Description of: safety requirements allocation.

Implementation safety
justification

Specification of: PES safety requirements, software safety
requirements, PES integration tests, PES and software
integration tests, hardware architecture integration tests,
software architecture integration tests, software system
integration tests, hardware modules design, software
module design, hardware modules test, software module
tests.

Report on: verification, functional safety assessment.

Description of: PES architecture design, hardware
architecture design, software architecture design, software
system design.
Report on: PES and software integration test, PES and other
hardware integration test, E/E/PES safety validation,
E/E/PES modification impact analysis, E/E/PES
verification, E/E/PES functional safety assessment, code
review, software module test, software module integration
test, software system integration test, software architecture
integration test, PES and software integration test, software
verification, software safety validation, software
modification impact analysis, software functional safety
assessment.
Instructions: user, modification, operation and maintenance.
Log of: E/E/PES modification, software modification.
Installation safety justification

Report on: overall installation, overall commissioning,
verification, functional safety assessment, overall safety
validation.

Operational safety justification

Report on: overall safety validation, overall modification
and retrofit impact analysis, verification, functional safety
assessment.
Log of: overall modification and retrofit.
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5 STRUCTURE OF A SAFETY JUSTIFICATION
As discussed above, the safety case will evolve over time (see the example safety case for
DUST-EXPERT™ in Appendix E). At the preliminary safety case stage, only the claims are
identified. The architectural safety case is a very important stage as it identifies the arguments
that will be used and the required evidence (which may already exist or need to be produced
during system implementation). At the computer system architecture level, the arguments will
need to cover SOUP components. During implementation and installation the planned evidence
is gathered to demonstrate that the design targets are met.
The architectural safety justification should not be regarded as a “bolt-on” extra, but should be
produced in parallel with the top-level architectural design. Quite often, a computer architecture
is only chosen to minimise implementation cost, but the costs of safety justification and longterm support can greatly exceed this. A “design for assurance” approach within the architectural
safety justification can help to minimise costs while maximising safety. This approach is
outlined below.
5.1

DESIGN FOR ASSURANCE

In a design for assurance approach we need to establish some candidate system architectures
(which may or may not include SOUP). In identifying candidates it is important to strive for
design simplicity (see Section 5.1.1). For each option:
•
•
•
•

Define a PES architecture and the associated safety justifications for the required safety
functions and safety attributes, e.g. timeliness, reliability, etc. (see Section 5.1.1). This
will also identify the evidence needed to support the arguments (see Section 5.2).
Identify the impact of the architectural components (including SOUP components) on
the system safety-related functions, due to direct failures and indirect damage to other
components (see Section 5.1.2).
Where failure modes are identified, identify methods for limiting the effects of failure
(e.g. by including “barriers” in the system architecture or operational safety procedures;
see Section 5.1.4).
Identify the issues of long-term maintenance and support, and strategies for minimising
the impact of failures (see Section 5.1.6).

The cost and safety of the candidates should then be evaluated (Section 5.1.7). The costs should
cover the complete life cycle, not just the implementation cost. SOUP will reduce
implementation cost, but safety justification costs (e.g. of obtaining the required evidence) and
the cost of maintaining safety in the long term also need to be included.
5.1.1

PES architecture

The top-level requirements for the PES include requirements for:
•

functional behaviour

But safety may also depend on other “attributes” including:
•
•
•
•
•
•
•

accuracy
reliability and availability
fail-safe behaviour
time response
throughput (e.g. transactions/second)
response to overload
security (from attack)
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•
•

long term maintainability
usability

The PES architecture should be capable of implementing the functional requirements and
attributes, but should also be as simple as possible in order to assist verification. This is
emphasised by some standards: for example in IEC 60880-1 [21] there is a requirement to “ease
verification by maintaining simplicity”, and in the IAEA Guide on Software Important to Safety,
simplicity is one of the key principles.
In general, the use of SOUP will increase complexity but it can still be a viable design option
because:
•
•

The complexity is hidden behind an interface, so the bespoke design complexity is
reduced. For example, logic controller software may be complex, but it enables the
actual logic to be expressed simply and be reviewed by safety experts.
Although new software designs can introduce additional (and unknown)
implementation uncertainties, and the use of established SOUP can help to reduce them.

Given the software architecture, safety arguments have to be outlined that demonstrate that the
safety functions and attributes are implemented. This includes identification of the required
evidence (see Section 5.2) for each claim.
5.1.2

Software failure analysis

The top-level safety analysis of the EUC will have already identified hazardous failures of the
EUC and its associated control system, and the required safety functions and their SILs will
have been determined. In the PES design stage we need to consider component and common
cause failure modes of the PES equipment that contribute to failures of the safety function(s) it
supports. The architectural safety justification needs to identify the safety relevance of the
equipment and the components that implement the safety functions (and all other components
that could interfere with critical components). While it has been part of good safety practice to
do this, it is especially important for SOUP, as the use of SOUP can introduce new failure
modes that were not anticipated in the original PES design analysis. Furthermore, SOUP
products, often by their generic nature, contain features and functions that are not required in a
specific application. The main activities in relation to software are:
Software identification
•
•

Identifying the software concerned. The software will include all software components
in the PES, and all off-line software tools that generate run-time code for the PES (these
could well be SOUP).
Establishing an appropriate level of documentation for the software failure analysis.

Identification of hazardous failure modes
This should identify the potential software failure modes within the architecture. This analysis
should cover all components including SOUP. It should identify:
•
•

•

Potential failure modes that directly affect a safety function or attribute. In the case of
SOUP this could include the activation of additional functions within the package.
Indirect failures that could affect the behaviour of other parts of the architecture (e.g.
prevent them from executing). For SOUP this might include aberrant behaviour like:
non-termination or writing to the wrong data location; excessive use of shared resources
(processor time, communications, file storage); failure to release common resources;
and failure to respond in a timely manner.
Whether the run-time software can be affected by failures in off-line tools.
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This identification activity can be performed using standard safety analysis techniques such as
Hazops, FMEA or FTA applied to the software architecture. Potential interference effects
between components can be identified by a software oriented common-mode failure analysis
(e.g. effects such as overloading the processor or other shared resources, locking shared
resources, etc).
Criticality assessment
A SIL is associated with the overall safety function rather than with the individual
hardware/software components that implement the safety function. Exactly how the functional
level risk reduction requirement (the SIL) applies to specific system software components is
unclear. It is necessary to establish the systematic integrity of software in a manner exactly
analogous to determining the safety integrity of any safety-related subsystem (including
hardware) that has systematic failure possibilities.
Ideally there should be rules for mapping component characteristics to systematic failure
requirements at a given SIL that take account of the architectural defences. For example diverse
components that meet the requirements of a lower SIL could be acceptable at a higher SIL as
long as segregation barriers and common components are implemented appropriately for the
higher SIL. Unfortunately no such rules yet exist for determining software component criticality
in IEC 61508.
There are two main elements to consider when classifying software component criticality: the
impact of the failure on the safety function(s), and frequency of occurrence. The criticality
assignment should:
• evaluate how credible (or frequent) such component failures are
• determine the potential impact of the component failures (whether they are likely to
cause a dangerous failure or be trapped by some design safety feature)
• establish the segregation boundaries and any other components that may be affected
inside and outside the boundary
• rank the software components according to their perceived impact on the safety
functions
In the case of SOUP it is possible to develop a standard “evidence profile” that can be used to
support these assessments for a given project (see Section 5.2.1).
5.1.3

Control of component failures

This stage determines what action is needed to control the component failures. Component
criticality can be minimised by reducing the impact on the safety function or by reducing the
expected frequency of failure.
•
•

Active “barriers” can be implemented in the PES architecture to detect component
failures and take a safe action (see Section 5.1.4).
The expected frequency of occurrence can be shown to be at an acceptably low level, or
non-existent, using the following types of evidence:
o in the case of SOUP components, evidence from past operation can be used to
show the failure rate is adequately low (Appendix A)
o specific tests and analyses can be identified for the implementation phase that
minimise the chance of failure (“process defences” are discussed in Section
5.1.5)

It might be useful to identify a special activity, the Software Criticality Analysis (SCA), that
covers both architectural and implementation phases. This analysis could combine criticality
assignment at the architectural phase with supporting analyses performed during
implementation. While some of the SCA activities have been undertaken on a wide variety of
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projects there is not a large literature or body of examples on SCA (see [7], [10], [11], [23],
[28]). In particular the assessment and description of the criticality of components requires more
work to understand how approaches based on reliability modelling, design heuristics such as
inheritance rules, and keyword based qualitative descriptions can be best deployed. A more
detailed description of a possible approach to SCA is given in Appendix D.
5.1.4

Active barriers

Typically the system design can use various types of “barrier” to limit the impact of SOUP
components:
•
•
•

•

•
•

partitioning—Preventing failures from non-critical functions affecting critical functions
(e.g. implementing functions on different processors or different memory partitions).
“wrappers”—SOUP components might be accessed through “wrapper” software. This
could limit access (e.g. prevent use of unneeded functionality, and/or check the validity
of parameters).
diversity—At the PES level, diverse SOUP-based solutions could be implemented and
their results combined or compared by some external comparator logic. At the software
component level, diverse SOUP can be run in parallel and compared in software, albeit
with a loss of simplicity.
safety and credibility checks—These can be used if the equipment can be forced to a
“safe state”. Typically the output is checked for credibility or consistency with the
inputs. A simple example is a drug infusion system where a complex computation on
drug dose is checked against specified safety limits and held within those limits.
external safety checks/interlocks—The same approach can be implemented in simple
hardware (which may be simpler to justify).
dynamic integrity checks—The integrity of the system is continuously checked by test
software that can only run after the safety functions have been performed. Loss of
output from the integrity checker indicates that the system is faulty.

It is often the case that the effort in showing that software partitioning mechanisms are effective
is extremely onerous. For example the implementation of several functions in the same
processor could lead to mutual interference (e.g. by a “crash”, corruption of critical data and
programs, resource locking, or excessive processor usage). Unless non-interference can be
demonstrated, all software on the processor must be regarded as a potential source of failure and
therefore safety-related.
In general, hardware-implemented barriers avoid introducing complexity, and the integrity of
the defences is easier to assure. This approach avoids additional complexity in the software, and
the barriers should reduce the criticality of the software and the amount of software assurance
evidence required.
In the implementation stage of the safety justification, evidence will be required to show these
barriers are effective.
5.1.5

Process defences

Process defences are forms of analysis and testing that give greater assurance of software
integrity. IEC 61508 identifies a range of techniques that are applicable to SOUP and also for
which SIL they are recommended—these are listed in Appendix H.
The IEC recommendations seem to focus mainly on quality control and functional correctness.
In practice there are a range of safety-related attributes like timeliness, security etc. that need to
be assured. Section 5.2 identifies specific attributes and how they can be tested.
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In addition, the software failure control strategy may assume non-interference between
components. This is quite difficult to verify by testing, but access to the source code could
permit white box analysis (such as data and control flow analysis) to check that segregation is
maintained.
Process defences can also be applied to off-line SOUP tools. Options include:
•
•
•

validation of the tool against a standard test suite
functional testing of the code generated by the tool
analysis of the object code generated by the tool

This final defence is quite effort intensive and tends to be used only for SIL 3 or 4 applications,
especially for compilers that generate machine code [29]. On the other hand, some process
control systems include facilities for back-translation of the generated code, which reduces the
effort required to verify correct translation.
5.1.6

Long-term maintenance and support

A safety system has to maintain its integrity over the long term. Changes may be needed to
incorporate new safety requirements, fix undetected problems, and cope with changes in
technology (which make the existing hardware and software obsolescent). The assessment of
threats to the safety function(s) during maintenance should include:
•
•
•
•

hardware (computers, interfaces, communications, etc.)
off-line support software (compilers, linkers, loaders, simulators, test data generators,
configuration control systems, etc.)
application software
run-time support software (libraries, operating systems, etc.)

An assessment should identify:
•
•
•
•
5.1.7

how long the item will be supported
what strategies will be used to maintain safety when an item is upgraded
what strategies will be used to maintain safety when support is no longer available (e.g.
replacement with functional equivalent, maintaining the “status quo”, etc.)
whether the human skills needed for long-term maintenance of the PES hardware and
software elements and are likely to be available
Design evaluation

The candidate designs should identify:
•
•
•
•
•

an overall software architecture, run-time components and supporting tools
a set of potential software failure modes and how they are controlled or quantified (e.g.
by barriers, process evidence and past experience)
an outline safety justification identifying the required evidence and arguments used to
demonstrate compliance to the PES safety requirements
an assessment of the long-term maintainability of the system design and supporting
safety justification
evidence requirements for the system and components for the safety justification at the
implementation level

This allows the credibility of the safety justification arguments to be assessed, together with the
cost and feasibility of obtaining the evidence, and the maintenance risks and costs. This can be
used in design trade-offs to select an optimum design that balances risk and cost.
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5.2

SAFETY JUSTIFICATION EVIDENCE

In this subsection, we consider the general types of evidence that may be available for SOUP.
The issue of when it is necessary to have “white box” evidence about the SOUP is addressed in
the next subsection, Section 5.3, and the types of evidence that are appropriate for each SIL are
discussed in Section 5.4.
The architectural safety justification will contain a justification that the allocation of functional
and non-functional requirements is sufficient to meet the specified safety performance. As
illustrated in Figure 2, the safety justification consists of:
•
•
•

a claim that the PES safety requirement is met
an argument to support that claim
evidence used by the argument

The types of evidence that can be used are:
•
•
•

test evidence
analytic evidence (of the product and the implementation process)
field experience (if the product has been used in former applications)

This evidence might be produced by the system implementor, or be available from a SOUP
supplier or competent third party. Table 3 below summarises the evidence that may be obtained
for SOUP safety attributes in each of these categories, and indicates whether it is obtainable
from black box or white box examination (black box and white box evidence is discussed in
Section 5.3).
Table 3: Safety evidence for SOUP

Attribute

Functional
properties

Black box

White box

Test evidence

Field experience

Test evidence

Analytic evidence

Functional testing

Evidence of
extensive use

Evidence of
high test
coverage

Formal proof of
logical behaviour

(Part 7 B5.1,
B5.2, B6.5, C5.3)

Analysis of
known faults in a
product

(Part 7 C2.4, C5.13)

(Part 7 C5.8)

(Part 7 B5.4)

Timing
properties

Response time
tests
(Part 7 C5.22)
Maximum
throughput tests
(Part 7 C5.20)

Analysis of
known timing
faults in a
product. e.g. from
field defect
records
(Part 7 B5.4)
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Worst case timing
analysis
Performance
modelling

Table 3: Safety evidence for SOUP

Attribute

Robustness

Black box

White box

Test evidence

Field experience

Test evidence

Analytic evidence

Fault injection
testing (internal
and I/O)

Evidence from
incident reports
on effectiveness
of fault tolerance
measures, e.g.
from analysis of
field defect
records

Error seeding

Design evidence that
internal and external
failures can be
detected, and
appropriate action
taken

(Part 7 B6.10)
Power failure and
equipment failure
tests

(Part 7 C5.6)
Software fault
injection [35]

(Part 7, using any of
C2.5, C3.1 to C3.13)
Data flow analysis
(one portion of code
affecting another, e.g.
using an incorrect
pointer value). This
supports a software
partitioning argument
(C5.9, C5.10, C5.11)
Exception condition
analysis (e.g.
avoidance of
underflow and
overflow [12])
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Table 3: Safety evidence for SOUP

Attribute

Reliability

Black box

White box

Test evidence

Field experience

Test evidence

Analytic evidence

Reliability testing
(using expected
operational
profile)

Field reliability
measurements
(for a similar
operational
profile)

Evidence of
high test
coverage

Evidence of a low
probability of
residual faults (from
analysis of the
process and the
product)

(Part 7 C5.1)

(Part 7 B5.4)
Estimates based
on residual faults
and operating
time
(Appendix C)
Use of
trusted/verified
components
(Part 7 C2.10)

(Part 7 C5.8)

(Part 7 C4.1 to C4.6,
C5.15, C5.16)
Exception condition
analysis (e.g.
avoidance of
underflow and
overflow [12])
Program structure
analysis (can identify
portions of dead
code, control and
data flow anomalies
and measure program
complexity)
(Part 7 C5.9, C5.10,
C5.11, C5.14)
Evidence of
compliance to good
design practice
(Part 7 B3.1 to B3.8.
C2.1, C2.2, C2.3,
C2.10)
Compliance to good
coding practices
(Part 7 C2.6 to C2.9)
Identification of
undocumented
features (“Easter
eggs”)
(Part 7 C5.15, C5.16)
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Table 3: Safety evidence for SOUP

Attribute

Accuracy

Black box

White box

Test evidence

Field experience

Measuring
accuracy for
known test cases

Analysis of
accuracy
problems in
known faults in a
product

Test evidence

Analytic evidence
Numerical analysis
Algorithm stability
analysis

(Part 7 B5.4)
Resource
usage

Worst case load
tests (disc,
memory,
input/output,
communications,
processor)

Resource usage
monitoring data
from similar
applications

Excess load tests
(Part 7 B6.9,
C5.21)

Design evidence of
static assignment of
resources at start-up

(Part 7 B6.6)

Worst case resource
analysis
(Part 7 B6.7)

(Part 7 B6.9,
C5.21)
Overload
tolerance

Statistical
simulations of
resource usage

Analysis of
known faults in a
product
(Part 7 B5.4)

Design evidence that
system will degrade
gracefully in
overload conditions
(Part 7 C3.11, C5.20)

Maintainability

Experimental
“dry run” of
maintenance
(B.4)

Analysis of
maintenance
history to show
process, people
and tools in place

Configuration
integrity (where
SOUP makes use of
further SOUP,
establishes that
subsidiary component
versions remain
unchanged for a
given version of the
“top-level” SOUP)
(Part 7 C5.24)
Prevention of
maintenance error
(Part 7 B4.1, B4.3,
B4.8)
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Table 3: Safety evidence for SOUP

Attribute

Security

Black box

White box

Test evidence

Field experience

“Hacker” tests

Security
performance past
systems

Test evidence

Analytic evidence
Analysis of security
features
ITSEC compliance
Code assessment for
security holes (e.g.
weak passwords, lack
of network access
protection, deliberate
“trap-doors”, etc.)
(Part 7 C5.15, C5.16)

Usability

Human factors
tests

Human error
reports

(B.4)

Compliance to HCI
standards and
guidelines
Prevention of
operator error
(Part 7 B4.1, B4.2,
B4.4, B4.6, B4.9)

The field experience that might be available includes the following:
•
•
•
•
•

evidence of SOUP usage (how many users, for how long)
evidence of SOUP stability (number of different versions)
fault history (known faults in each version)
analysis of field problem reports (failure rate in field operation)
track record of supplier (quality systems, other products, etc.)

The analysis of field experience is a key feature of SOUP, and Appendix C presents a theory for
reliability estimation developed for the nuclear industry and extended and validated as part of
ongoing research [3][4]. It is a simple model that predicts the long-term reliability of software
and, unlike other reliability growth theories, seeks to identify a worst case bound rather than a
best estimate of reliability.
Test and analytic evidence may be available from third-party evaluation from one or more of the
following:
•
•

certification of a SOUP to some specific assessment standard (e.g. TÜV assessments
using [13], [14])
certification of the development process (e.g. using CASS certified assessors [8] or
other competent bodies [16]) for compliance to IEC 61508
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•

use of compliance testing suites where SOUP implements some standard (e.g. the IEC
61131-3 PLC language, the Ada test suite [1], POSIX compliance for Unix, FIPS 160
[34], MISRA guidelines [24], etc.)

Third party certifications are not usually sufficient on their own. They may not cover some of
the attributes relevant to functional safety (e.g. time response), and usually have usage
limitations that must be shown to apply to the specific application.
5.2.1

Evidence profile

For each SOUP component, an “evidence profile” can be constructed, and this can be used in
deciding the implementation approach and associated safety arguments. For example, if a
programmable logic controller (PLC) package is used, consisting of off-the-shelf hardware and
SOUP, the “evidence profile” might be as shown in the table below. Some other evidence
profiles are given in Appendix F.
Table 4: Example evidence profile for a PLC

Category

Evidence

Type of system
nature of SOUP—application Hard real time, complete system with proprietary
(hard real time, off line,…)
hardware.
size of SOUP /kloc, Bytes

PLC kernel is 10 kilobytes. PC-based language translator
and loader 10 000 kilobytes.

general
provenance,
where Developed by XYZ Inc. in USA as a commercial
developed,
in
how
many product.
countries, by whom, when
supplier’s track record

In market for 30 years, makes many similar PLC
products, good reputation.

languages used (and features)

IEC 61131-3.

Expertise
availability of expertise
software inside product
in applications of the product

in Within the XYZ company only.
Product widely used.

Field experience
data on faults found

Yes—under non-disclosure agreement.

data on time to failures

No public data.

data on versions that faults relate Yes—under non-disclosure agreement.
to
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Table 4: Example evidence profile for a PLC

Category

Evidence

data on number of units in the Yes—10 000 units worldwide.
field
data on operating time to failure

Hardware MTTF figures available (from field service
reports).

data on configuration, type of Yes, at developer’s site.
application
evidence from more than one data
provider

Yes, from a variety of users.

evidence of data collection Yes, well developed fault collection reporting and
process (procedures,…)
correction scheme. Under-reporting from users likely
although most serious errors will be reported.
Modification evidence
modification history

PLC versions are known.

details of modification process

Details of changes made in each version are provided,
together with list of unresolved problems.

System Documentation
Design documents

Not available.

Source code

Not available.

Development Process
data on development process, Not available.
what techniques used and where
data on errors made and found Not available.
during development
User documentation
system design concepts

No.

user manual, configuration guide

Yes.

application manual

No.
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Third Party Assessments
product

TÜV certified fail-safe to AK5.

process

ISO 9001 certification for software development.

Product Attributes
Fail safety

Fail-safe design of input/outputs, watchdog failure
detection.

Functional correctness

Test of compliance to IEC 61131-3.
Translator detects “orphan” logic, type mismatches and
missing connections.

Maintainability

Line replaceable unit.

Modifiability

Software configuration stored on PC, can be downloaded
to PLC.

Reliability and availability

Field evidence indicates MTTF of around 10 years.

Robustness

Complies with EMI standards.

Security

Physical key needed for local update, password needed
for remote update over network.

Timeliness and throughput

Can process around 10 000 logic blocks/second.

Usability

Easy to use graphical interface for constructing and
editing logic diagrams.

5.2.2

Additional evidence

The SOUP evidence profiles help to support the safety arguments, but clearly the SOUP is only
part of the system—it needs to be configured for a specific application and connected to some
equipment that it controls or monitors. So there is additional evidence to be produced by the
system developers, which directly supports the safety claims for the system.
Additional evidence could be PES-specific tests such as:
•
•
•

functional tests (test of specified functionality)
statistical tests (test of long term reliability of application and underlying software)
timing tests (test of end-to-end time delay)

Alternatively there could be analytic evidence, such as:
•

demonstrating the specified logic and implemented logic is equivalent
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•

computing the worst-case response time (e.g. from the number of logic blocks and logic
speed)

Equally there could be supplementary field evidence available from other product users that
could contribute to the safety arguments.
5.2.3

Summary

In summary, the overall safety arguments for a PLC-based SOUP implementation might be as
follows (italics indicate SOUP “evidence profile” data—see Section 5.2.1).
Table 5: Example safety arguments for a PLC

Functional
behaviour

Accuracy

Reliability and
availability

Fail-safe behaviour

– functional test

not applicable
(logic system )

– application
reliability tests and
evidence that are
representative

– fault injection tests

– demonstration of
equivalence of
specified logic to
implemented logic

–TÜV fail-safety
certification for PLC

– PLC software
reliability estimate
based on reported
faults and supported
by assessment of
reporting procedures

– passes compliance
test for IEC 61131-3

– PLC hardware
reliability data
Time response

Response to
overload

Robustness to
external
environment

Security

– timing tests

– argument that
system cannot be
overloaded based on
published design
documentation (fixed
scan rate design)

– environmental test

– no on-line changes
permitted (wrapper)

– worst case time
estimate based on
published logic
processing speed.

– compliance to EMI,
etc. standards

– password protection

– software design will
detect illegal I/O
values

A more extensive example safety justification is illustrated in Appendix E.
5.3

BLACK BOX AND WHITE BOX EVIDENCE

This section considers when it is necessary to have white box evidence to give adequate safety
assurance.
5.3.1

Qualitative criteria for white box evidence

It is possible to give some qualitative criteria to identify the SOUP components that are most
readily assured as a black box, and these are summarised below.
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Table 6: SOUP features that aid black box assessment

Feature
Not time critical.
Adequate assurance of reliability from statistical tests or field experience.
Reliability much higher than the application requirement, so robustness and overload
performance is not an issue.
Known resource usage and demand on system environment.
Design that limits the impact of failures, or, is used in a system that can tolerate failures
and/or has strong methods of fault detection.
Provides some design information that assists safety justification over the black box
minimum, e.g.:
Information on the size of the program and the approximate development process can
make reliability modelling as described in Appendix C more accurate.
Knowledge that the design is deterministic increases confidence in functional testing.
Assurance that the complete functionality is accessible through the interface reduces
concerns over unexpected failure modes.

Some examples of SOUP components that can be assured as a black box are:
•
•
•
•

a component in a non-time-critical application with modest reliability requirements, e.g.
an off-line advisory system (but see below for problems of knowing the environment)
a mature microkernel with extensive experience and well-defined interface (design
information may be available but not source code), unchanged for many years
a device driver with extensive experience and a write-only interface (there may be some
design information on worst case resource usage, and fault detection by a watchdog or
by monitoring outputs)
a communications subsystem where the information can be checked by another
subsystem

Potentially difficult areas without white box information about the SOUP are:
•
•
•
•
•
•

systems with reliability higher than is feasible to demonstrate from statistical testing,
and no field experience
systems that are non-deterministic
large systems where the uncertainty in reliability modelling using methods such as
Appendix C gives an unhelpfully high failure rate bound
time-critical systems
control systems with requirements for accuracy and stability, but where the algorithm
and implementation are not known
new components, without a track record
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•
5.3.2

systems where it is difficult to establish the configuration and assess the impact of
differences, e.g. the dynamic linked library configuration on a general-purpose PC
Variation of the need for white box evidence with SIL

In this subsection, we consider the way the need for white box analysis for SOUP varies with
SIL. The practicality of obtaining evidence for SIL achievement is discussed in Section 5.4.
White box evidence is required in cases where black box evidence is not sufficient to justify the
SIL requirement. This may be because enough black box evidence is not available: for example,
in the case of a newly developed system with little field experience but a high SIL requirement.
However, it may also be because there is insufficient confidence in the black box data, taking
account of the uncertainty described in Section 2.4. Unfortunately there is no accepted approach
for deciding what confidence-building assurance tasks it is reasonable to do. To address this in
this report, we use the term ACARP (as confident as reasonably practicable), by analogy with
ALARP.
The need to consider confidence exists even though, within the IEC 61508 framework, the SIL
expresses the average probability of failure on demand for a function over its lifetime, and
includes the uncertainty. While in theory, for certain classes of statistical distribution, actions
that increase confidence do not affect the average value, in practice confidence-building
measures can be one-sided (e.g. reducing the chances of a system with a SIL 3 requirement
actually being SIL 2) and as such will increase safety. Furthermore, we know that software
failure rates can have a very skewed distribution, such as the log normal distribution [25]. In
these skewed distributions, the peak value (mode) can be very different from the mean, so
reducing the spread from the peak value on both sides reduces the skew and improves the mean.
The need for white box analysis to make a safety justification ACARP can be thought of in
three bands, in a similar way to the ALARP principle:
•
•
•

visibility is required as a point of principle
visibility is required to give confidence in the evidence provided (an ACARP region)
visibility is not required

In practice, different attributes (as listed in Section 5.1.1) have different visibility requirements
so that a family of tables might be required.
5.3.2.1 The visible in principle region
There are strong principles underlying the development of safety standards that critical systems
should be under intellectual control: that is, someone should understand the details of the
system, how it is being used and its safety context. Therefore, above a certain degree of safety
integrity:
•
•
•

it should be known exactly what software is in the system (the version etc.)
the functionality of the software should be understood in its entirety in its operating
context
there should be confidence that there is no hidden or misunderstood functionality (e.g.
security threats, “Easter eggs”)

The need for understanding leads to smaller software and discourages large heterogeneous
systems.
There is no “visible in principle” requirement in IEC 61508, although it is implied by the white
box techniques recommended for SIL 3 and SIL 4. Typically the need for visibility would
increase with SIL although other factors may also affect visibility requirements, such as the
need to estimate timeliness and reliability of components using white box analysis.
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5.3.2.2 The ACARP region
In this region, visibility of the code, design and other information is required to give confidence
in the system. The effort expended on making the software visible should be proportional to the
closeness to the “visible in principle” region, but will also be influenced by the type of safety
argument being put forward.
As an illustration, most SOUP components with SIL 1 and SIL 2 requirements might be in this
region.
5.3.2.3 Black box, “invisible”, region
In this region, the system attributes can be demonstrated with adequate confidence from black
box analyses, provided there is configuration consistency. White box evidence is not required
unless it can be provided very cheaply, although good engineering practice needs to be followed
as the component does have some safety significance. Examples would be:
•
•

Systems where strong methods can be used to demonstrate that failure modes are biased
to a safe state.
Systems where there is sufficient mitigation that early failure can be tolerated and
corrected over time. For some such systems (e.g. command and control systems),
failures of, say, 10 per year might be acceptable, but they are still safety-related as they
could, in theory, lead to accidents.

As an illustration, some SIL 1 SOUP components might fall in this region.
5.4

EVIDENCE FOR SIL ACHIEVEMENT

The previous subsection considered the way in which the need for white box evidence varies
with safety integrity and other parameters. This subsection discusses the practicality of
obtaining evidence for SIL achievement and justifies the need for some visibility of the code
and design of systems with high SIL requirements.
As outlined in Section 5.1.2, in the application of SOUP a software hazard analysis should be
used to assess the relative threat to the safety function from the SOUP with respect to the SIL of
the E/E/PE system. There will also be requirements, arising from the need to apply reasonable
measures, to examine operating experience when it is available. At low SILs this might form an
important part of the safety argument. At higher SILs, it may just be providing assurance that no
contradictory evidence exists.
The following table summarises how the arguments and evidence vary with SIL for each safety
attribute.
Table 7: Variation of evidence with SIL and size

Attribute
Functional
properties

Variation with SIL and size
Functional testing should be feasible for all SILs, difficulty increases with
complexity of functions and of the environment.
Analysis of known faults in a product should be undertaken whenever
evidence available. Increase in complexity with size.
Formal proof of logical behaviour only feasible at high SILs and for
modestly sized systems. Unlikely to be technically feasible retrospectively
although analysis of design of key algorithms may be possible (e.g.
scheduling, protocols).
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Table 7: Variation of evidence with SIL and size

Attribute
Timing
properties

Variation with SIL and size
Response time and maximum throughput tests applicable at all SILs.
Analysis of known faults in a product should be undertaken whenever
evidence available. Increases in complexity with size.
Worst case timing analysis and performance modelling required to give
confidence at higher SILs: implies white box analysis needs to be feasible.

Robustness

Extent of fault injection testing (internal and I/O), power failure and
equipment failure tests will vary with SIL.
Evidence from incident reports on effectiveness of fault tolerance measures
should be assessed whenever available.
Design evidence that internal and external failures can be detected and
appropriate action taken will probably be needed for higher SILs.
Data flow analysis and exception condition analysis required for high SILs:
implies access to source code.

Reliability

Reliability testing (using expected operational profile) effort increases by
an order of magnitude for each SIL. Highest SILs require multiple copies
and/or accelerated testing. Higher SILs require more backing evidence.
Evidence of high test coverage only feasible if source code and test
environment available. Feasibility not a function of SIL.
Field reliability measurements (for a similar operational profile): the
amount of experience needed increases by an order of magnitude for each
SIL. Normally only applicable for high demand or continuously operating
systems with multiple copies. Increased backing evidence (e.g. on efficacy
of fault reporting) may become onerous at high SILs.
Estimates based on residual faults and operating time applicable at all SILs.
Increasingly difficult for high SIL unless overwhelming evidence and good
estimate of N. As usual design or process evidence needed to support
argument.
Evidence of a low probability of residual faults (from analysis of the
process and the product).
Exception condition, program structure and programming standards
compliance analysis more likely to be required at high SILs. Feasibility
depends on size and complexity of code and access to source.
Identification of undocumented features (“Easter eggs”) required for all
SILs.

Accuracy

Measuring error for known test cases should be undertaken for all SILs.
Increased backing evidence required as SIL increases.
Analysis of known faults in a product should be undertaken where
available for all SILs.
Numerical analysis and algorithm stability analysis for higher SILs, and for
lower SILs if accuracy or stability judged a safety issue.
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Table 7: Variation of evidence with SIL and size

Attribute

Variation with SIL and size

Resource usage

Worst case load tests (disc, memory, input/output, communications,
processor) should be undertaken for all SILs. Increased backing evidence
required as SIL increases.
Resource usage monitoring data from similar applications should be
assessed for all SILs where available.
Design evidence of static assignment of resources at start-up and worst
case resource analysis required for higher SILs. Implies access to code
and/or design information.

Overload
tolerance

Excess load tests undertaken for all SILs. Rigour and extent of backing
evidence increases with SIL.
Analysis of known faults in a product should be undertaken where
available for all SILs.
Design evidence that system will degrade gracefully in overload
conditions.

Maintainability

Experimental “dry run” of maintenance should be done for all SILs. Rigour
will vary with SIL.
Analysis of maintenance history to show process, people and tools in place
should be undertaken where available for all SILs.
Configuration integrity more difficult for systems where SOUP makes use
of further SOUP (an example problem is the silent alteration of shared
libraries that occurs in Windows products). Need to establish that
subsidiary component versions remain unchanged for a given version of
the “top-level” SOUP. This evidence will be required for all SILs. Rigour
will increase with SIL.

Security

Security in operation – evidence examined for all SILs.
At higher SILs will need augmenting with analysis implying some white
box information (of code, design) or knowledge of process.
At high security levels, not related to SIL but to security environment, code
assessment for security holes required (e.g. weak passwords, lack of
network access protection, deliberate “trap-doors”, etc.). Important issue
for SOUP especially if pedigree shows security weaknesses.

Usability

At higher SILs more evidence will be required to demonstrate the user has
the relevant expertise and training, and the user interfaces complement the
required functional tasks and limit the potential for error.
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6 LONG-TERM MANAGEMENT OF SAFETY-RELATED SOUP
It is important to maintain safety over the lifetime of the safety-related systems containing
SOUP. In general, SOUP is subject to continuous change. The main types of change are:
• correction of reported faults (as maintenance releases or software patches)
• support for changes in technology, e.g. new processors, new device drivers, etc.
• addition of new functionality to match the competition
The first two changes can make a positive contribution to the long-term safety of a system. Fault
correction can progressively enhance software reliability, and support for new hardware helps to
avoid hardware obsolescence (an increasing problem with the rapid advance of computer
technology) but can have unfortunate implications of making past evidence less usable. Changes
to add new features are generally detrimental to safety as they can introduce new faults.
Unfortunately these changes may not be disjoint and all three types of change may be present in
a new release of the software.
There is also a converse situation where the SOUP product is no longer maintained by the
supplier. The supplier may cease trading, or introduce new products and shift maintenance
effort to those products. In this case, the product functionality is stable but the SOUP may
become progressively more unusable when the associated hardware and software (such as
operating systems and compilers) become obsolescent.
Clearly there is a need to manage the software safety implications of both scenarios. There are
two main levels at which this can be addressed:
•
•

6.1

The safety justification level, where the impact of SOUP is controlled over the lifetime
of the safety-related system.
The organisational level, where potentially dangerous failures of a given SOUP
component, which may potentially be used for a range of different applications, are
controlled.
CONTROLLING SOUP FAILURES FOR A SAFETY APPLICATION

The long-term safety impact of SOUP needs to be considered at an early stage in the system
development—typically the software architecture phase. At this stage, candidate SOUP
components would be selected, and the safety justification has to provide assurance that:
•
•

there is a credible strategy for controlling safety impact when new SOUP versions are
installed
there is a credible strategy for dealing with SOUP if support is withdrawn

Typical strategies for controlling the safety impact of new versions are:
•
•
•
•

System diversity—An independent system limits the effects of any new failures.
Shadowing—The new system runs in parallel with the old one and the behaviour is
compared. The old system is still used for the safety-related functions during the
shadowing trials.
Monitored operation—If there is scope for manual override, the operator is required to
monitor system operation closely after introduction and to override the system if it
malfunctions.
Partial deployment—If there are installations of the same type (e.g. redundant systems
or installations on different sites) the upgrade can be evaluated on a single “lead
installation”.
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•

Roll-back—In the event of unacceptable safety performance, the software build using
the previous version of the SOUP can be re-installed.

Typical strategies for controlling the safety implications of obsolescence are:
•

•
•

Compliance with standards—A SOUP component that implements a standard should
allow an alternative component to be used (e.g. C, Ada, IEC 61131-3 compliant
compilers, standard libraries, POSIX compliant operating systems). If this approach is
used, it is important to restrict the use of supplier-specific extensions to the product.
Choice of SOUP supplier—The supplier should be well established and ideally have a
stated policy on long-term support for the SOUP product.
Long-term hardware support—The problem of hardware obsolescence affecting the
usability of SOUP can be partially addressed by establishing a large stock of hardware
spares that last the lifetime of the system.

It should be noted that while it is possible in principle to maintain quite old systems (e.g. there
are some examples of this in air traffic control systems), the approach can still be limited by the
lack of human expertise in maintaining old hardware, old software and support tools.
The architectural safety justification would be expected to set out the main arguments to assure
that long-term support issues are addressed, and to be supported by evidence in the
implementation safety justification. However it would also be expected that the operational
safety justification would identify processes for controlling SOUP safety issues during longterm operation. These changes can include:
•
•
•
6.2

connection to external SOUP systems—can they affect the integrity of the safety-related
system?
control of the introduction of SOUP upgrades—are the upgrades desirable to improve
performance and long-term support?
replacement SOUP products—is the current SOUP unmaintainable (e.g. due to software
or hardware obsolescence or lack of human expertise)? Are there viable alternatives?
ORGANISATIONAL
THREATS

STRATEGIES

FOR

MINIMISING

SOUP

SAFETY

Beyond the development of safety justifications for specific systems, there can be a general
organisational strategy for minimising the threat to safety posed by SOUP. Currently these
approaches are applied to complete systems—the strategy outlined below is used in the
chemical industry for packaged control and protection systems. However a very similar
approach could be used by a safety systems developer to minimise the threat from SOUP
software components. The strategy is to:
•
•
•
•
•
•
•

standardise on a limited number of SOUP components
choose SOUP suppliers with an established track record
ensure suppliers allow access to SOUP fault histories for “early warnings” of SOUP
problems (additional information might be obtainable in exchange for long term
agreements to use the product)
arrange organisation-wide data collection of SOUP application problems during
operation
disseminate warnings or work-arounds for known problems
identify standard methods of applying SOUP (e.g. use SOUP configurations that have
worked successfully in the past)
organise or join SOUP user forums to gain access to broader user experience (and early
warnings)
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•

use a phased strategy for introducing new or updated SOUP within the organisation:
o where possible, use the SOUP in low integrity applications first
o once evidence of successful operation is gained, introduce the SOUP to more
critical applications

Such a controlled approach to the use of SOUP has the advantage that it generates evidence of
satisfactory operation, so that there is stronger evidence available when constructing a case for a
specific safety system. In addition, the standardisation of SOUP and SOUP configurations
implies that one can re-use safety arguments for new systems (e.g. have component safety
justifications for items such as operating systems and compilers).
There is also an interesting scheme operated by the FDA where off-the-shelf software vendors
may provide information on development, validation and known faults to the FDA in a device
master file. This is useful when SOUP suppliers wish to make their software available for use in
medical devices, but do not want to share confidential or proprietary details with medical device
manufacturers. The SOUP vendor can then grant permission to specific device manufacturers to
reference the master file in their safety submissions. This scheme should be applicable to other
regulated industries.
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7 SAFETY JUSTIFICATION PROCESS FOR SOUP
This document has outlined a safety justification approach for safety-related software that is
linked to the IEC 61508 safety life cycle. Within this framework, specific approaches for
dealing with SOUP components are identified. The overall process and SOUP specific activities
are summarised in the following table
Table 8: Main activities for SOUP assurance

Activities

Develop and
deploy
organisational
strategies.

Relationship to
safety justification

Relationship to
IEC 61508 safety
lifecycle

SOUP-specific activities

Define generic safety
justification
approach (see
Section 4).

Not included at
present. Could be
linked to Part 1
Clause 6 on
management of
functional safety.

Develop approach to
software criticality
analysis, links to system
safety analysis SILs etc,
negotiate access to data.

Identifies the
equipment hazards
and acceptable safety
levels independently
of the technology.

Part 1 7.1 to 7.5.

None, technology
independent.

Implements a design
for assurance
approach to develop
safety requirements
and architecture. Use
of safety attributes to
address
completeness.

Part 1 7.6 and
Part 2.

Consideration of
architecture and possible
SOUP components. See
Section 4.2.1.

See Section 6.
Develop
Preliminary Safety
Justification.
See Section 4.1.
Develop
Architectural
Safety Justification.
See Section 4.2.

Software failure
analysis and
software criticality
analysis, assess
architecture barrier
options.

Consider potential failures
from SOUP (project
uncertainty and threats to
functional safety) and
SOUP relevant barriers.
Carry out design analysis,
code analysis and
software criticality
analysis of SOUP
components.

See Section 5.1.
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Table 8: Main activities for SOUP assurance

Activities

Relationship to
safety justification

Relationship to
IEC 61508 safety
lifecycle

Profile possible
SOUP components
and consider
suitability of
SOUP.

SOUP-specific activities

See Table 4 and Table 6.

See Section 5.2,
Section 5.3, Section
5.4.
Develop outline
Implementation
Safety Justification.
See Section 4.3.

An outline
justification that
identifies the
arguments and
evidence to show the
system will meet its
safety requirements.

Table 3 provides safety
evidence options for
SOUP.
Construct evidence profile
for each SOUP
component, see Table 4.
Identify additional
assurance activities (see
Section 5.2.2).
Use of field experience
new evidence stream
potentially available for
SOUP, see Appendix C.

Implementation
safety justification.
See Section 4.3.

Add evidence and
more detail to the
outline safety
justification.

Parts 2 and 3.

Results and analyses
planned for SOUP
components (e.g. to
provide additional
evidence), but all results
would be treated in a
broadly similar way.
Demonstrate SOUP safety
requirements satisfied.
See Section 5.2, Section
5.3, Section 5.4.

Installation safety
justification.
See Section 4.4.

Demonstrate that the
installation is
consistent with the
design and that
operation and
maintenance
procedures are
implemented.

Part 1 7.13 and
7.14.
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Establish mechanisms for
reporting SOUP faults
and procedures for
dealing with the new
faults. See Section 6.

Table 8: Main activities for SOUP assurance

Activities

Operational safety
justification.
See Section 4.5.

Relationship to
safety justification
Ensure the
operational and
installation
constraints are
satisfied.

Relationship to
IEC 61508 safety
lifecycle

SOUP-specific activities

Part 1 7.15 to
7.17.

Monitor experience,
periodic review of
justification: SOUP
broadens this to other
organisations and
installations. See Section
6.

Monitor the safety
performance of the
operational system.

The process also has to vary the level of rigour of the safety justification with the SIL. The
degree of rigour of evidence in the safety justification should be assessed as follows:
•
•
•
•

•
•
•

Identify the highest SIL function that can be affected by the SOUP (via software failure
analysis, see Section 5.1.2).
Assess the criticality of the SOUP to the overall safety function (see Section 5.1.3 and
Appendix D example).
Assess whether there are applicable assurance techniques that can cover all required
safety attributes to the required SIL (Table 3, Appendix H and IEC 61508-3 Highly
Recommended techniques).
Where no Highly Recommended techniques exist or none are to be applied at that SIL
level to cover a given attribute, justify their absence based on the component criticality
(taking into account “design for assurance” that provides mitigations in the system and
software architecture) and/or alternative forms of evidence (particularly existing
evidence profiles—see Section 5.2.1—which might provide evidence from field
experience and third party assessment)
To make arguments of low criticality, it will also be necessary to provide strong
evidence of non-interference. If this cannot be demonstrated, all SOUP components and
other software in the same computer will have to be treated equally.
For the highest SILs “white box” assurance techniques will normally be required for
assurance of safety attributes (Table H2 and Table H3). A justification will be required
if this evidence is absent.
In the implementation justification it will be necessary to demonstrate that the required
arguments and associated evidence have been provided. In practice, assessment of the
achieved rigour (e.g. the amount of functional testing) will be based on qualitative
assessment (with some exceptions, e.g. statistical testing).
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8 SUMMARY AND CONCLUSIONS
This document proposes a safety justification approach for safety-related software that is linked
to the IEC 61508 safety life cycle. Within this framework, specific approaches are identified for
dealing with SOUP components. These include:
•
•
•

•

Development of evidence profiles for SOUP.
Establishment of the criticality of SOUP components. This takes into account the
overall SIL, the safety impact of failures of the component, and the effectiveness of
defences against the failures.
Identification of the required evidence that the SOUP is acceptable within the context of
the safety-related system. This can include black box testing of SOUP, testing of the
entire system, use of field experience, and (where possible) retrospective analysis of
SOUP.
Guidance on the variation of evidence requirements with safety integrity.

More generically, it is noted that there are organisational strategies that can be deployed to
mitigate the safety threat from SOUP, particularly by building up an evidence base for the
SOUP used in less critical applications, and by sharing information at a sector or national level.
Such initiatives should be encouraged.
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APPENDIX A : IEC 61508 REQUIREMENTS FOR PREVIOUSLY
DEVELOPED SOFTWARE
Clause 7.4.2.11 in IEC 61508-3 states that:
7.4.2.11

If standard or previously developed software is to be used as part of the design
(see tables A.3 and A.4) then it shall be clearly identified. The software’s
suitability in satisfying the specification of requirements for software safety
(see 7.2) shall be justified. Suitability shall be based upon evidence of
satisfactory operation in a similar application or having been subject to the
same verification and validation procedures as would be expected for any
newly developed software. Constraints from the previous software environment
(for example operating system and compiler dependencies) should be evaluated.

Table A.3 covers software tools/translators and is reproduced below (the “ref” column is the
reference to the associated technique description in IEC 61508-7).
Table A.3

Technique/Measure*

Ref

SIL1

SIL2

SIL3

SIL4

1

Suitable programming
language

C.4.6

HR

HR

HR

HR

2

Strongly typed
programming language

C.4.1

HR

HR

HR

HR

3

Language subset

C.4.2

—

—

HR

HR

4a

Certificated tools

C.4.3

R

HR

HR

HR

4b

Tools: increased
confidence from use

C.4.4

HR

HR

HR

HR

5a

Certificated translator

C.4.3

R

HR

HR

HR

5b

Translator: increased
confidence from use

C.4.4

HR

HR

HR

HR

6

Library of
trusted/verified software
modules and
components

C.4.5

R

HR

HR

HR
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Table A4 identifies recommended detailed software design methods as shown below:
Table A.4

Technique/Measure*

Ref

SIL1

SIL2

SIL3

SIL4

1a

Structured methods
including for example,
JSD, MASCOT, SADT
and Yourdon

C.2.1

HR

HR

HR

HR

1b

Semi-formal methods

Table
B.7

R

HR

HR

HR

1c

Formal methods including
for example, CCS, CSP,
HOL, LOTOS, OBJ,
temporal logic, VDM and
Z

C.2.4

—

R

R

HR

2

Computer-aided design
tools

B.3.5

R

R

HR

HR

3

Defensive programming

C.2.5

—

R

HR

HR

4

Modular approach

Table
B.9

HR

HR

HR

HR

5

Design and coding
standards

Table
B.1

R

HR

HR

HR

6

Structured programming

C.2.7

HR

HR

HR

HR

7

Use of trusted/verified
software modules and
components (if available)

C.2.10
C.4.5

R

HR

HR

HR

The shaded portions identify those aspects relevant to “black box” SOUP, and it is notable that
many features that are highly recommended (HR) for high SIL are either absent or unverifiable
if the SOUP is delivered as a “black box” working program.
The related guidance is given in IEC 61508-7 Annex C.2.10 and C.4.3 and C.4.4 and C.4.5.
Annex C.2.10 states that:
A component or software module can be sufficiently trusted if it is already verified to the
required safety integrity level, or if it fulfils the following criteria:
•
•
•
•

unchanged specification;
systems in different applications;
at least one year of service history;
operating time according to the safety integrity level or suitable number of demands;
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Demonstration of a non-safety-related failure rate of less than
• 10–2 per demand (year) with a confidence of 95% requires 300 operational runs (years);
• 10–5 per demand (year) with a confidence of 99.9% requires 690 000 operational runs
(years);
• all of the operating experience must relate to a known demand profile of the functions
of the software module, to ensure that increased operating experience genuinely leads to
an increased knowledge of the behaviour of the software module relative to that demand
profile;
• no safety-related failures.
NOTE 3 A failure which may not be safety critical in one context can be safety critical in
another, and vice versa.
To enable verification that a component or software module fulfils the criteria, the following
must be documented:
• exact identification of each system and its components, including version numbers (for
both software and hardware);
• identification of users, and time of application;
• operating time;
• procedure for the selection of the user-applied systems and application cases;
• procedures for detecting and registering failures, and for removing faults.
References:
•

DIN V VDE 0801 A1: Grundsätze für Rechner in Systemen mit Sicherheitsaufgaben
(Principles for Computers in Safety-Related Systems). Änderung 1 zu DIN V VDE
0801/01.90.Beuth-Verlag, Berlin, 1994.

Annex C.4.3 for “Certified tools and certified translators” states that:
Description: The certification of a tool will generally be carried out by an independent, often
national, body, against independently set criteria, typically national or international standards.
Ideally, the tools used in all development phases (specification, design, coding, testing and
validation) and those used in configuration management, should be subject to certification.
To date, only compilers (translators) are regularly subject to certification procedures; these are
laid down by national certification bodies and they exercise compilers (translators) against
international standards such as those for Ada and Pascal.
It is important to note that certified tools and certified translators are usually certified only
against their respective language or process standards. They are usually not certified in any way
with respect to safety.
References:
• Pascal Validation Suite. UK Distributor: BSI Quality Assurance, PO Box 375, Milton
Keynes, MK14 6LL.
• Ada Validation Suite. UK Distributor: National Computing Centre (NCC), Oxford
Road, Manchester, England.
Annex C.4.4 covers “Tools and translators: increased confidence from use”
Description: A translator is used, where there has been no evidence of improper performance
over many prior projects. Translators without operating experience or with any serious known
faults should be avoided unless there is some other assurance of correct performance (for
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example, see C.4.4.1). If the translator has shown small deficiencies, the related language
constructs are noted down and carefully avoided during a safety-related project.
Another version to this way of working is to restrict the usage of the language to only its
commonly used features.
This recommendation is based on the experience from many projects. It has been shown that
immature translators are a serious handicap to any software development. They make a safetyrelated software development generally infeasible.
It is also known, presently, that no method exists to prove the correctness for all tool or
translator parts.
Description: Well-designed and structured PESs are made up of a number of hardware and
software components and modules which are clearly distinct and which interact with each other
in clearly specified ways.
Different PESs designed for differing applications will contain a number of software modules or
components which are the same or very similar. Building up a library of such generally
applicable software modules allows much of the resource necessary for validating the designs to
be shared by more than one application.
Furthermore, the use of such software modules in multiple applications provides empirical
evidence of successful operational use. This empirical evidence justifiably enhances the trust
which users are likely to have in the software modules.
C.2.10 describes one approach by which a software module may be classified as trusted.
References:
•
•

Software Reuse and Reverse Engineering in Practice. P. A. V. Hall (ed.), Chapman &
Hall, 1992, ISBN 0-412-39980-6.
DIN V VDE 0801 A1: Grundsätze für Rechner in Systemen mit Sicherheitsaufgaben
(Principles for Computers in Safety-Related Systems). Änderung 1 zu DIN V VDE
0801/01.90. Beuth-Verlag, Berlin, 1994.
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APPENDIX B : EXAMPLE PROBLEMS WITH BLACK BOX
SOUP
B.1 TIMING PROBLEMS
There was a bug in the timing algorithm in Microsoft Windows 95 and Windows 98 that
illustrates the problem of pure black box SOUP. This bug caused the computer to stop working
(hang) after 49.7 days. The actual “hang-time” is roughly 49.710269 days, which corresponds to
2^32 milliseconds. Pure black box statistical testing might not have found this problem or it
could be masked by more frequent failures; e.g. failure free tests on a server farm of 1000 PCs
for 10 days would have given an MTTF of around 10 000 days not 50.
B.2 POSSIBLE DIVIDE BY ZERO ERROR
The USS Yorktown used a network of NT machines for its control systems. There was a
common mode failure and the ship was left powerless for several hours. The reason for the
failure has been reported as a divide by zero problem in Windows NT, although a correspondent
in the RISKS forum points out that this could be quite a general error message and not really
indicating a divide by zero issue.
This incident raises the difficulty of failure analysis and also incident analysis of SOUP. The
fact that both SOUP and bespoke systems failed is not surprising: there is a rule of thumb in the
chemical industry that the entire control room will be disabled due to common mode failure
once every two years. What it does emphasise is the need for a failure analysis and a fault
management strategy.
B.3 “EASTER EGGS”
One of the difficulties with SOUP is the problem of assessing what additional functionality the
software might have that is not required or used by the particular application but can still have
an impact. Normally the additional functionality of the SOUP can be determined from the
documentation, but there are cases where entirely undocumented features are included in such
products. This is graphically illustrated by the presence of “Easter eggs” in commercially
available software. There are a number of Web sites that record and distribute these hidden
“presents”, with over 1821 known Easter eggs in a wide variety of products. Two well-known
Microsoft examples are shown below.

Flight simulator in Excel 97
Open Excel 97.
Open a new worksheet and press the F5 key.
Type X97:L97 and press the Enter key.
Press the Tab key.
Hold Ctrl-Shift and click the Chart Wizard button on the tool bar.
Once the Easter egg is activated, use the mouse to fly around—right
button for forward, left for reverse.
Note: If you don’t have DirectX drivers installed you will only get a
list of developer names.
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Pinball in Word 97
1. Open a new document
2. Type “Blue”
3. Select word
4. Go to Format → Font
5. Choose Font Style Bold, Color Blue
6. Type “ “ (space) after word “Blue”
7. Go to Help → About
8. Ctrl-Shift-Left click the Word icon/banner
9. Use Z for left flipper, M for right flipper, and ESC to exit
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APPENDIX C : RELIABILITY MODELLING OF SOUP
Most reliability models can make short term predictions based on extrapolation of the observed
reliability growth. In [3] and [4] a simple model was developed for predicting the long-term
reliability of software. Unlike other reliability growth theories this seeks to identify a worst case
bound rather than a best estimate of reliability.
The observed reliability of a system containing design faults is based on three main factors:
•
•
•

the number of faults
the size and location of faults
the input distribution (operational profile)

This is illustrated in the following diagram.
Operational Reliability
Distribution

Usage
Distribution
Defect
Input
Value (I)

Perceived
‘Defect Size’
Program response
(for all points I x S)

Internal State (S)

Figure C1: Illustration of the Software Failure Process

It is clear from the diagram that an alteration of the input distribution (I) could radically alter the
operational failure rate of the system. However the input distribution is likely to be effectively
stable if the software runs in a relatively fixed environment or where there are very many copies
of the software running (so the average operational profile is relatively constant). Under a stable
input distribution, the faults are likely to have a fixed “perceived size” (which may be zero if a
fault is not covered by input values).
The new model makes the relatively standard reliability modelling assumptions that:
• removing a fault does not affect the failure rates of the remaining faults
• the failure rate of a particular fault is constant (i.e. the input distribution is stable)
• any fault exhibiting a failure will be detected and corrected immediately
The basic idea behind the model is very simple—once the software has been operating for some
time t, any “large” faults will be removed, while “small” faults only make a small contribution
to the failure rate. Thus for any time t there is an optimal size of defect which maximises its
contribution to the overall failure rate. It is shown that the maximum expected failure
probability per unit time of any fault after the software has operated for a time t is:

e −1
θ(t ) ≤
t
where e is the exponential constant (2.7181). It follows that the worst case failure rate expected
for N faults after time t is:

e −1 N
θ(t ) ≤
t
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Or expressed in term of mean time to failure (MTTF) the bound is:
MTTF(t) ≥ e⋅ t / N

(1)

Any time point t could be the “optimal” point, so we can conservatively assume this equation is
the bound at all values of t.
This is a surprising result because it permits long-term predictions to be made about a system
without extrapolating from the observed failures. If the model assumptions are valid and we can
estimate the number of faults N at the time of release (e.g. from the size of the program), the
reliability growth can be bounded at any time in the future.
The model also seems to be quite tolerant of violations in the theory assumptions over the long
term. In the sections below we will examine three cases where the assumptions could be
violated: non-stationary input distributions, faulty corrections, imperfect diagnosis and
introduction of new faults in upgrades.
C.1 NON-STATIONARY INPUT DISTRIBUTIONS
In a stationary input distribution, there is a fixed, time-independent probability for each possible
input value. In practice however, the software may have different modes of use at different
times. Let us assume there are P disjoint partitions of the input space, which represent P
different modes of use. Let us further assume that N/P faults can be activated in each partition,
and that there is continuous execution in each mode for a time t/P. This is a “pseudo-stationary”
model where each space is effectively an independent program. For this model we would
predict a “saw-tooth” bound for the MTTF, but once all partitions are covered a similar
reliability bound is predicted.
Time to cover all partitions
(P=1)
MTTF
(P=4)

Usage Time

t

Figure C2: Illustration of the Long-term Convergence of Reliability Growth

C.2 UNRELIABLE FAULT CORRECTION
A faulty correction may replace one fault with another that could be of arbitrary size, and
potentially be located anywhere in the input space. Nevertheless, as time progresses, the
potential failure rate contribution of the new fault θ(t)new will be bounded by:

1
θ(t ) new ≤ .(t − t c ) −1
e
where tc is the time of the correction. Once t >> tc, the failure rate bound for the new fault will
be very similar to the one it replaced, so in the long term the prediction based on the original
number of faults will still apply.
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C.3 IMPERFECT DIAGNOSIS
In some cases (e.g. real-time systems) it is difficult to identify the faults from the symptoms so
multiple failures will occur before the problem is identified and corrected. If we take a simple
model where d failures have to occur for each fault before it is corrected, it can be shown that
the worst case MTTF is bounded by:
MTTF(t) ≥ (e⋅ t) / (N⋅ d) (2)
So poor diagnosis has the effect of “scaling up” the failure rate contribution of each fault. Any
system where there was low probability of correction would have to include this factor when
making a reliability growth prediction.
C.4 PERIODIC UPGRADES
If the software is upgraded with new functions this introduces an entirely new set of faults ∆N.
As these faults will initially have relatively little usage time, the failure rate will be dominated
by the new faults, i.e. the MTTF bound for a software upgrade approximates to:
MTTF(t + ∆t) ≥ (e⋅ ∆t) / (∆N⋅ d) (3)
where t is the time of the last upgrade, ∆t is the usage time since the upgrade, and ∆N is the
number of new faults introduced by the upgrade.
So while reliability improves as “bug-fix” versions are introduced, reliability falls at the next
major release, and there is no overall growth in reliability for successive upgrades (indeed there
can be a long term decline).
C.5 IMPLICATIONS FOR SOUP
The theory provides a quantitative justification for current software engineering “best practice”
and the use of SOUP,
•
•
•
•
•

Keep It Simple. Small programs have fewer faults (small N).
Good quality development process. Reduces N.
Extensive field experience. Large t.
Good fault reporting, diagnosis and correction infrastructure. Reduces d.
Stable product. Avoids “upgrade” effect that limits reliability growth.

Typically we do not know too much about the development process, but the other factors should
be available in most cases.
In particular, experience suggests that the number of faults is strongly correlated with the size of
the program (expressed in lines of source code or bytes of object code). Commercial and
industrial software development processes yield quite consistent software fault densities of
around 3 faults per kilo lines of code (faults/kloc). By using generic values of fault density it is
possible to derive reliability estimates for SOUP products.
C.6 RELIABILITY ESTIMATION EXAMPLE
As an example, let us apply the approach to the new Windows 2000 product. There are reputed
to be 6400 bugs in Windows 2000. In fact with the reported 50Mloc we would expect many
more than this (i.e. around 150 000, but of course not all bugs have been discovered yet). The
operating system has been beta tested by 750 000 users. If each copy of Windows 2000 was
used for 6 months (and only 1 machine), and the code had a generic density of 3 faults/kloc and
Microsoft could only diagnose a fault after 10 bug reports, the MTTF from formula (2) would
be:
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MTTF ≥ (750000 ⋅ 2.7 ⋅ 6) / (50000 ⋅ 3 ⋅ 10) ~ 8 months
This would support their claim that it is the most reliable Microsoft OS yet, although such
estimates would require additional evidence to back up the fault density estimates, and the fault
diagnosis probability. Typically real-time programs are hard to diagnose so the reliability could
be lower than the prediction derived above.
The prediction method does however give a “ball park” figure that can be used to check the
credibility of operational reliability claims derived from field experience.
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APPENDIX D : EXAMPLE OF SOFTWARE CRITICALITY
ANALYSIS
D.1 SOFTWARE CRITICALITY ANALYSIS ACTIVITIES
In this SOUP context, software criticality refers to the degree to which the safety functions
depend on correct software operation.
This appendix provides an example of how software criticality analysis might be addressed. It
identifies the main activities of the Software Criticality Analysis as:
•
•
•
•
•

Identifying the software concerned and establishing an appropriate level of
documentation.
Assessing the impact on the safety function of failure of the software components.
Ranking software components according to impact on the safety function (e.g. using a
Software Criticality Index).
Showing non-interference from non-critical functions and between software
components.
Validating the SCA.

D.2 IDENTIFICATION OF SAFETY-RELATED SOFTWARE COMPONENTS
The identification of the critical software components can be problematic for SOUP as
documentation may be missing or incomplete. The first task is to establish what documentation
is available and its provenance. Care should be exercised in establishing that any documentation
used does actually relate to the versions of the software being assessed: different companies in
different countries may have developed the SOUP over many years. This could be part of the
general task of profiling the SOUP.
It is normally useful to have a layered approach to the SCA, increasing the level of detail as the
analysis proceeds. The SCA stages for “clear or murky” SOUP are shown in the following table.

Table D1: SCA stages for clear or murky SOUP

SCA

Based on

Remarks

Initial SCA

Expert
judgement If it exists, architecture may not reflect
Top level architecture functionality so need to go a level
High level description
lower.

Design SCA

Software
descriptions

Code SCA

Source code/assembler

design If exists may not capture behaviour
sufficiently so need to appeal to expert
judgement and code review.
May be too detailed to abstract
behaviour. Need tools to extract
control, data and information flow.
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Static analysis tools can provide a means for re-engineering control, data and information flow
from source code. These analyses can be made semi-automatically providing the code can be
converted into some standard dialect (e.g. ANSI C) and stubs can be written for the assembler
portions. If it is not possible to obtain any information about the SOUP (i.e. it is “thick” SOUP)
the basic strategy is to undertake the assessment via the interfaces to the SOUP, as summarised
in the table below.
Table D2: SCA stages for thick SOUP

SCA

Based on

Remarks

Initial SCA

Expert judgement based on If it exists, architecture may not
top level architecture and reflect functionality so need to go
high level description of a level lower.
interface between the rest of
the system and the SOUP.

Design SCA

Software design descriptions If exists may not capture
of SOUP interfaces.
behaviour sufficiently so need to
appeal to expert judgement and
code review.

Code SCA

Source code/assembler of May be too detailed to abstract
the interfaces.
behaviour.

It is also important to validate the SCA documentation/results; see Appendix D.5.
D.3 ASSESSING IMPACT OF SOUP FAILURE
One of the key techniques for assessing the impact of failure is the software equivalent of a
hazard and operability study (Hazops) [11]. The basic concept of a Hazops is to take a full
description of the process (traditionally a piping and instrumentation—P&I—diagram), and use
a multidisciplinary team to question every part of it systematically to discover how deviations
from the design intention can occur, and decide whether these deviations can give rise to
accidents. Guide words are used to ensure that the team explores all credible deviations. Often,
the study team will recommend design changes during the study. The systematic
multidisciplinary examination of the software described below should not identify any new
EUC risks or hazards, but will identify SOUP potential failure modes and their consequence for
the overall system safety function(s).
There is no standard approach to the hazard and operability analysis of PES, and different
organisations have different views on guide words, parameters, system representations and
conduct of the study. And the effectiveness of Hazop studies is very variable: even for chemical
plant, the proportion of potential failures identified is found to range between 22% and 90% of
the failures in the scope of the analysis.
The application of Hazop studies specifically to computers originated in ICI [27] following a
serious computer-related incident. There are now numerous references to the application to
computer systems [7] [10] [30] and a form of Hazops was applied to nuclear systems in France.
In the UK the Ministry of Defence has developed a standard for applying Hazops to PES [23].
There is also work by TÜV on SCA [17].
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Applying Hazops in an SCA will require:
•
•
•

An appropriate procedure for undertaking the study: addressing the problems of
analysis if documentation or expertise is missing.
Methods for documenting the study.
A multi-disciplinary team with expertise in the Hazops technique, in the application (so
that system-level consequences can be assessed) and in the SOUP software (so that the
impact of software failure can be assessed).

After the assessment of failure impact the software components will be “sentenced” as
discussed in the following sections.
D.4 SCA CLASSIFICATION SCHEME
The classification of the criticality of the SOUP can be based on a variety of quantitative and
qualitative schemes. These can involve a combination of:
•
•

Keywords to describe the function and hence imply the criticality; may be augmented
with rules for the criticality of keyword combinations.
Risk based schemes that define a Software Criticality Index (SCI).

D.4.1 KEYWORDS
A qualitative indication of the importance to safety of software components and their likely
safety properties is given by the use of the following keywords, which describe the impact of
software failure and the role of the software.
Table D3: SCA keywords

Keyword

Characteristic

No impact

The software has no credible impact on the PES safety
properties.

Indirect

The software implements a function that has an indirect safety
role.

Detection

The software has a fault detection, handling, mitigation role.

Direct

The software directly implements a safety function.

CCF

The software can cause a common mode failure of the PES
(only applicable if PES in a redundant configuration).
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Some examples are discussed in the table below.

Table D4: SCA keyword examples

Example

Keyword

Safety properties, remarks

Protection or
control function

Direct, CCF

Concerned with correct implementation of the safety
function to the required reliability.

Maintenance
software

Indirect

Normally reliability can be quite low but spurious
activation (e.g. leading to defeating safety functions,
shut down of system) has to be avoided. Fail safe
design if maintenance mode in too many channels.

Fault detection
(e.g. corruption,
deadlock),
redundancy
management

Detection

In general, because of the redundant architecture and
the periodic manual testing, the fault handling features
will have lower integrity requirements. So reliability
less than safety functions but concern over spurious
activation and potential for common mode failure.
Also concern that complexity introduced by these
features can reduce the ability to analyse system and
increase the chances of faults.

It should be noted that the same software item might be in several classes at once and in general
the highest classification would take precedence. Note also that software failure has the
potential for being common mode in redundant systems.
D.4.2 SOFTWARE CRITICALITY INDEX
The Software Criticality Index (SCI) is an indication of the importance to safety of a software
element.
Depending on the application, a SOUP failure may have a variety of different types of impact
on the safety function. The type of impact should be identified for the application and an SCI
assigned to each type. There might be the possibility of:
•
•
•

defeating a protection or shut down function
causing a spurious shut down
defeating a continuous control function

The SCI calculation is based on a set of “sentencing rules” that have been developed to
summarise conveniently, in a number, several factors of engineering value judgement. The SCI
is used to decide what relative strength of SOUP evidence is needed to have confidence that the
SIL of the safety function is met. It estimates the probability that the failure of a software
component will cause a failure of the safety function. That is, SCI is an estimate of the
importance of the component in implementing the overall safety function.
We can define the SOUP contribution to the safety function as relative values with respect to a
number of variables, e.g.:
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•
•
•

consequence with respect to the worst case consequence of loosing the redundant
system, and one channel of a redundant system
the frequency with respect to the demands placed on a safety function, the reliability
required from a safety function, the time to dangerous failure
the mitigation with respect to the probability of a barrier failing or just a simple count of
the number of credible barriers between the component failing and the safety function
failing

For example, the following equation might be used:
SOUP contribution = consequence × frequency / mitigation
So taking logs and using relative values we can get an index
SCI = consequence_index + frequency_index – mitigation_index
The actual derivation of the SCI is application specific and should be based, as far as possible,
on a manipulation of the underlying risk equations in the manner sketched above. For a
particular application, appropriate sentencing rules should be developed for assigning a software
component an SCI.
D.5 VALIDATION OF SCA
The SCA analysis will require validation that:
•
•
•
•
•
•

it applies to the actual code being used in the system, i.e. the documents used all relate
to the same versions as the product
the Hazops has been adequately undertaken (with respect to procedure, people,
documentation)
the judgements used about the code are correct; this may involve covert channel
analysis (see Appendix D.6)
re-engineering the program structure from the actual code (perhaps only selected part,
perhaps all of it)
undertaking specific tests to demonstrate the mitigations that have been assumed (e.g.
benefits from redundant channels, time skew)
undertaking specific confirmatory tests or analysis to show that the behaviour of the
software is as assumed

D.6 COVERT CHANNEL ANALYSIS
In classical safety analysis the idea of a segregation domain is used to define a region within
which a failure can propagate. This is done so that interaction of, say, hardware components or
physical plant are not overlooked when a functional or abstract view of the system is
considered. A segregation domain defines an area where common cause failures are likely.
In assessing safety critical software a great deal of effort is usually placed on trying to show
segregation or non-interference of software components. This often involves sophisticated and
extensive analysis and a design for assurance approach that builds in such segregation. Indeed
the level of granularity that we take for a software component is strongly influenced by our
ability to demonstrate a segregation domain: there may be no point in producing a very refined
analysis within a segregation domain.
When we are dealing with software the representation used defines certain types of interaction
(e.g. dataflow) as intended by the designer. It is these representations that are used as a basis for
criticality analysis, but the possibility remains that there are unintended interactions or
interactions not captured by the notation (e.g. dynamic pointer allocation). Furthermore, some
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SOUP might not even have this documentation, so that we might be relying on expert
judgement to assess the possible flows.
Therefore the possibility remains of what, by analogy with the security area, we term covert
channels or flows [26]. Covert channel analysis should be addressed by the use of the guide
words in the Hazops analysis and by being cautious about what is rejected as incredible. There
will be a need for additional justification and analyses in the later stages of the SCA.
Techniques for covert channel analysis include:
•
•
•
•
•

manual review
tool-supported review (e.g. program slicing using a tool like CodeSurfer [12])
symbolic execution (e.g. pointer analysis using Polyspace)
static flow analysis
formal verification

64

APPENDIX E : DUST-EXPERT SAFETY CASE EXAMPLE
To illustrate how this proposed approach to SOUP is applied in practice we will take parts of the
DUST-EXPERT™ advisory system safety case as an example. DUST-EXPERT is an expert
system that advises on safety measures for handling explosive dusts in industry. The full safety
case contains more detailed justification than that presented here, but the shortened description
below shows how the safety case fits into our proposed approach.
E.1 PRELIMINARY SAFETY CASE
At this stage we identify the relevant safety attributes for the advisor from the list given in
Section 4.2.1. The selection of safety relevant attributes and the associated safety claims are
shown in the table below. Note that not all safety attributes apply, e.g. it is an offline advisor so
attributes such as real-time response, throughput and availability have no safety relevance.

Table E1: Safety claims

Safety claim
1

Functional correctness (must implement the specified dust explosion calculation)

2

Accuracy (the results are sufficiently accurate when calculated using finite-precision
arithmetic, and numerical instability should be detected)

3

Security (appropriate steps are taken to prevent malicious and accidental changes to
methods and data)

4

Modifiability (the chance of maintenance-induced errors is minimised)

5

Fail safety (there is a low probability of unrevealed failures)

6

Usability (the system makes it hard for users to make errors)

These claims had to be justified to SIL 2, which implies that the probability of a dangerous
result is between 10-2 and 10-3 per consultation.
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E.2 ARCHITECTURAL SAFETY CASE
The chosen architecture contained the following SOUP components:

Table E2: SOUP components in DUST-EXPERT

Component

Function

Microsoft Windows

provides windowing and operating system services

IFAD toolbox

used for VDM specification of application (and to generate test data)

LPA Prolog

used to define rules for the expert system kernel

Microsoft C++

used to program the graphical user interface (GUI) for the advisor

Microsoft Visual test

used to automate GUI tests

The main element in the “evidence profiles” for these products was an extensive user base and
supplier track record (although for Prolog and C++, fault histories were available). In the
following table, the failure modes of the SOUP and the associated defences are identified. Note
that these include defences in the development process that detect failures in off-line SOUP
tools.

Table E3: SOUP failure modes and defences

Tool
IFAD toolbox

Dangerous failure consequences

Defences

Failure to meet requirements

Acceptance tests, animation of
specification, proofs of safety
properties

Failure to provide truthful oracle

Low probability of compensating
fault

Failure to detect type errors

Checks at Prolog level

LPA Prolog
system

Faulty code

Diverse checking by static analysis,
acceptance tests, statistical tests

Microsoft
Visual C++

Faulty code

Diverse checking by static analysis,
acceptance tests, statistical tests

Failure to detect untested C++ code

As above

Failure to detect failures during
testing

Manual testing on Windows 3.1
version, tests by HSE

Microsoft
Visual Test
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Table E3: SOUP failure modes and defences

Tool

Dangerous failure consequences

Defences

Prolog static
checking tools

Failure to detect some faults in
Prolog code

Acceptance tests, statistical tests

Prolog test
coverage
harness

Failure to detect untested code

Acceptance tests, statistical tests

Microsoft
Windows

Failures to display, perform file
access, etc.

Detectable by user as “crash” or
freeze

In addition to this there were a number of defences built into the application design and
development process.

Table E4: Defences from development process

Development features

Comment

SIL 2 development process

To aid correctness

VDM specification

To aid correctness of specification, and statistical test data

Statistical testing

Statistical tests to show the 10-3 failure target is met.

Directed testing

To ensure that all Prolog code is tested

Table E5: Defences from design process

Design Features

Comment

Feedback of user-specified Reveals data corruption in the GUI interface
input
Interval arithmetic

Reveals unstable calculation method

Databases for explosion data Permits easy modification for new types of dust, or explosion
and calculation methods
calculation methods
Access controls

Ensures databases are secure from unauthorised changes
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E.3 IMPLEMENTATION SAFETY CASE
This provided:
•
•

evidence that the SIL 2 process was followed (documents, audits, etc.)
results of the directed tests and statistical tests

E.4 INSTALLATION SAFETY CASE
This marshalled all the safety case elements for the client, and ensured that appropriate
installation and operation documentation was available to the users. The overall assurance of
safety properties and the amount of diverse evidence used to justify the safety properties are
summarised in the table below. Note that the bracketed comments identify cases where the
assurance applied to specific parts of the system functionality.

Table E6: Coverage of safety claims

Assurance
evidence

Attribute
functional
correctness

accuracy

directed
testing

•
(methods &
GUI)

•
(methods)

statistical
testing

•
(methods &
GUI)

•
(methods)

analytical
arguments

•
(VDM &
Prolog source)

interval
arithmetic

modifiability

fail
safety

•
(database,
methods &
warning
screens)

desk checks

field data

security

•
(run-time
system)
•
(methods)

•
•
(will detect
instability in
new
methods)
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usability

Table E6: Coverage of safety claims

Assurance
evidence

Attribute
functional
correctness

accuracy

security

modifiability

•
(of GUI)

•
•

stress/
overload
testing
manual
checks

usability

•

design
diversity
prototyping

fail
safety

•

•
•

access
control

•

database for
methods and
explosion
data

E.5 OPERATIONAL SAFETY CASE
As part of the ongoing maintenance for the product, the safety case is updated in the light of
changes. This includes changes to (or reported faults in) SOUP components that affect the runtime software, e.g. changes of operating systems or C++ versions. The safety case would justify
any changes and present the results of the statistical tests to demonstrate that the integrity of the
expert system is maintained.
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APPENDIX F : EXAMPLE EVIDENCE PROFILES
This appendix gives example evidence profiles for three SOUP components to supplement the
discussion in Section 5.2.1:
•
•
•

a commercial operating system used for air traffic management (ATM)
a commercial operating system and run-time system used for DUST-EXPERT (see also
Appendix E)
an operating system microkernel

F.1 COMMERCIAL OS USED FOR ATM
This example considers the use of Sun’s Solaris operating system in an air traffic management
(ATM) system.
F.1.1 SAFETY REQUIREMENTS
Failures or corruption of the OS, and especially the operating system kernel, could be a source
of several high-level failures. Specific requirements are that:
•
•

radar plots should not be lost, delayed or corrupted
safety-related data should not be inaccessible or corrupted

The system architecture provides some protection against OS failures by maintaining complete
separation between the voice communications subsystem and the operators’ displays. This
means that pilots can be warned if the ATM system is known to be malfunctioning, and reduces
the safety integrity level of the OS to SIL 1.
F.1.2 EVIDENCE
There are a number of independent arguments to support the claim that Solaris is sufficiently
reliable for this application:
•
•
•

direct experience of systems implemented using Solaris—this comes both from
anecdotal evidence and specific evidence from the ATM system development
company’s site
theoretical predictions based on software maturity
features of the Solaris design

The evidence is summarised in the following table.
Table F1: Evidence profile for commercial OS

Category

Evidence

Type of system
nature of SOUP – application
(hard real time, off line…)

OS—hard real time.
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Table F1: Evidence profile for commercial OS

Category

Evidence

size of SOUP /kloc, Bytes

OS kernel is ~400 000 kloc. With other essential OS
elements (device drivers, file managers, networking
functions, application support libraries), core software
~40 Mbytes or 4Mloc.

general provenance, where
developed, in how many
countries, by whom, when

Developed by Sun Microsystems Inc. in USA as a
commercial product.

languages used (and features)
which languages, antique,
proprietary?
Expertise
availability of expertise in
software
in applications
Field experience
data on faults found
data on time to failures

1. Public statements about system reliability (including
application software): “Uptimes of months” (Sunsoft
product manager opinion); uptime of two years for a
fault-tolerant server (actual performance—best case).
2. Direct evidence of performance at the developer’s
site—failure-free operation of around 800 hours of
active use.

data on versions that faults relate
to

Yes.

data on number of units in the
field

Yes—total size of market and Sun’s proportion known.

data on operating time to failure

See above.

data on configuration, type of
application

Yes, at developer’s site.
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Table F1: Evidence profile for commercial OS

Category

Evidence

evidence from more than one data
provider

Anecdotal and specific examples of reliable operation.

evidence of data collection
process (procedures,…)

Yes, at developer’s site. Under-reporting likely although
most serious errors will be reported.

Over 90% of the Solaris code is common to all platforms
(Intel Sparc, Ultra Sparc) so code correctness is checked
in different environments.

Modification evidence
modification history
details of modification process
Development history
requirements
architectural specification
software specification
detailed design
source code
object code
user manual, configuration guide
software maintenance manual
application manual
availability of development
environment, tools
data on development process,
what techniques used and where
data on errors made and found
during development
Safety analysis
PHI, PHA system level Hazops

Yes.
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Table F1: Evidence profile for commercial OS

Category

Evidence

specification of safety functions

For system, not specifically for OS.

safety properties

For system, not specifically for OS.

system level safety case

Yes.

component level safety case

No.

assessment by third party

For system, not specifically for OS.

Verification by system developer
Directed testing.

Yes.

Statistical testing.

No.

Other.

No.

Design safety features
Fail safety

The OS kernel design segregates the software tasks and
helps to trap failures in non-kernel OS functions and
application software so safety-related services can be
maintained.

Functional correctness
Maintainability

OS has considerable built-in diagnostics and logging to
assist system maintenance. OS server design permits
“hot-pluggable” replacements of discs, etc.

Modifiability

Design allows software to be recompiled for a new
platform. Caters for number representation and data size
changes. Can support 32 bit and 64 bit versions of an
application under the same OS.

Reliability and availability

Application fault detection and reporting features help to
diagnose application faults and improve application level
reliability.

74

Table F1: Evidence profile for commercial OS

Category
Robustness

Evidence
Shortage of file space and memory are reported to the
application software.
Processor, I/O, memory and disc utilisation can be
monitored by application software.
The OS kernel design segregates the software tasks and
helps to trap failures in non-kernel OS functions and
application software so safety-related services can be
maintained.

Security

The OS provides memory and file access segregation
between applications. OS provides password protection
to limit access for different users.

Timeliness and throughput

OS provides facilities for monitoring CPU and I/O
utilisation during development (to check it is low
enough). OS also provides time-scheduling services, and
software can run at different priorities so time-critical
functions are completed more quickly. The OS can also
support multi-processor servers which can help to reduce
CPU load and speed the response of individual
transactions.

Usability

F.2 COMMERCIAL OS AND RUN-TIME SYSTEM USED FOR DUST-EXPERT
This example considers the use of SOUP for the safety-related advisory system DUSTEXPERT™. The particular SOUP used was:
•
•
•

Microsoft Windows 3.1 and 95
Microsoft run-time libraries
run-time libraries for LPA Prolog

F.2.1 SAFETY REQUIREMENTS
DUST-EXPERT is used to provide advice on the avoidance of dust explosions, and of safe
venting of any explosions that are not prevented. Because it is an advisory system, there are
several characteristics that can be taken advantage of in the safety case:
•
•
•
•

off-line use
the response is not time-critical
used in a low demand mode of operation
subjected to a “sanity check” by a user who is competent in the problem domain
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However, since dust explosions can be fatal, and the advisory system should not contribute
significantly to the number or severity of explosions, its safety integrity level is assessed as
SIL 2. As defined in IEC 61508 for a low demand system, this amounts to a probability of
dangerous failure of between one per hundred and one per thousand.
The safety requirements for DUST-EXPERT are:
•
•
•
•
•
•

Calculations should be correct and accurate.
Advice should not be given leading to the design of plant with inadequate precautions.
Database data should be correctly displayed and transmitted to calculations, and secure
from unauthorised changes.
Unauthorised or inadvertent changes to configuration data should be prevented.
Authorised maintenance to configuration data, databases or the software system should
have a low chance of introducing errors.
The chance of user errors should be minimised.

F.2.2 EVIDENCE
Table F2: Evidence profile for commercial OS and runtime system

Category

Evidence

Type of system
nature of SOUP – application
(hard real time, off line…)

OS—soft real time. Libraries—soft real time.

size of SOUP /kloc, Bytes

~50Mbytes for OS.

general provenance, where
developed, in how many
countries, by whom, when

OS and Microsoft libraries by Microsoft Inc. in USA as
a commercial product. Prolog libraries by LPA in UK as
a commercial product.

languages used (and features)

C/C++.

which languages, antique,
proprietary?
Expertise
availability of expertise in
software
in applications
Field experience
data on faults found

Fault data recorded during development: one non-safetyrelated error found in Prolog library.
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Table F2: Evidence profile for commercial OS and runtime system

Category

Evidence

data on time to failures
data on versions that faults relate
to
data on number of units in the
field

Microsoft software in widespread use. Prolog has been
used in safety-related simulator and has a number of
major, corporate users.

data on operating time to failure
data on configuration, type of
application
evidence from more than one data
provider
evidence of data collection
process (procedures,…)

Mechanisms for reporting errors for both Microsoft and
LPA products. Microsoft has an established problem
reporting system and the Microsoft Developers’ Network
provides a list of known problems. Given the large
installed base of the software, it is unlikely that a major
error in a common operation could remain undetected.
Gross under-reporting for Microsoft software expected;
less under-reporting for LPA.

Modification evidence
modification history
details of modification process
Development history
requirements
architectural specification
software specification
detailed design
source code
object code
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Table F2: Evidence profile for commercial OS and runtime system

Category

Evidence

user manual, configuration guide

Yes.

software maintenance manual

Yes.

application manual
availability of development
environment, tools

No.

data on development process,
what techniques used and where

No.

data on errors made and found
during development

No.

Safety analysis
PHI, PHA system level Hazops

Yes.

specification of safety functions

For system, not specifically for SOUP.

safety properties

For system, not specifically for SOUP.

system level safety case

Yes.

component level safety case

No.

assessment by third party

For system, not specifically for SOUP.

Verification by system developer
Directed testing.

Yes.

Statistical testing.

Yes, enough to assure to SIL 2.

Other.

No.

Design safety features
Fail safety

OS provides some protection against gross errors, such
as violation of memory bounds.

Functional correctness
Maintainability
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Table F2: Evidence profile for commercial OS and runtime system

Category

Evidence

Modifiability
Reliability and availability
Robustness

Shortage of file space and memory are reported to the
application software.
OS provides some protection against gross errors by
application software, such as violation of memory
bounds.

Security
Timeliness and throughput
Usability

F.3 OPERATING SYSTEM MICROKERNEL
The next example is loosely based on the VRTX microkernel. The evidence in the table is
illustrative of this type of SOUP rather than an accurate representation of what is available for
this specific component.
Table F3: Evidence profile for microkernel

Category

Evidence

Type of system
nature of SOUP – application
(hard real time, off line…)

Hard real time, key component.

size of SOUP /kloc, Bytes

~5kloc

general provenance, where
developed, in how many
countries, by whom, when

Developed by small team, in USA.

Supplier track record

Although company changed ownership product pedigree
goes back 16 years.

languages used (and features)

C (and assembler for specific platforms?).
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Table F3: Evidence profile for microkernel

Category

Evidence

Expertise
availability of expertise in
software inside product

Author may be contactable but not with company any
more.

in applications of the product

Wide experience base of other companies of using kernel
in products.

Field experience
data on faults found

Yes, bug list available.

data on time to failures

Some anecdotes on cumulative operating time.
Technically sound justification would require additional
investigation.

data on versions that faults relate
to

Yes.

data on number of units in the
field

Some anecdotes on cumulative operating time.
Technically sound justification would require additional
investigation.

data on operating time to failure

Would need to approach a specific user for data; not
generally available.

data on configuration, type of
application

Not readily available. Would need to approach OEM or
users.

evidence from more than one data
provider

In principle, but would need collection.

evidence of data collection
process (procedures,…)

None from the users. Evidence of reported problem.

Modification evidence
modification history

Yes.

details of modification process

Yes in general but details not available.

System Documentation
Design documents

Development documentation not available but extensive
documentation on the design and how to use it, interface
to it etc.
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Table F3: Evidence profile for microkernel

Category
Source code

Evidence
Would need negotiation with vendor; generally not
available. Although another product VRToc is open
source and appears to share code with VRTX.

Development Process
data on development process,
what techniques used and where

None, but implied by third party assessments. Some data
on additional testing done for DO178B compliance.

data on errors made and found
during development

None.

User documentation
user manual, configuration guide

Yes, in detail.

software maintenance manual

Only for using product not changing it.

application manual

Not applicable as a component.

Third Party Assessments
product

Yes, as part of DO178B certification.

process

Implicit in DO178B certification.

Product Attributes
Fail safety

Depends on application; in general unlikely.

Functional correctness

Implicit from test coverage, functionality well defined in
manuals.

Maintainability

Component itself not changeable, stable interfaces so can
maintain system that it is using it.

Modifiability

None, would have to come from wrappers.

Reliability and availability

Implicit from 3rd party approval and high operating
experience but needs more technical justification.

Robustness

Not known.

Security

Not known, but source code under configuration control.
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Table F3: Evidence profile for microkernel

Category

Evidence

Timeliness and throughput

General figures available for assessing as part of design
study.

Usability

Implied by large community who have developed
products based on it.
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APPENDIX G : SOUP IN OTHER STANDARDS
In this appendix we compare the approach to SOUP adopted in a number of other standards:
•
•
•

FDA 1252, for software medical equipment
IEC 60880, for software in nuclear plant
Def Stan 00-55 and 00-56, for software-based defence equipment

Finally, we discuss the requirements of a recent publication from the CEC setting out the
common position of European nuclear regulators.
G.1 FDA 1252 “OFF-THE-SHELF SOFTWARE USE IN MEDICAL DEVICES”
G.1.1 GENERAL
The guidance states that SOUP (or OTS software in the guide) is commonly being considered
for incorporation into medical devices. The use of OTS software in a medical device allows the
manufacturer to concentrate on the application software, but the guide warns that software
intended for general purpose computing may not be appropriate for a medical device, and the
medical device manufacturer using OTS software generally gives up software life cycle control,
but still bears the responsibility for the continued safe and effective performance of the medical
device.
G.1.2 OVERALL APPROACH
The guide is basically risk-based, but takes the position that software failure rates cannot easily
be predicted. It therefore takes a consequence-based approach, using the term hazard analysis
rather than risk analysis to reinforce this.
Risk is described as a minor, moderate or major level of concern depending on whether there is
expected to be, respectively, no injuries, injuries, or fatalities, arising from failures or design
flaws.
The overall approach of the guide is to make recommendations on a basic level of
documentation needed for all OTS software used in medical devices, and provide a detailed
discussion on additional (special) needs and responsibilities of the manufacturer when the
severity of the hazards from OTS software failure become more significant. The decision
diagram employed is reproduced in Figure G1.
G.1.3 BASIC DOCUMENTATION
The OTS software basic documentation should answer the following:
•
•
•
•
•
•

What is it? (Provide title, version, etc., and state why appropriate for this device.)
What are computer system specifications? (Specify hardware, OS, drivers, etc.,
including version information.)
How will you ensure appropriate actions are taken by the end user? (Specify training,
configuration requirements, and steps to prevent the operation of any non-specified
OTS software.)
What function does the OTS software provide in this device?
How do you know it works? (Describe testing and lists of faults.)
How will the OTS software be controlled? (This should cover installation, configuration
control, storage, and maintenance.)
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Figure G1: Decision diagram for FDA 1252

G.1.4 HAZARD ANALYSIS AND MITIGATION
The manufacturer is expected to perform an OTS software hazard analysis as a part of a medical
device (system) hazard analysis. This should produce a list of all potential hazards identified,
the estimated severity of each identified hazard, and a list of all potential causes of each
identified hazard.
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Where the hazard analysis identifies the need for it, mitigation should be considered by means
of (in order of preference) design (or redesign), protective measures (passive measures), and/or
warning the user (labelling). The guide contains a list of injury reduction countermeasures
running from “prevent accumulation of the energy” and “reduce the amount of the energy
delivered” to “provide rapid emergency response to injury” and “improve medical care and
rehabilitation after the injury”.
A detailed discussion of the residual risk after mitigation should be provided. Operational
experience with the use of the OTS software can be submitted as part of the justification of
residual risks.
G.1.5 SPECIAL DOCUMENTATION
Special documentation, where required, should:
•

•
•

Provide assurance that the product development methodologies used by the OTS
software developer are appropriate and sufficient. The guide recommends an audit of
the OTS software developer’s development methodologies, and states that OTS
software may not be suitable for a medical device application if it represents a major
level of concern and an audit is not possible.
Demonstrate that the verification and validation activities are appropriate and sufficient.
Verification and validation activities include those performed by the OTS software
developer and the medical device manufacturer.
Demonstrate how maintenance and support of the OTS software will be continued
should the original developer terminate their support.

G.1.6 DEVICE MASTER FILES
The FDA operates a scheme whereby SOUP software vendors who wish to make their software
available for use in medical devices, but who do not want to share confidential or proprietary
details with medical device manufacturers, may provide information on development, validation
and known faults to the FDA in a device master file.
The SOUP vendor can then grant permission to specific device manufacturers to reference the
master file in their safety submissions.
G.2 IEC 60880, FIRST SUPPLEMENT
G.2.1 GENERAL
This Supplement to IEC 60880 provides requirements for the software for computer-based
safety systems in nuclear power plants. It contains a section on SOUP, which it calls “predeveloped software” (PDS). It acknowledges that the use of PDS can be beneficial to
productivity and the reliability of the system when these items are of suitable quality and
introduced in a proper manner; benefit from similar operating experience can be claimed and the
reuse of validated PDS can increase confidence in the reliability of the system.
G.2.2 OVERALL APPROACH
The PDS evaluation and assessment process includes:
•
•

An evaluation of the functional and performance features of the PDS and existing
qualification documentation.
A quality evaluation of the software design and development process.
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•
•

An evaluation of operating experience if needed to compensate for weaknesses in
demonstration gained from (1) and (2) above.
A comprehensive documented assessment of the evidence from the above evaluations,
and associated complementary work, which will enable the PDS to be accepted for use
in the system.

The overall approach is illustrated in Table G1.
G.2.3 EVALUATION OF SUITABILITY
This element of the evaluation compares the system specification with the PDS specification
and user documentation at a “black box” level. Analysis or test is required if the functional,
interface or performance characteristics of the PDS are not explicitly defined. If the PDS does
not meet the requirements of the system specification, it should be used only if it can be
modified in an IEC 60880-compliant manner.
The suitability evaluation should identify any additional functions that are included in the PDS
but are not needed by the system, and the measures to ensure that these functions do not
interfere with safety functions.
The PDS should be under configuration management and its version and configuration should
be precisely defined.
G.2.4 QUALITY EVALUATION
This element of the evaluation takes a “white box” approach, based on the design and software
quality plan documentation of the PDS, possibly with analysis of its operating history. It
compares the importance to safety of the PDS with quality documentation, including the
software quality plan, specification, design, coding and maintenance documents, the integration
plan, and verification and validation plans and tests.
The level of assurance to be achieved by the quality evaluation will be different for the three
safety categories, with category A requiring the highest assurance (see 8.2.1 of IEC 61226).
Documentation of operating experience should be available if necessary to compensate for lack
of the above documentation or to justify practices differing from those of IEC 60880.
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Table G1: Outline of the qualification process in IEC 60880 Supplement 1

1 Suitability evaluation
System specification
documentation

Required Input
documentation

PDS specification & user’s
documentation

Comparison of the system
& PDS Specifications

Evaluation requirements

Identification of modifications
and missing points

Conclusions
The PDS is suitable

Complementary work is needed

Ought to be rejected

2 Quality evaluation
(operating history
documentation)

Req. Input documentation
Design documentation

Life cycle documentation

Evaluation requirements
Analysis of design

Analysis of the QA

Identification of missing points

Conclusions
The quality of the PDS
Lifecycle is appropriate or

Additional test and
documentation is required or

The needed modifications
of the PDS are feasible

Operating experience evaluation
required

The PDS ought to be rejected

3 Evaluation of operating experience
Req. Input documentation
Collection of data

History of defects

Operating time

Evaluation requirements

Conclusions
Sufficient operating
experience

Operating experience not
sufficient yet

The PDS ought to be rejected

4 Comprehensive assessment
The quality of the PDS is
appropriate

The needed modifications are
done

5 Integration in the system and maintenance
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G.2.5 EVALUATION OF OPERATING EXPERIENCE
This type of evaluation is to provide evidence of suitable operating experience to compensate
for deficiencies detected in the quality evaluation. The evidence required is:
•
•
•

The methods for collection of data on operating experience, including recording the
PDS version’s operating time and operating history.
The operational history of findings, defects and error reports.
The operational history of modifications made for defects or other reasons.

Operating experience should be under conditions similar to the conditions during intended
operation. When operating time of other versions is included, an analysis of the differences and
history of these versions should be made.
Operating experience should be considered as suitable when the following criteria are met:
•
•
•

The PDS has achieved a sufficient accumulated operating time, taking account of the
statistical relevance of the data. The rigour of the analysis of operating experience
should be consistent with the safety category of the system functions.
No significant modifications have been done and no errors have been detected over a
significant operating time on several sites or applications.
The PDS has preferably operated on several installations.

G.3 UK DEFENCE STANDARDS 00-55 AND 00-56
G.3.1 GENERAL
Defence Standard (DS) 00-55 addresses safety critical (SIL 4) software, with guidance on how
to modify the requirements for software of lower SIL. DS 00-55 contains a clause on SOUP,
which it calls “previously developed software” (PDS). It recognises that the appropriate reuse of
well-proven software can be of substantial benefit to the integrity of safety-related software.
DS 00-55 is used within the context of DS 00-56, which addresses safety management. DS
00-56 includes a procedure for the allocation of SILs, which is consequence based for the
principal source of mitigation, and risk based for other mitigation. In DS 00-56, SOUP is
covered by the requirements on non-developmental items (NDIs). The standard requires a safety
case for NDIs, and provides guidance on retrospective application covering safety planning,
production of a hazard log, and safety analysis, including evaluation of existing safety analysis
information and the use of service history.
G.3.2 OVERALL APPROACH
DS 00-55 is basically targeted at the most safety critical software, and taken at face value adopts
an uncompromising approach to the relaxation of the requirements for new software. It requires
that:
•
•
•

All PDS should be identified, and justified in the software safety case. The justification
should include a safety analysis of the PDS.
PDS to be used in the final delivered equipment should conform to the requirements of
the standard for new software.
Or, reverse engineering and V&V activities should be carried out on any PDS that has
not been produced to the requirements of the standard. Reverse engineering means the
conduct of retrospective activities covering specification, design, verification and
validation to the same standard as new software, and requires access to the source code,
design and test documentation.
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•
•

All changes to PDS made as part of its incorporation in the safety-related software
should be to the requirements of the standard.
Unreachable code should only be allowed to remain in the final application where it can
be shown that the risks of leaving it in are less than the risks of modifying the code to
remove it.

The PDS should be provided with documentation equivalent to the rest of the safety-related
software. However, in cases where the PDS is justified on the basis of in-service history or
extensive V&V and is treated as a “black box”, it may be acceptable for design information not
to be provided as long as a comprehensive requirement specification for the software is
provided.
G.3.3 ALLOWABLE REDUCTION IN REVERSE ENGINEERING
However, the extent of the reverse engineering and V&V activities may be reduced on the basis
of a safety analysis, taking account of the rigour of the PDS’s development process, its extent
and functionality, and its in-service history. The reverse engineering activities should
concentrate on the areas most notably inadequate in satisfying the objectives of the standard; the
problem report history can be taken into account when identifying inadequate areas.
In-service history may only be taken into account where reliable data exists relating to inservice usage and failure rates. Quantified error rates and failure probabilities should be derived,
taking into account:
•
•
•

the length of the service period
the operational hours, allowing for different operational modes and the numbers of
copies in service
the definition of what is counted as a fault/error/failure

G.3.4 RELAXATION FOR LOWER SIL
The guidance allows unreachable code to be left at SIL 1 and SIL 2, even if the risks of leaving
it in are more than the risks of modifying the code to remove it, if a strong justification can be
made for this approach. All the other requirements on PDS are independent of SIL.
G.3.5 INTERPRETATION OF THE DEFENCE STANDARDS
The MoD’s Equipment Safety Policy (ES Pol) Directorate has recently produced an
interpretation of DS 00-55 and 00-56 [32]. It states that, in applying the standard to NDI, too
much emphasis has been put on the “full compliance” aspects of a software module of a
particular SIL, rather than conducting safety analysis to determine the safety properties of the
NDI and gathering appropriate evidence to demonstrate these safety properties.
It recommends using a hazard-directed framework in which the selection of safety analysis and
assessment methods is determined, not through a prescriptive process formulated from
subjective levels of integrity, but by the safety properties of the software that need to be
demonstrated. This approach provides a means by which the application of additional,
retrospective assessment methods can be better justified.
The elements of the hazard-directed approach are:
•

System Safety Model—System safety analysis should be carried out so that hazards can
be propagated down through line replaceable units into the software elements.
89

•

•
•

Software Safety Requirements—From the system safety model, the way the software
can contribute to the system hazards should be identified and safety properties agreed.
Categories for software requirements should be developed, in order to group
requirements according to the kinds of evidence that will probably be required.
Evidence Base—It is necessary to show that the requirements have been validated and
the implementation satisfies its requirements. Evidence may be direct, may back up
direct evidence, or provide the basis for engineering judgements.
Consensus—A consensus should be built involving all interested parties and
stakeholders. A greater reliance is placed on indirect evidence for NDI and so the
subjective assessment of this data demands a consensus of opinion.

G.4 COMPARISON OF OTHER STANDARDS WITH IEC 61508
The following table compares the main recommendations of the defence, medical and nuclear
sector standards.
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Table G2: Comparison of other standards with IEC 61508

IEC 61508

FDA 1252

IEC 60880
Supplement 1

Def Stan 00-55/56

Evaluation
against
specification

Not explicitly if
“proven in use”
argument used (but
does call for
“unchanged
specification”).

Basic documentation
states function SOUP
provides and evidence
for correct operation.

Explicit evaluation step;
analysis or test required
if SOUP specification
not explicitly defined.

Carried out as for new
software, or by reverse
engineering informed by
safety analysis and
operating data.

Quality
evaluation

Not explicitly if
“proven in use”
argument used.

Process audit required
for high SIL.

Required for all SILs
but may be compensated
for by operating
experience.

Carried out as for new
software, or by reverse
engineering informed by
safety analysis and
operating data.

Operating
experience

Can be used for
“proven in use”
argument.

Operational experience
with the use of the
SOUP can be submitted
as part of the
justification of residual
risks.

Can be used to
compensate for
weaknesses in
functional, performance
and quality evaluation.

Can be used to reduce
extent of reverse
engineering.
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Table G2: Comparison of other standards with IEC 61508

Variation with
SIL

IEC 61508

FDA 1252

IEC 60880
Supplement 1

Def Stan 00-55/56

Built with techniques
appropriate for SIL.

For high SIL, need
special documentation
including: audit of
developer’s process;
description of SOUP
developer’s and device
manufacturer’s V&V;
plans for maintenance
and support if original
developer terminates
support.

Level of assurance to be
achieved by the quality
evaluation different for
the three safety
categories.

Requirement to remove
unreachable code
relaxed for SIL 1 and
SIL 2.

Or,
operating time
commensurate with SIL
(“proven in use”).

Risk
assessment

Risk based.
Considerable detail on
SIL determination in
general; nothing
specific for SOUP.

Consequence based.
Process defined
combining hazard
analysis and mitigation.
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Rigour of analysis of
operating experience
consistent with safety
category.
Not covered in
Supplement.

Covered by DS 00-56,
which combines
consequence and risk
based approaches. Use
of PDS, extent of
reverse engineering and
use of operating data
should all be subjected
to risk assessment.

Table G2: Comparison of other standards with IEC 61508

IEC 61508

FDA 1252

IEC 60880
Supplement 1

Def Stan 00-55/56

Documentation

No specific
requirements for SOUP.

Basic documentation for
low consequence
hazards; special
documentation for high
consequence hazards.

Documentation required
on evaluation of
functional and
performance features,
quality evaluation, and
evaluation of operating
experience.

Documentation required
as for new software,
except that design
information may be
omitted if PDS justified
as “black box”.

Configuration
management

Exact identification of
each system and its
components, including
version numbers,
required for “proven in
use”. For “clear SOUP”
like open source
software, normal CM
requirements apply.

Basic documentation
covers installation,
configuration control,
storage, and
maintenance.
Installation of nonspecified SOUP should
be prevented.

SOUP should be under
configuration
management and its
version and
configuration should be
precisely defined.

Configuration
management as for new
software, and
configuration details
required as part of
operating history.

Organisational
support

—

FDA operates device
master file scheme for
submitting developer’s
confidential
information.

—

—
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G.5 COMMON POSITION OF EUROPEAN NUCLEAR REGULATORS
The CEC is about to publish a document entitled Common position of European regulators for
the licensing of safety critical software for nuclear reactors as a “consensus document” [15].
This has been developed by the European Commission’s Advisory Experts Group, Nuclear
Regulators Working Group. It makes the point that licensees may wish to make use of preexisting software components (PSW) as these may not only be beneficial for productivity but
may also increase safety if introduced in a proper way. The benefit stems from the fact that
PSW components have often been used in many applications, and their operating experience,
when assessable and representative, can be taken into account. Reusable software components
may have been developed to suitably high standards in other industries for use in safety critical
applications and, therefore, may be reusable in the nuclear industry.
The document sets out the following as a common position:
•
•
•
•
•

•
•

The functions that have to be performed by the PSW components shall be clearly
identified, and the impact on safety of these functions shall be evaluated.
The PSW components to be used shall be clearly identified, including their code
version(s).
The interfaces through which the user or other software invokes PSW modules shall be
clearly identified and thoroughly validated. Evidence shall be given that no other calling
sequence can be exercised, even inadvertently.
The PSW shall have been developed and shall be maintained according to good
software engineering practice and QA standards appropriate to its intended use.
For safety systems (category one), the PSW shall be subjected to the same assessment
(analysis and review) of the final product (not of the production process) as new
software developed for the application. If necessary, reverse engineering shall be
performed to enable the full specification of the PSW to be evaluated.
If modifications of PSW components are necessary, the design documentation and the
source code of the PSW shall be available.
The information required to evaluate the quality of the PSW product and of its
assessment and development processes shall be available; this information shall be
sufficient to assess the PSW to the required level of quality.

The document states that for acceptance the following actions shall be taken:
a. Verify that the functions performed by the PSW meet all the requirements expressed in
the safety system requirement specifications and in other applicable software
specifications.
b. Verify that the PSW functions that are not required by the safety system requirement
specifications cannot be invoked and adversely affect the required functions, for
example through erroneous inputs, interruptions, and misuses.
c. Perform a compliance analysis of the PSW design against the applicable standards
requirements (e.g. IEC 60880).
d. The PSW functions intended for use shall be validated by testing. The tests may include
tests performed by the vendor.
e. Ensure that the PSW functions cannot be used by the safety system, by other software
or by the users in ways that are different from those which have been specified and
tested (if necessary through the implementation of pre-conditions, locking mechanisms
or other protections).
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f.

If credit is given to feedback experience in the licensing process, sufficient information
on operational history and failure rates shall be available. Feedback experience shall be
properly evaluated on the basis of an analysis of the operating time, error reports and
release history of systems in operation. This feedback experience shall also be based on
use of the PSW under evaluation in identical operational profiles. This operating
experience shall be based on the last release except if an adequate impact analysis
shows that previous experience based on unchanged parts of the PSW is still valid
because these parts have been unaffected by later releases.

g. If the available information of the type required by position 6 above is not sufficient,
then an analysis (risk assessment) of the impact on safety of a failure of the PSW shall
be performed. Special attention shall be paid to possible side effects and to failures that
may occur at the interfaces between the PSW and the user and/or other software
components.
h. Errors that are found during the validation of the PSW shall be analysed and taken into
account in the acceptance procedure.
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APPENDIX H : RECOMMENDED ANALYSIS TECHNIQUES FOR
SOUP
This appendix lists recommended verification and assurance techniques from IEC 61508 that
can be applied to SOUP. Table H1 contains those that can be applied to any SOUP component
while the remainder require access to the source code.
The “white box” assurance techniques listed in Table H2 are those that can be applied “after the
event” by an independent assessor. For example you cannot apply C.4.3 (language subsets and
certified tools) or C.4.1 (strongly-typed languages) to a SOUP if the implementor chose to
develop the product in C on an uncertified compiler.
Even though the prior development process and design of the SOUP cannot be changed,
evidence of compliance to design, documentation and implementation practices recommended
in IEC 61508 can be used as supporting evidence for the claimed SIL. Table H3 lists a set of
software development and design techniques that—if used in the construction of the SOUP—
would increase confidence in the code quality.
Table H1: IEC 61508 SOUP black box assurance techniques

Section
B.4

Technique
Operation and
maintenance tests

Comments on the application to SOUP
“Black box” tests (see B5.4) of operations and maintenance
features, i.e.
B.4.1 Operation and maintenance instructions
B.4.2 User friendliness
B.4.3 Maintenance friendliness
B.4.4 Limited operation possibilities
B.4.8 Modification protection
B.4.9 Input acknowledgement.

B.5.1

Functional testing

Intended for whole PES but applicable to SOUP, can check all
specified functions are implemented.

B.5.2

Black box testing

Intended for whole PES but applicable to SOUP, can be any
type of test that makes no assumption about internal structure.

B.5.3

Statistical testing

See C.5.1.

B.5.4

Field experience.

Gives feedback on failures occurring in field operation.
Applicable to SOUP, but needs to be of high quality to
demonstrate reliability.

C.5.1

Probabilistic
testing

Applicable to SOUP, but difficult to do sufficient testing to
assure higher levels. Also need reliable alternative
determination (oracle) for large number of test cases.
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Table H1: IEC 61508 SOUP black box assurance techniques

Section

Technique

Comments on the application to SOUP

C.5.2

Data recording
and analysis

Gives feedback on failures occurring in field operation.
Applicable to SOUP, but needs to be of high quality to
demonstrate reliability.

C.5.3

Interface testing

Essentially focused testing, needs reasonably precise
knowledge of interface specification.

C.5.4

Boundary value
analysis

Needs detailed knowledge of specification (when software is a
black box). In white box testing requires analysis of the code.

C.5.5

Error guessing

Needs expert judgement and knowledge of application.

C.5.19

Process simulation

Essentially testing in simulated operational situation. Provides
a realistic operational profile, can be valuable for continuously
operating systems (e.g. process control). Hard to accumulate
sufficient tests to get high degree of confidence in reliability.

C.5.21

Avalanche/stress
testing

Could be applied to SOUP, helps to demonstrate robustness to
overload.

C.5.22

Response timing
and memory
constraints

Can be applied to SOUP to check timeliness, and robustness to
overload.

C.5.24

Software
configuration
management

Essential in applications using SOUP, should record exact
versions of SOUP tested, installed etc. If manufacturers’
configuration management is doubtful, it is important to save
and label original installation files.

Table H2: IEC 61508 white box SOUP white box assurance techniques

Section

Technique

Comments on the application to SOUP

C.4.3

Certified tools and
certified
translators

Source code may be re-compiled with an assessed compiler to
produce a trusted version.

C.5.6

Error seeding

Possible, by seeding errors and recompiling source code.

C.5.8

Structure based
testing

Access to source code can make testing more comprehensive
or efficient.

C.5.9

Control flow
analysis

Technique may find errors missed from testing, perhaps
unusual execution paths, can increase confidence in quality of
code.
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Table H2: IEC 61508 white box SOUP white box assurance techniques

Section

Technique

Comments on the application to SOUP

C.5.10

Data flow analysis

Technique may find errors missed from testing, perhaps
unusual execution paths, can increase confidence in quality of
code.

C.5.11

Sneak circuit
analysis

Technique may find errors missed from testing, can increase
confidence in quality of code.

C.5.12

Symbolic
execution

Potentially can “test” whole classes of input values. For
relatively simple programs where tool support is available, this
could be very valuable.

C.5.13

Formal proof

Unlikely to be possible unless formal specification is also
available, difficult anyway with most languages, and with
code not developed with proof in mind. Only likely to be
appropriate for SIL 4.

C.5.14

Complexity
metrics

Can increase confidence in quality of the code, i.e. complies
with good practice.

C.5.15

Fagan inspections

Can increase confidence in quality of the code, i.e. that the
design implements specification, complies with good practice,
etc.

C.5.16

Walkthroughs/
design reviews

Similar to above.

C.5.17

Prototyping/
animation

Animation may be more appropriate and/or convincing than
testing for some SOUP.
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Table H3: IEC 61508 white box SOUP design quality assessment

Section
B.3

Technique
Development
methods

Comments on the application to SOUP
Cannot be applied “after the event”, but if known the
development methods can be reviewed for compliance to good
practice, i.e.
B.3.1 Observance of guidelines and standards
B.3.2 Structured design
B.3.3 Use of well-tried components
B.3.4 Modularisation
B.3.5 Computer-aided design tools
B.3.6 Simulation
B.3.7 Inspection (reviews and analysis)
NB there is considerable overlap with the techniques in C.2.

C.2.1

Structured
methods

Cannot be applied “after the event” but can be checked for
compliance to increase confidence in the SOUP.

C.2.8

Information hiding Ditto.
/encapsulation

C.2.9

Modular approach

Ditto.

C.2.10

Use of
trusted/verified
software modules
and components

Ditto.

C.3

Architecture
design.

Ditto.

C.3.1

Fault detection
and diagnosis

Ditto.

C.3.2

Error detecting
and correcting
codes

Ditto.

C.3.3

Failure assertion
programming

Ditto.

C.3.4

Safety bag

Ditto.
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Table H3: IEC 61508 white box SOUP design quality assessment

Section

Technique

Comments on the application to SOUP

C.3.5

Software diversity
(diverse
programming)

Ditto.

C.3.6

Recovery block

Ditto.

C.3.7

Backward
recovery

Ditto.

C.3.8

Forward recovery

Ditto.

C.3.9

Re-try fault
recovery
mechanisms

Ditto.

C.3.11

Graceful
degradation

Ditto.

C.3.13

Dynamic
reconfiguration

Ditto.

C.4

Development tools Ditto.
and programming
languages.

C.4.1

Strongly typed
programming
languages.

Ditto.

C.4.2

Language subsets

Ditto.

C.4.3

Certified tools and
certified
translators

Ditto.

C.4.4

Tools and
translators:
increased
confidence from
use

Ditto.

C.4.4.1

Comparison of
source program
and executable
code

Ditto.
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Table H3: IEC 61508 white box SOUP design quality assessment

Section

Technique

Comments on the application to SOUP

C.4.5

Library of
trusted/verified
software modules
and components

Ditto.

C.4.6

Suitable
programming
languages

Ditto.
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